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Debug Workflow · Weeks → Hours

A workflow for debugging edge models by tracing inference
discrepancies to their root causes.

01 Runtime Export · Run · Capture

Runtime Debugger capture
Traces · Tokens · Tensors & KV

02 Debugger Align · Compare · Inspect

03 Manual / Agentic Analysis Explain · Validate

Analyze evidence with agents

Form a hypothesis about the observed failure.

Verify with a controlled rerun
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Debugger Overview · Compare → Inspect Gemma 4 E2B
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Real-World Debugging· Root Causes
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Bug 1 — FP16 generates “026” instead of “2026”

Cosine similarity · FP32 vs FP16

FP16 rounds RoPE positions above 2048.

Bug 2 — FP16 output differs on Samsung S24 vs S25 GPUs

layer_0_mlp_block_out 0.9958

layer_0_ple_gate_proj 0.9601

layer_0_ple_gelu 0.9261

layer_0_ple_proj 0.9143

layer_0_final_add 0.9939

layer_0_final_mul 0.9939

CosSim < 0.95

S24 GPUs flush FP16 subnormal PLE

Bug 3 — Proofreading repeats text over 512 context tokens
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Global Attention

Relevant context falls outside the

Analysis Tools
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Vocabulary Rank · Tracked token: “de”
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weights to zero. S25 GPUs do not.

Layers

512-token local attention window.

Root Cause ·

Root Cause ·

Root Cause ·

Mid-generation, a full passage repeats until tokens run out.

Samsung S24 · Edge Runtime · GPU FP16 Gemma 4 E2B · Edge Runtime · GPU


