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Why mix GPU generations? Same generation: H100 + H200 Model convergence not impacted
+ Customers with mixed GPU fleets can use all their available capacity in a single . . e ———e—nm—e
training job instead of leaving non-matching instances idle. Llama 3 8B — mixed H100+H200 beats homogeneous, once configured ama 380 (400 stepn_ gpt-oss-20b (MoE) (200 steps)
+ GPU throughput in heterogeneous mode achieves 76-94% of an equivalently- 140k ogss 2L
sized homogeneous cluster, depending on model size and communication 120k 103,623 ; i,
intensity. 100k __2x H200 x8 — linear-scaling reference _______ * . ém

* We train models across H100, H200, B200 and B300 nodes with stock PyTorch
FSDP/HSDP. For cross-generation jobs add per-GPU-type micro-batch sizing.
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Aggregate throughput (tok/s)

GPU Instances Evaluated on AWS
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H200 x8 H100 x8 MIXED x16 MIXED x16 MIXED x16 MIXED x16 [ - £
instance _____lepu _luem  |Eranics | Rails/GPU___| homogeneous homogeneous  default  +compile  +mbs=8  FSDP2 + both | i M
] g 1273

Lp5.48xl H100 80GB 32 x 100G 4 . A = M
mip>-asxiarge * Llama 3 8B, 200 steps on C4. Tuned mixed 16-GPU beats homogeneous per GPU.
ml.p5en.48xlarge H200 141 GB 16 x 200G 2 ’ e
ml.p6-b200.48xlarge B200 179 GB 8 x 400G 1 e T e A
mLp6-b300.48xlarge* B300 268 GB 16 x 400G 2

Llamatﬁ:'(:)uBne—dtz\:ngiegf ;ui:scg;\fé%‘!/:’OSES, Smoothed loss at step 200 (52M tokens). Every mixed run is inside the

homogeneous range.

Mixed generations: H200 + B200

« PyTorch 2.10, NCCL 2.29.3, aws-ofi-nccl 1.18; one sm_90 + sm_100 image
« tok/s over all ranks; MFU per GPU type; repeats within 0.12%
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. . H200 + B200: th tric that tt i - hitect MFU
The obstacle: asymmetric EFA rails ¢ metric That matters 1s perarchitecture
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Naive: FULL_SHARD 16-way Tuned: HSDP + matched work ratio
14000 12,937 tok/s
12000
1001 0 solo rate

GPU generations expose different numbers of EFA rails, and aws-ofi-nccl rejects
mismatched counts at NCCL init:

Aggregate throughput (tok/s)
N
R

o

H
x
g
g2
g
:
:
S
2
3
:

H200 x16 MIXED x16 MIXED x16 MIXED x16 > >
NCCL WARN NET/OFI Unexpected number of remote homogeneous default (mbs=1) mbs=4 mbs=4 + compile [C) (0]
rails for dev 2. Expected 4 but got 2 'g,_ 8000 ‘g,_
= 6000 s
2 2
« Fix: force a common count. OFI_NCCL_FORCE_NUM_RAILS = 4 for Hopper § 4000 §
only, 1 with any B200 (the minimum). The bare name is silently ignored. £ 2000 2
« The rule is MATCHING counts: Expand only when total per-GPU EFA Per-GPU Efficiency across 6 models, same recipe Fo ol - — T - -
E)andgvzicé? 1znatch‘le)s (Hopper: force 4); otherwise truncate to the minimum et bt O stragger tox R e e sted
any : force 1).

FULL_SHARD, same micro-batch, no compile on both sides
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] Hama 3 85 i Large Models: Llama 3.1 405B
Recipe Qwen3 148 i
1
phi-4 14.78 ! + For large models e.g. Llama 3 405B, heterogeneous training also gives customers a
_ Mistral-Small 248 i path to train models that don't fit within the memory constraints of a single instance
EFA rails force 4 force 1 ! type.
-0ss- 68% i
NCCL_PROTO si 9pt-0s5-200 (MoE) > i + Ranas one 16-way FSDP job across both p6-b200 and p6-b300
| imple unset o) 1 two separate
Qwen3-30B-A3B (MoE) 3% 1 8°6PU jobs
H
Sharding FULL_SHARD or HSDP HSDP 0% 2% % % 0% 100% | GPUs |
Work per GPU uniform scaled to measured speed One H100+H200 %16 job, % of H100 x8 + H200 x8 1% p6-b200 8 ooM -
1 x p6-b300 8 ooM =
To be Evaluated: LocalSGD, DiLoCo

1 x p6-b200 + 1 x p6-b300 16 runs (151 GB/GPU) 864 (54)
both nodes, + compile, mbs 8 16 200 steps (144 GB/GPU) 4,320 (270)



