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Executive Overview

• VP of Engineering, AI Solutions: Driving advanced artificial intelligence architectural strategies and high-impact industrial solutions.

• 20+ Years Experience: Deep domain expertise across IT and Software Engineering leadership.

• Academic Background: Holds a PhD in Physics, bringing analytical rigor to complex software infrastructure.

A practical guide to calling me at work / parties

Gosha
Because if you try ordering a beer using my full legal 
name, you'll stay sober waiting.

George
The standard expectation when living in America.

Greg / Gregory
Because... "y"-not?

Jorge
Pronounced Mexican-style; courtesy of my local 
California friends who insisted.

Georgy Aleksandrovich...
Reserved exclusively for official documents, severe 
reprimands, or when introducing me to royalty.
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Extreme Operational Environments
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Mission-critical AI requires robust on-premises infrastructure across diverse industrial settings.

Oil & Gas / Energy
Remote offshore rigs with limited connectivity and zero-downtime mandates.

Manufacturing & Robotics
High-speed assembly lines requiring ultra-low latency local inference.

Healthcare & Diagnostics
Strict data privacy and immediate diagnostic response requirements.

Transportation & Rail
Mobile assets operating in edge environments with intermittent network access.

On-prem architecture guarantees operational autonomy, data sovereignty, and deterministic latency.
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The Dependencies Behind one AI task
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INDUSTRIAL SITE

Local AI assistant
Identity
Where do users sign in?

Approved procedures
Where is the knowledge?

?

?

Task state
Where is progress stored?

?

Software and logs
Where are artifacts and logs?

?

Local model and GPU infrastructure
Runs inside the site

An AI task depends on more than its model.
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Four responsibilities of an OSS operating stack
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Industrial AI application LangGraph or ADK

RESPONSIBILITY FOUNDATION AND COMPONENTS OPERATING OUTCOME

Run locally Linux OS + Kubernetes
Containers and local model serving

Execute within
the site

Control access Keycloak + APISIX
Identity and gateway access policies

Govern access
to services

Recover work Temporal + agent persistence
Define workflow and agent-state ownership

Resume recorded
progress

Maintain locally Argo CD + local repositories
Approved configuration and software artifacts

Manage controlled
updates

PRODUCT INTEGRATION

Agentic
Runtime

Shared local services Persistent storage Observability Backup and restore

A reference architecture for operating industrial AI within the site.

Onboard and deploy
agents to the selected
runtime environment.

Application logic stays
with the app team.
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Industrial AI Technical Stack
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A layered reference architecture from physical infrastructure to agentic applications.

LAYER 6  Agents & Applications
Agents & HMI
Autonomous workers, operator interfaces

Industrial Apps
Site maintenance & decision logic

User Interfaces
Dashboards & control panels

LAYER 5  Agent & Workflow Frameworks
Temporal
Durable execution & state persistence

ADK / LangGraph
Agent behavior & task orchestration

Agent Logic
Workflow state ownership

LAYER 4  Platform Services & Security
Argo CD
GitOps & local config management

Keycloak
Identity & access management

APISIX
API gateway & access policies

LAYER 3  Container Orchestration & Management
Kubernetes
Local container orchestration

Containers
Runtime workload packaging

Operators
Automated lifecycle management

LAYER 2  Operating System & Drivers
Linux OS / Realtime OS
Host operating system platform

GPU & Accelerator Drivers
NVIDIA CUDA & hardware interfaces

System Runtime
Low-latency kernel modules

LAYER 1  Hardware Infrastructure
Industrial Servers
On-prem compute

GPUs & AI Accelerators
Model inference

Persistent Storage
Local data storage

Networking
Site connectivity

CROSS-CUTTING

Security & Governance
Keycloak auth, access policies, and 
secret management across layers.

Observability
Metrics, logs, and state monitoring 
for edge reliability.

Shared Services
Local storage, backup/restore, and 
deployment synchronization.

Product Integration
Agentic runtime deployment allowing 
app logic to stay with the team.
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A maintenance workflow that survives interruption
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Illustrative on-prem design: a compressor inspection coordinated locally with Temporal.

1

Equipment alert
Abnormal vibration

2

Local AI assessment
Evidence and procedure

3

Supervisor approval
Authorize inspection

4

Work-order request
Local maintenance API

5

Outcome recorded
Work-order reference

WORKER STOPS AFTER SENDING THE REQUEST

Was the work order created?
The request was sent, but its result was not recorded.

01

02

03

Replay recorded workflow history.

Retry the unresolved Activity under policy.

Reuse the request ID to prevent a duplicate order.

Requires duplicate protection in the maintenance API.

Self-hosted Temporal History and durable approval waits Policy-based Activity retries

Temporal preserves progress. Application design makes recovery correct.
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OSS across cloud, data center, and edge
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Place each AI capability where its data, latency, and operating needs are best served.

COMMON ENGINEERING PRACTICES Deployment configuration Access policies Telemetry conventions

Enterprise data 
center

Sensitive knowledge and
internal systems

Adapt to enterprise controls

Public cloud

Elastic capacity and approved
managed services

Reuse components across providers

Industrial edge

Local inference and
essential site services

Control local dependencies

Placement follows data, latency, connectivity, and operating needs.




