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WHY WE STARTED

Unmasking GPU Bottlenecks

Capacity and cost
Can we answer GPU capacity questions from the telemetry we collect?

Suspected memory leaks
Can we spot memory leaks before they affect workloads?

* @

Better service throughput
Can we use profiles to fine-tune our Al/ML workloads?
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WHY eBPF

See GPU workloads without changing the application
Attach on the host CPU, at the boundary between the application and CUDA.

[\ N~ @

01/ AT THE SOURCE 02 / EXECUTION CONTEXT 03 / NO CODE CHANGES
CUDA library calls Arguments + stacks External probes
Attach uprobes where Capture call arguments, Instrument without

GPU work is requested. results, and call stacks. modifying the application.

Application-side evidence complements GPU-reported metrics.
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AGENDA

How do we build and deploy that visibility?

Our focus throughout: GPU memory

A Q € T

Observe Profile Correlate Deploy
Activity Counter Allocation call stacks GPU state OCI gadget images
Shows what is allocated Code-level drill-down Joined to the workload Helm install
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OBSERVE

First, make allocation and free activity visible

aito-playground-amw Cluster Kkaito-playground

* Observe GPU Memory Activity:
° A”Ocation Ca”S éP%lA\\ocationand Free Activity
 Free Calls

» Record activity by Pod /
Namespace.

top cuda memory / gadget source

o . . =
16:45 14:17:00 141715 14:17:30

£2
bt ES Observed vLLM device allocations
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https://github.com/inspektor-gadget/inspektor-gadget/tree/29d60de9f7924607784915533dd5f3cc0052ee1a/gadgets/top_cuda_memory

OBSERVE / BEHIND THE SCENES

How we capture allocation activity

CUDA LIBRARY HOOKS -> BPF MAP ACCOUNTING

01/ UPROBE " 02 / URETPROBE ° 03 / BPF MAPS =
Hook Cuda calls Check the result Account for

activity
cuMemAlloc_v2 Observe function return Track allocations and
cuMemFree v2 Confirm success frees

Capture call arguments Capture allocation result Keep per-process totals

GADGET: signal + context

[
wr E Host CPU uprobes on CUDA userspace libraries — not eBPF inside the 8

KubaCon  CloudMNativeCon
Mo Americs 2026 G PU .



OBSERVE / EXPORT

How we export the telemetry to Prometheus

2 . = e

01/READ 02 / ENRICH 03/ ACCUMULATE 04 /| EXPOSE
BPF Map Workload A counter A metric
Iterator labels
GADGET MAPITER Process -> otel-metrics Prometheus
Periodic BPF map celiilluis Counter.Add(delta /metrics
drain Namespace + pod ) Workload-labeled
Data to userspace Selected metric Same attribute set allocation total
keys
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OBSERVE / LIMITATIONS

What allocation accounting cannot tell us

¢ /> Which code requested the memory?

Counters don't show the application call path

® What happened before tracing?

Earlier allocations aren't captured

Is growing memory a leak?
Growth alone can't distinguish leaks from normal allocations

A
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PROFILE

Which application paths requested those bytes?

66.3 GIB

~86% of captured
allocation volume

KV-cache initialization is the
dominant resolved path in this
VLLM capture.

profile cuda / gadget source

£
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GPU Memory Profiles

(76.9 GiB)
1(108) python3.12+0x1070 (67.2 GiB)
jExecutor.initialize_from_config (66.3 GiB)

. |UniProcExecutor.collective_rpc (66.3 GiB)

I@x?fSZabQBdbld (8
IGx?fﬁchSGSScS (8 libpython3.12.s50.1.0+0x22d23a (66.3 GiB)
libpython3.12.s0.1.0+0x1f4c%a (66.3 GiB)

|0x7f82cd56320f (8
|0x?f82cd56661? (8 <interpreter trampoline> (66.3 GiB)

Ox7f82cd257993 (8 WorkerWrapperBase.initialize from_config (66.3 GiB)
Worker.initialize from_config (66.3 GiB)
GPUModelRunner.initialize kv cache (66.3 GiB)
GPUModelRunner.initialize kv_cache tensors (66.3 GiB)
GPUModelRunner. allocate kv cache tensors (66.3 GiB)
libpython3.12.s0.1.0+0x1e8ac9 (66.3 GiB)
libpython3.12.50.1.0+0x20e925 (66.3 GiB)

libtorch python.so+8x4ed4f5 (66.3 GiB)

lox7f82cd2479ee (8
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https://github.com/inspektor-gadget/inspektor-gadget/tree/29d60de9f7924607784915533dd5f3cc0052ee1a/gadgets/profile_cuda

PROFILE / DRILL-DOWN

Follow the bytes back to the workload

Observed caller path
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GPU Memory Profiles ®

libpython3.12.s0.1.0+0x22d23a (66.3 GiB)
libpython3.12.s0.1.0+0x1f4c9%9a (66.3 GiB)
<interpreter trampoline> (66.3 GiB)
WorkerWrapperBase.initialize from config (66.3 GiB)
Worker.initialize from config (66.3 GiB)
GPUModelRunner.initialize kv cache (66.3 GiB)

Callers >

GPUModelRunner.initialize kv cache (66.3 GiB)
GPUModelRunner.initialize kv cache tensors (66.3 GiB)
GPUModelRunner. allocate kv cache tensors (66.3 GiB)
libpython3.12.s0.1.0+0x1e8ac9 (66.3 GiB)

VXL _laL_ A aA __ & A.A. AR nAAr frr a fAiny

¢« Callees
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PROFILE / BEHIND THE SCENES

How we capture allocation call paths

CUDA LIBRARY HOOKS -> STACK CAPTURE -> BPF MAPS

01/ UPROBE \ | 02/ URETPROBE

o &
Hook Cuda calls Check the result
cuMemAlloc_v2 Check CUDA success
Save requested bytes gadget get user_stack
Match entry to return Keep process context

6 o
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03 / BPF MAPS =

Account for
activity

Stack ID -> bytes
Add allocated bytes
GADGET_MAPITER
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How we get allocation profiles in Pyroscope

N

XF
01/INPUT

Stack
context

Captured stack

Process context

6 o
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PROFILE / RESOLVE AND EXPORT

02 / RESOLVE

Readable
frames

ustack +
symbolizers

Function names
Pod labels

i
03 / SERIALIZE

Profile
samples

otel-profiles

Stack + byte value
OTLP Profiles

04 / DISPLAY

Pyroscope

Configured route
Pod-filtered view
Width = bytes
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PROFILE / LIMITATIONS

Allocation profiles are not live memory

@ Allocate 1 GiB > free it > allocate 1 GiB

¢ Profile: 2 GiB allocated | Live: 1 GiB

A Some calls paths may be incomplete

First runs may be missing symbols

# Allocated bytes do not show GPU activity

Large allocations don't tell how busy the GPU is.
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CORRELATE / RESULTS

Memory held is not the same as GPU activity

GPU Memory Busy Time H GPU Memory Usage

100%

Inference device
76.4 GiB used; reported GPU Memory Activity -> 0%
& ’
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CORRELATE / A WORKLOAD JOIN

Two sources meet at the host PID

GPU STATE
NVML -> bridge -> map
Host PID + GPU memory

WORKLOAD IDENTITY

Kernel task context

Container + pod labels

& 0
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JOIN

Task iterator
looks up
host PID

in the map

GPU_TOP_PER_PID

Workload state

Process memory
Namespace / pod labels
Recorded as gauges

19



COMPLETE PICTURE

Put the three views together

DEMO

6 o
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DEPLOY / PACKAGING / OCI

Package your eBPF program as an OCI image

6 o

KubaCon  CloudMNativeCon
Mo Americs 2026

——— e e e e e o e o

OCl image

eBPF programs

Collect kernel and application events

WASM modules

Optional processing of collected data

Metadata YAML

Describe data fields and parameters

BTF information
Generated by btfgen for portable eBPF loading

Telemetry collection
Observe system activity
Processes
Network

File /O

Goal
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DEPLOY / OVERVIEW

Official Gadgets for GPU Observability
A Q S

01/ ACTIVITY 02 / ORIGINS 03/ DEVICE STATE
top cuda memory profile cuda gpu_top
CUDA uprobes Stacks + NVML bridge

symbolization

Enriched counters Device gauges

Allocation profiles

6 o
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04 / POD STATE

gpu top per pid

Task join
Pod gauges

23


https://github.com/inspektor-gadget/inspektor-gadget/tree/29d60de9f7924607784915533dd5f3cc0052ee1a/gadgets/top_cuda_memory
https://github.com/inspektor-gadget/inspektor-gadget/tree/29d60de9f7924607784915533dd5f3cc0052ee1a/gadgets/profile_cuda
https://github.com/inspektor-gadget/inspektor-gadget/tree/29d60de9f7924607784915533dd5f3cc0052ee1a/gadgets/gpu_top
https://github.com/inspektor-gadget/inspektor-gadget/tree/29d60de9f7924607784915533dd5f3cc0052ee1a/gadgets/gpu_top_per_pid

DEPLOY / ORCHESTRATION

One framework orchestrates gadgets on every node

( \
OCl registry l Kubernetes cluster | Observability stack
|
|
| GPU node 1 I
I |
I |
I Inspektor Gadget pod |
. | Pulls image, runs eBPF, adds K8s GPU wo;kloads ! Prometheus
Gadget images ‘I context poas ! Scrapes metrics
eBPF + WASM + I |
|
metadata ; l»
I |
| GPU node 2 |
: ! .
| roscope
I y P
1 Iqspektor Gadget pod GPU workloads ! Receives profiles
I Pulls image, runs eBPF, adds K8s pods 1
| context 1
I |
I |
\ ---------------------------- ,
£a
< N 2
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DEPLOY / HELM

Deploy with Helm

Step-by-step instructions

https:/linspektor-gadget.io/luse-cases/gpu-observability

DAEMONSET GADGETS

Inspektor Gadget Gadgets included
Runs as a Kubernetes Gadget images are deployed
DaemonSet: one pod on together with the

every node. DaemonSet.

6 o
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CONFIGURED

Prometheus +
Pyroscope

Metrics and profiles export
are set up through the same
chart.
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POSSIBILITIES / FEEDBACK

Reach out to us

AAn
amn
A\ /4

SLACK

Kubernetes
Slack

#inspektor-gadget

Ask questions, share
feedback and talk to the
maintainers.

N
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WEBSITE

Website

inspektor-gadget.io

Docs, gadget catalog and
getting started guides.

GITHUB

GitHub
repository

inspektor-gadget/
inspektor-gadget

github.com/inspektor-
gadget/inspektor-gadget
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GPU Memory Profiles

Current Capabilities

Flame Graph

» ldentify GPU memory allocation hotspots and
their application call paths.

libpython3.12.s0.1.0+0x236bf6 (55.1 GiB)
Toop.cpython-312-x86_64-linux-gnu.so+@xeccef (55.1 GiB)
loop.cpython-312-x86_64-1linux-gnu.so+0xdbedf (55.1 GiB)
loop.cpython-312-x86_64-linux-gnu.so+0x73db4 (55.1 GiB)
Loop. cpython-312-x86_64-linux-gnu.so+0x152646 (55.1 GiB

* Visualize GPU memory allocations with
function-level flame graphs.

loop. cpython-312-x86 64-linux-gnu.so+0x155310 (55.1 GiB)
loop. cpython-312-x86_64-linux-gnu.so+0x139c87 (55.1 GiB
loop. cpython-312-x86_64-linux-gnu.so+0x137e51 (55.1 GiB)
Lloop.cpython-312-x86_64-linux-gnu.so+0x13d96a (55.1 GiB
loop. cpython-312-x86_64-linux-gnu.so+0x139a68 (55.1 GiB
loop.cpython-312-x86_64-1linux-gnu.so+0x5d8ea (55.1 GiB)
_asyncio.cpython-312-x86_64-1linux-gnu.so+0x8aaa (55.1 GiB)
_asyncio.cpython-312-x86 64-linux-gnu.so+0x7e02 (55.1 GiB)
libpython3.12.50.1.0+0x229041 (55.1 GiB)
libpython3.12.50.1.0+0x1f8al2 (55.1 GiB)

<interpreter trampoline> (55.1 GiB)

T —— * Optimize memory allocation and validate
run_server worker (55.1 GiB) . .
improvements by re-profiling.

» Profile workloads without application code
changes or sidecars.

_AsyncGeneratorContextManager. aenter  (55.1 GiB)
libpython3.12.s0.1.0+0x1d6962 (55.1 GiB)
libpython3.12.50.1.0+0x29456b (55.1 GiB)
libpython3.12.50.1.0+0x229041 (55.1 GiB)
libpython3.12.s0.1.0+0x1f8al2 (55.1 GiB)
<interpreter trampoline> (55.1 GiB)

| |build async_engine client (55.1 GiB)
_AsyncGeneratorContextManager. aenter  (55.1 GiB)
Llibpython3.12.50.1.0+0x1d6962 (55.1 GiB)
libpython3.12.s0.1.0+0x29456b (55.1 GiB)
libpython3.12.50.1.0+0x229041 (55.1 GiB)
libpython3.12.50.1.0+0x1f4c9%a (55.1 GiB)
<interpreter trampoline> (55.1 GiB)

build _async_engine client from engine args (55.1 GiB)

To learn more, visit: aka.ms/aks/gpuprofiling
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Contribfest: Zero to Published Gadget - eBPF for Everyone with Inspektor Gadget

Qasim Sarfraz
¥ Software Engineer at Microsoft

Q Michael Friese

Senior Software Engineer at Microsoft

eBPF gives deep, low-overhead visibility into Kubernetes and Linux, but writing, packaging, and sharing eBPF tools is still
out of reach for most contributors. Inspektor Gadget, a CNCF project, changes that: it packages eBPF programs as portable
OClimages called "Gadgets" that anyone can build, share, and run with “kubectl gadget’. Join the maintainers for a hands-
on session that takes you from zero to your own published Gadget. We will walk through the Gadget architecture, set up
your environment together, and help you write eBPF code that traces real kernel activity, enriched with Kubernetes
context. You will build and publish your Gadget so the whole community can use it, then see the payoff: paired with Agent
Skills, your Gadget lets an Al agent run “kubectl gadget” to debug a live cluster. Whether you want to write eBPF, work in
Go, or improve docs, we will have curated issues and mentors to help. No prior eBPF experience needed.
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