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Agentic Workloads

Requests

What do agentic workloads look like?

Long context, multiturn, large MoEs

Tokens per request
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https://llm-d.ai/blog/serving-glm-5-2-agentic-workloads-on-llm-d
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How to read the Pareto chart?
e Y-axis: Cost or throughput per GPU
e X-axis: Interactivity per request

(how fast is an agent?)

Compare different configs on
the same chart
e Points have different

configurations and different
amounts of load

& RedHat



The stack: from hardware to agent
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PyTorch Out of the Box Hardware Support

<3

AMDA1
ROCm

NVIDIA.
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PyTorch Distributed

| Distributed APIs | Natively Supported Backends
Distributed Data-Parallel (DDP) NCCL
Fully Sharded Data-Parallel (FSDP2) RCCL
Tensor Parallel (TP) Gloo
Pipeline Parallel (PP) MPI
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PyTorch Model Acceleration
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Hugging Face Transformers

/LLM

Transformers SG% MI—
LLaMA:

O PyTorch




Transformers

Transformers has become the backbone of open-source Al, giving everyone a standardized
toolkit.

= Fy ®

Standardized Toolkit Ecosystem Backbone Open Innovation

Provides consistent, high-level APIs Seamlessly connects with PyTorch, Empowers global developer

and architecture definitions across vLLM, and enterprise inference collaboration, rapid research

NLP, computer vision, and frameworks for efficient deployment. iteration, and open-weights model
multi-modal models. distribution.

O PyTorch
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Transformers and vLLM

N
[ New Model } [ New Model
J

¢ ¢ [ Transformers

Y,
[ Transformers } { vLLM } V
{ vLLM }
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Inference Platform

vLLM: From Research to Standard

In 3 years, vVLLM has rapidly evolved from a UC Berkeley research project into the leading OSS

Efficient Memory Management for Large Language
Model Serving with PagedAttention
Woosuk Kwon* Zhuohan Li** Siyuan Zhuang' Ying Sheng!? Lianmin Zheng' Cody Hao Yu?

Joseph E. Gonzalez! Hao Zhang* Ion Stoica’
1UC Berkeley 2Stanford University *Independent Researcher *UC San Diego

Abstract
High throughput serving of large language models (LLMs)
requires batching sufficiently many requests at a time. How-
ever, existing systems struggle because the key-value cache
(KV cache) memory for each request is huge and grows
and shrinks d ically. When d inefficiently, this
memory can be signi ly wasted by ion and
redundant duplication, limiting the batch size. To address
this problem, we propose PagedAttention, an attention al-
gorithm inspired by the classical virtual memory and pag-
ing techniques in operating systems. On top of it, we build
vLLM, an LLM serving system that achieves (1) near-zero
waste in KV cache memory and (2) flexible sharing of KV
cache within and across requests to further reduce mem-
ory usage. Our evaluations show that vLLM improves the
throughput of popular LLMs by 2-4x with the same level
of latency compared to the state-of-the-art systems, such
as FasterTransformer and Orca. The improvement is more
pronounced with longer sequences, larger models, and more
complex decoding algorithms. vLLM’s source code is publicly

- Existing systems  —s— VLLM

e

Memory usage (GB)

Kv
Parameters | Cache Frometr e
(26GB, 65%) | (>30%) s
Others =i //,-//
NVIDIAA100 40GB i
£

Batch size (# requests)

Figure 1. Left: Memory layout when serving an LLM with
13B parameters on NVIDIA A100. The parameters (gray)
persist in GPU memory throughout serving. The memory
for the KV cache (red) is (de)allocated per serving request.
A small amount of memory (yellow) is used ephemerally
for activation. Right: vVLLM smooths out the rapid growth
curve of KV cache memory seen in existing systems [31, 60],
leading to a notable boost in serving throughput.

availahle at httns://githuh 11; i

engine

GitHub Stars

I Star History

® vilm—pro ject/viim

2024 2025 2026
Date £} star—history.com
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Long Context

Paged Attention

Paged Attention manages KV cache like virtual memory

e  Previous approaches pre-allocated contiguous
memory

Logical KV Cache

° Resulted in fragmentation . .

Seq 71— [Bo,B5]

o unknown output length. o> YINEIIGIGAN 2= %2,, s
v+ i b ool

o Non-uniform request lengths 77

o  Bad: must allocate max length

PAy;/ca/ A/lemarg (GPY)

7 72 T\

8 810

D sgr Ulswz Ysuz DS W Sus Free



Long Context

Key insight

Efficient management of KV cache is crucial for high-throughput LLM serving

. — Previous systems — PagedAttention
S 40| .
o 1 :
& ! !
KV Cache a ! |
Parameters (12GB, 30%) > o6 i |
(26GB, 65%) £ ; |
= : :
A I I
1
Others 5 _ 3.2/« -- A
c v |
25 |
13B LLM on A100-40GB* o 3 ;
*Common setup in 2023 I'E — 0.8« --

Batch size (# requests)



Long Context

Multi-turn and Forking Agentic Workloads: Prefix caching

Matching prefixes can share the same KV blocks

Logical KV Cache
Seq 1 {/ /P 2 P P, //L
gle'f 2 / P1 /Dz /D; /Dq 31 52 5; 8/0616 ﬁé/e:
- 0,61,62,63
/ 29 7 // §€77 [8 81,8 B]
Seq 3 / P, / 2% ’ Py (2 /C'7 /07 geqz—’ [B0,81,84,85]

Seq 3 [B0,B1,85]

Phycical Memory (GPU)
/,// A/, ’ i / JA/ '
VARG TN 57 55R 7 Vs ) s adauda) Wi 2
Bo 81 B2 B3 B¢ 85 Bé 87 Bs
chared chared

D Shared prefix @ Seq 1 ‘r_ Seq 2 Seq 3 Free



Model Optimizations

Speculating allows more work per forward pass

Speculative decoding speculates tokens that the main model verifies

PREFILL What is speculative decoding? prompt processed in parallel

SPECULATE | prompt | | speculative || decoding s a

Small draft model speculates draft length tokens (D)

prompt | | speculative | [ decoding | [ is ‘ a

VERIFY ECE Sl mi A
target verifies | speculative j"deco'driinig is ‘ a |

ACCEPT prompt speculative | decoding is \ a

Acceptance length (AL) = 6 — 5 accepts, 1 correction

From: https:/developer.nvidia.com/blog/?p=122024

very || cool

| [ technique

very || -eeet \ technique |
v X

very \ useful

very || useful

discarded

Lets the model generate more that
one token per forward pass.

Especially helpful for:
o Low concurrency, high
interactivity servers
o Sparse MoE models

Active area of development
o DFlash, DSpark
o Today, extra layers rather than
separate drafter model

& RedHat


https://developer.nvidia.com/blog/?p=122024

Model Optimizations

Speculative decoding is now table-stakes for agentic serving

Speculative decoding speculates tokens that the main model verifies

Output Throughput vs. Interactivity

Kimi-K3 « math_reasoning ¢ 8 draft tokens ¢ labels show achieved request rate

e Greatly increases maximum

Kimi-43 (L) interactivity

o,u.‘r.?/:mqls @» Kimi-K3 (VLLM, DSpark speculator)
o e Shifts entire Pareto curve to the right
é‘ 1.0k \qr:q/
\ e [arge MoEsrun at small batch sizes
\ except at far left side of Pareto
g 28 Nmm

Interactivity (tok/s/user)

& RedHat

From: https:/vlim.ai/blog/2026-09-15-kimi-k3-dspark



https://vllm.ai/blog/2026-09-15-kimi-k3-dspark

VLLM Recipes

Problem: There is a lot to configure!

Use VLLM recipes to make deployment easy

Quantization
Parallelization
Speculative Decoding
Backend selection
KV Connectors
o KV offloading
o P/D Disaggregation
o HiSparse

Solution: recipes.vllim.ai

HARDWARE

VARIANT

STRATEGY

KV OFFLOAD

NODES

FRONTEND

FEATURES

ADVANCED

H100 806/6PU ® H200 1416/6PU B200 18066/6PU GB200 NVL4 1926/GPU * B300 2686/6PU \ GB300 NVL4 288G/GPU |

1926/6PU 2566/6PY 2886/6PY 2886/GPU

( nvFP& 353 6B | FP8 604 GB BF16 1204 GB

ModelOpt NVFP4 on the routed experts; all other weights BF16. W4A4 on Blackwell; W4A16 through Marlin on Hopper. Recommended on Blackwell and H100.

@ reflection/Bean-1.0-5018-A23B-NVFP4 &

| Tensor Parallel + | Tensor + Expert Parallel Data + Expert Parallel

Single-node tensor parallel. Splits the model across all local GPUs. TP size is set to the GPU count at deploy time. The simplest multi-GPU strategy — works for all model architectures

Latency oriented

\' off | simple Mooncake LMCache

[ single-node |

4 Rust Python ‘\

The experimental Rust frontend can improve throughput and latency, especially under high concurrency. Switch to Python if you encounter unsupported features or compatibility issues.
[ ® Reasoning || # Tool Calling DFlash2



‘ Day-0 Models and Hardware

vLLM brings you new models, ready on day O

/LLM N @) K

Reflection Beam
Support when new

weights launch. & @

DeepSeek-V4.1

recipes.vlim.ai Flash Qwen3.8

Pick your model and GPUs.

Copy the launch command. <X 7 d’[ﬂﬂﬂ q<{ @

Nemotron 3.5 GLM-5.2 MiniMax M3 Gemma 4 gpt-oss ‘



Day-0 Models and Hardware

Day-0 Support for Vera Rubin

The vLLM community works with hardware to prepare early

e The vLLM community prepared early for
Rubin
o Joint: NVIDIA, Red Hat, Inferact

e Preview image available now:
0 vllm/vllm-openai:cu134-nightly

e Much easier than Hopper -> Blackwell
o Flashinfer: NVIDIA's investment
means there are already open and
optimized kernels available
o  Smaller architectural differences
made it easier this time

From: https:/vlim.ai/blog/2026-10-09-vera-rubin-preview

“ﬂlﬁﬂ MiniMax M3 428B Agentic Token Throughput per Chip vs. P90 Interactivity
Updated: 2026-10-08  Source: SemiAnalysis InferenceX™

Token Throughput per Chip (tok/s/chip)

160k 5

140k o

120k —

100k —

80k o

60k -

40k o

20k —

@ Vera Rubin NVL72 (Dynamo vLLM)
InferenceX Official Preview: Results may change as validation and publication continue.

I
o

Vera Rubin NVL72 (Dynamo vLLM)

Y
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T T T T T T T T T 1
50 100 150 200 250 300 350 400 450 500 550

P90 Interactivity (tok/s/user)


https://vllm.ai/blog/2026-10-09-vera-rubin-preview

Inference Platform

I Um-d

Kubernetes

GET /completions

Inference Pool

Variant A (e.g. Prefill)

.................

<
=
<

Nodes
((2 NVIDIA.

\/

Inference Gateway
(e.g. Envoy)

Route to
selected pods

‘: Shared Prefix Caching |
1
> eg.NIXL,DCN —!

Independent Prefix Caching
e.g. LMCache, Host Memory

Google  AMDRU

.................

Select InferencePool
from model name

(OAI spec) S
Routing
Inference
Select optimal model Scheduler
replica based on state
4

’
s
.
-
-

T Load, KV
Cache Report

VLI M i
VLI M i
sl g Variant
""" ‘I"""" " Undate | Autoscaler
replicas
intel.

Operationalizability
Flexibility

Performance

‘ Red Hat
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lIm-d

“Well-lit" Paths

llIm-d provides “well-lit"” paths for running LLM inference workloads

Intelligent Inference Scheduling
KV Cache Management

P/D Disaggregation

Wide Expert Parallelism

Request Prioritization

& RedHat



lIm-d

Intelligent Inference Scheduling

vLLM-aware load-balancing enables smarter request routing that improve SLOs

Prefix-Aware Routing

GET completions

Prompt
@' envoy EPP
Pod A
Maintain prefix
“Pod A has hit”
/LLM /LLM /LLM
KV Events
Pod A Pod B Pod C

Dramatically increase prefix-cache hit rate

Load-Aware Routing

GET completions

Prompt
@' envoy EPP
Pod A
Scrape metrics.
“A has low load”
/LLM /LLM /LLM .
/metrics
Pod A Pod B Pod C

Load-balancing based on actual replica state

& RedHat



llm-d

KV Offloading

Reuse more prompts in KV cache to avoid recomputation

vLLM

e VvLLM natively supports KV offloading V1 Connector APT
via the KV Connector API T
e Tiered offloading - KV cache hierarchy Cochedrter | | worker | | metrics |
o  CPUmemory ' - '
o Local NVMe 0ffloading API
o  Remote storage cPU Storage
. . Manager i Worker i i Manager i i Worker i
e Filesystem and object storage |
i LRU i iTransferi iLookup i |iThread—Pooli
. L |6Pu-cpu | ' o |
e Offloading allows larger prompt caches B |[Trenster || |
. . | |ePu-cpu |
but not higher batch size | ] |
' ||Posix APT || |
o Doesn't help decode throughput |— |
|

From https:/llim-d.ai/docs/O.7/architecture/advanced/kv-management/kv-offloader



https://llm-d.ai/docs/0.7/architecture/advanced/kv-management/kv-offloader

llm-d

P/D Disaggregation

P/D disaggregation is a key optimization for demanding inference workloads

Disaggregated Serving

GET completions

Prompt

(Q,@ envoy EPP
Pod A+B

2 Long prompt.

"“Use Disagg"

Sidecar \

/LLM KV Xfer (NIXL) /LLM

Decode Pod A Prefill Pod B

Specialization of pods for prefill and decode phase

Heterogenous Transfer Protocols

API NIXL
Networking UCX
NVLink ICI EFA
Transport
Infiniband RoCE TCP

Support variety of transports via UCX

‘ Red Hat



llm-d

P/D Disaggregation

P/D disaggregation drives significant performance improvements for long context workloads

Pareto Chart - gpt-oss 4000 ISL | 400 OSL
case Key Insights

Disagg

2000} Aggregated e Important for long context

1750

2250F

e Disaggregation unlocks specialization
: for phases of inference
0 I
/ *+30% gain! o Decode scales better with
parallelism than Prefill
o Decode needs more KV Cache
750} Space

-
%4
o
o

Tok/Sec/GPU
=
N
w
=

1000 |

5001

X e Need to tune xPyD ratios for workload
40 60 80 100 120 140 160 180
Tok/Sec/User

& RedHat



Wide EP

Wide Expert Parallelism

llm-d’s K8s-native design composes the EP implementation with the rest of the llm-d system

GET completions

Prompt

*Composes with
(.LQ envoy P EPP other scorers*
od D
Expert-Parallel MLP
/LLM /LLM /LLM /LLM /LLM /LLM /LLM /LLM
Pod A Pod B Pod C Pod D Pod E PodF Pod G Pod H
(DP-0) (DP-1) (DP-2) (DP-3) (DP-4) (DP-5) (DP-6) (DP-7)
LeaderWorkerSet

‘ Red Hat



Wide EP

Large-Scale Serving: Model weights now reach terabytes

GB300 NVL72 rack: ~20 TB —
1 I I
LLaMA 65B Feb 2023 B 3 s Frie)
] I
Mistral 7B Sep 2023 | 145 G (8F16)
I

Mixtral 8x7B Dec 2023 93.4 GB (BF16)

1
471 GB (BF16)

DeepSeek-V2 May 2024

Llama 3.1 405B Jul 2024 812 GB (BF16)

DeepSeek-V3 Dec 2024 689 GB (FP8)

Kimi K2 Jul 2025

1.03 TB (FP8)

DeepSeek-V4-Pro Apr2026 865 GB (FP4 + FP8)

Kimi K3 Jul 2026

1.56 TB (MXFP4)

Qwen3.8 Aug 2026 2.50 TB (FP8)

1x A100 8x H100 8x B200 8x B300
80 GB 640 GB 1.44TB 2.30 TB

Released weights still outgrow a node, even at low precision.

Released checkpoint sizes. Qwen3.8 uses its official FP8 release. Includes scales. Excludes KV cache and runtime memory. !!



Wide expert parallelism: attention data-parallel, experts spread across ranks

Rank 1 Rank 2 Rank 3 Rank 4
N
Attention Attention Attention Attention
g e : S
Expert 1 Expert 3 Expert5 Expert 7
Expert 2 Expert 4 Expert 6 Expert 8
Attention Attention Attention Attention
Experl1 : Expen3 Expert5 i Expe”
 Expen2 Export4 Expert 6 _ Expentd
5 d
dispatch return
Rank 1 Rank 4 Rank 1
—_— —_—

attention + router selected expert combine + continue



Wide EP supports thousands of concurrent requests

DeepSeek-R1, H200: 256 requests/rank x 96 ranks = 24,576 requests

Reached 2.2k decode tokens/s per H200 GPU Reached 10K decode tokens/s per GB200 GPU

Decode Throughput
2000 ISL, 2000 OSL (avg), 256 Concurrent Requests / EP Rank
2,500

Prefill and Decode Throughput Comparison between H200 and GB200
2000 ISL, 2000 OSL

B H200 [ GB200
2,000 30000
1,500
20000
1,000

Output Tok/Sec/GPU

500 10000

Toks/s/GPU (TPGS)

0 2200

72

Expert Parallel Size Prefill throughput Decode throughput



lIm-d

Request Prioritization

llm-d enables multiplexing of different request classes onto the same model deployment

Retry requests
as needed
Realtime Queue <~ BatchJob
Client

CRITICAL SHEDDABLE

If detect
@ Prompt, Priority e satura?‘isrf, kill
&) envoy Sod A SHEDDABLE
/ o requests
/LLM /LLM /LLM
Pod A Pod B PodC

‘ Red Hat



Thank youl!
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Backup Slides

O PyTorch

CONFERENCE

—NORTH AMERICA 2026—




B The goal:

Inter token latency

P99 ITL on a
standard deployment

P99 ITL on a disaggregated
deployment

15:30 15:35 15:40 15:45 15:50 15:55 16:00 16:05 16:10 16:15 16:20 16:25
Name Mean v

mistral-medium-2508-ask-vlim-Ib - P99 880 ms
» mistral-medium-2508-disagg-vlim - P99 110 ms
mistral-medium-2508-ask-vlim-Ib - P90 56.0 ms
mistral-medium-2508-disagg-vlim - P90 27.0 ms
mistral-medium-2508-ask-vlim-Ib - P50 4.26 ms
mistral-medium-2508-disagg-vlim - P50 3.76 ms

35 LLM

1% Mistral Al 48 RedHat



Model Optimizations

vLLM's lIm-compressor quantizes models

Quantization uses lower precision weights to shrink footprint and compute faster

eElel Accurate Model Faster and Cheaper .
Compression Deployments [ ) vllm—p r0]ect/11m—comp ressor
L QY | LLM Compressor Compressed Tensors vLLM

HF Model Hub,

Your W ode1, | I e Library for compressing models via

NM Pre-Compressed L 5 Ly Ly "LLM quantization
Compression Compressed Model Performant
Framework Checkpoint Inference .
Dataset e Red Hat releases many quantized
4 4 checkpoints
' B Algorithms Application
our Datase Akl HTTP, N M
ot . it ‘ Python e Different hardware need different
data types
@ noural Magic supported . .
P N Neural Magic o CPU-int8 and uint8

o  NVIDIA Blackwell - NVFP4
o Hopper-FP8
& RedHat

From: https::/github.com/vlim-project/llm-compressor


http://github.com/vllm-project/llm-compressor

Model Optimizations

vLLM's Speculators trains speculator models

Speculative decoding speculates tokens that the main model verifies

Use Case Selection

Model

S —T—aD>

HF Model Hub,
Fine-Tuned,
Compressed

|

HF Datasets,
Custom Datasets

From: https:/qithub.com/vlim-project/speculators

&2
*a

L
e

Speculative Decoding
Creation & Fine-Tuning

)

EAGLE 1,
EAGLE 2,
HASS, ...

Model Deployment

Hugging Face
g Compatible
& Format
depluy

/LLM

Performant Inference,
1.5-3X Faster Latency

@ VLM Project
(" user input

o O

o

vllm-project/speculators
Library for training speculator models

Many speculators-trained models

available
RedHatAI/GLM-5.3-speculator.dspark
RedHatAI/Kimi-K3-speculator.dspark

Inferact/Muse-Spark-Open-DSpark

‘ Red Hat


http://github.com/vllm-project/speculators

Model Optimizations

vLLM Optimizes for Throughput and Latency

vLLM aims for the speed of light

( )

Engine Core

Scheduler J

Reaching the speed of light requires (
optimizing the entire engine (4 cache Manager |
(

Executor ]

Eliminate CPU overhead

Optimize the model execution W’:r/
[ Model J
( Sampler J

Quantization
Speculative decoding




vLLM Core and Model Optimizations

CPU

GPU

Schedule
step N + 1

Synchronous Scheduling

|

Prepare
step N +1

Execute step N + 1

A

Schedule
[ step N + 2

|

Prepare
step N + 2

Scheduling & input preparation happens on the critical path, making GPU idle

Execute step N + 2

Timeline




vLLM Core and Model Optimizations

CPU

GPU

Core Optimization: Asynchronous Scheduling

vLLM overlaps the host overheads with model execution

Schedule
step N +1

\

Prepare
step N +1

Schedule
step N + 2

Schedule
step N + 3

\

Prepare
step N + 2

\

Prepare
step N + 3

Execute step N

Execute step N + 1

Execute step N + 2

Timeline

Core idea: "schedule & prepare the next batch one step ahead”

vLLM ensures zero synchronization,

@)

The GPU is never stalled by the CPU in any case




vLLM Core and Model Optimizations

Model Optimization: Asynchronous Scheduling

Fusion avoids kernel startup overheads and allows overlapping of different costs

Example: DeepSeek V3.2

Indexer W QKV A Proj
\ orRMs | [ kvcrms | [ KVRoPE LayerNorm

| Indexer Q Proj \ Q B Proj | KV Quant FP8 |
Indexer Q ROPE W_UK_T Q RoPE MLA Cache Quantize FP8
Indexer Q FP8
Y. Y
Indexer W scale Q Quantize FP8 IndexeriCache

Y,
Indexer MQA

Logits Top K

Top K Page Indices|

W_UV

Quantize FP4

O Proj ‘



vLLM Core and Model Optimizations

Model Optimization: Asynchronous Scheduling

Fusion avoids kernel startup overheads and allows overlapping of different costs

Indexer W

AR + Add + RMS Fused Kernel 1
QKV A Proj Indexer [
\
KV RoPE ‘ [ LayerNorm ‘

A,,/fl v
- 5 p QRMS KV C RMS
Fused Kernel3—__ %YNL\ ]

~J__Indexer Q P?c”jﬂw Q B Proj \ KV Quant FP8

\\ >
[ Indexer @ RoPEJ. [ W_UKT | /}f QRoPE_[)[ MLACache | Quantize FP8

v

[ IndexeraFpg | [ Cat |
Q Quantize FP8

Indexer W scale
j\'/

Indexer MQA

Logits Top K

Quantize FP4

Fused Kernel 4

Indexer Cache

Example: DeepSeek V3.2

| AR + Add + RMS |

v

‘ Fused Linear 1 ‘

v

[ Q RMS+ KV RMS + RoPE + Quant + Index K LayerNorm |

v

I Fused Linear 2 |

v

[ Q ROPE + Index Q RoPE + Quant |

v

l Indexer MQA (DeepGeMM) ‘

‘ Top K Selection + Gather Page Indices ‘

v

| Sparse MLA (Flashinfer) |

| W_UV |

v

| FP4 Quantize |

‘ O Proj I




Model Optimizations

Frontier fusion: Mega-Kernels

Implement the entire forward pass in one kernel
TP16, no spec decoding, ISL 1, greedy

1,400
1.89x% 1.90x 1.79x% 1.78x

Il Ours
1,200
mm Stock VLLM —

e Mega-kernels take the
idea of fusion to the
extreme 1,000

e Huge interactivity wins 800

691
for Kimi K3 decode co0 -
433
400 >°
255 227
Bl B2 B4 B8

Decode tok/s

0

From: https:/aithub.com/vlim-project/viim/pull/61867 (Ben Chislett at NVIDIA)


https://github.com/vllm-project/vllm/pull/61867

Large-Scale Serving

Model weights now reach terabytes

GB300 NVL72 rack: ~20 TB —
1 I I
LLaMA 65B Feb 2023 B 3 s Frie)
] I
Mistral 7B Sep 2023 | 145 G (8F16)
I

Mixtral 8x7B Dec 2023 93.4 GB (BF16)

1
471 GB (BF16)

DeepSeek-V2 May 2024

Llama 3.1 405B Jul 2024 812 GB (BF16)

DeepSeek-V3 Dec 2024 689 GB (FP8)

Kimi K2 Jul 2025

1.03 TB (FP8)

DeepSeek-V4-Pro Apr2026 865 GB (FP4 + FP8)

Kimi K3 Jul 2026

1.56 TB (MXFP4)

Qwen3.8 Aug 2026 2.50 TB (FP8)

1x A100 8x H100 8x B200 8x B300
80 GB 640 GB 1.44TB 2.30 TB

Released weights still outgrow a node, even at low precision.

Released checkpoint sizes. Qwen3.8 uses its official FP8 release. Includes scales. Excludes KV cache and runtime memory. !!



Serving many users can need more KV memory than the model weights

Llama 3.1 70B, BF16, 80 layers with 8 KV heads + head size 128 — 320 KiB of KV cache per token

1

model weights . 140 GB
1
1

one user, 100K tokens =33 GB

I

5 users x 100K tokens

50 users x 100K tokens

Efficient decode means batching many users, so the live state outgrows the model itself.

~



Long Context

KV cache size and attention are heterogeneous

Growing KV payload across all layers, one cache copy. BF16 except DeepSeek-V4's packed FP8.
640-2,304 KiB omitted

2,560 KiB
Lanese o (N /N

DeepSeek-V3 Dec 2024 @ sz «is mLa)
Kimi K2 Jul 2025 B s «is i
DeepSeek-V4-Pro Apr2026 I 5.38 KiB (compressed KV + 128-token window + index)*
Kimi K3 Jul 2026 . 27 KiB (24 MLA + 69 KDA linear layers)*
Qwen3.8 Aug 2026 - 92 KiB (23 GQA + 69 Gated DeltaNet linear layers)*
Muse Spark Open Oct 2026 - 64 KiB (GQA: 16 full + 46 sliding, 2K window)*
Reflection Beam Oct 2026 . 36 KiB (GQA: 9 full + 43 sliding, 512-token window)*
r T T T T ) // r )
0 128 256 384 512 640 2,304 2,560

KiB per token

MLA and hybrid attention keep token state small as model weights grow.

KDA: Kimi Delta Attention. *Window, linear-attention, and compressor state is extra. Padding and replication excluded.



Long Context

Hybrid HiSparse

Sparse attention lets us maximize the KV cache space

Three ways to avoid a full pool when two request contexts are growing

Request A pages Request B pages Hot row =1 token Host copy (CPU) Released — free slot

Models like DeepSeekV3.2
and GLM 5.2 have sparse
attention layers with indexers

Preempt Conventional offload Hybrid sparse offload
The newest request is preempted: B is still paused, but its KV is copied to Each request releases its coldest pages.

B's slots are freed and its KV is gone host first — nothing to recompute later. Host-valid pages release without another copy.

ldea: Keep KV cache in CPU
memory, stream tokens
Selected by the |ndexer Scz«i:(irsx‘ahseteqduigemzzgereT‘r)STIil;l:reom

release A B

re-lease 1 +1 A

Same slots: freed in place, re-leased in place
B resumes without re-prefill — but dense as new tails and hot pages — no shuffling.
attention needs full residency, so B waits
until all of its pages fit on GPU again. A B
A runs alone: concurrency is unchanged.

Both keep decoding; spilled tokens stream
back through the hot pages on top-K hits.



https://vllm.ai/blog/2026-09-08-glm53-part1-hybrid-sparse-offloading

Long Context

Hybrid HiSparse

Sparse attention lets us maximize the KV cache space

GLM-5.3 - OpenHands - TP8 - 8x H200

22000 ~@— HiSparse 384 GIB + offloading 128 GIB - MTP3 Offioading 512 GIB - MTP3.

HiSparse 384 GIB + offioading 128 GIB - noMTP = Offfoading 512 GIB - no MTP

e HiSparse keeps most of the KV
cache in CPU memory.

e Increase the number of tokens a
server can fitin KV cache

t
)
@
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2
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2
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]
£
g
3
8
®
2
g

e ForGLM5.2, HiSparse plus DCP -
allows 1M context even on H100s Itractty: Toonaleusr
(at EP32)

e Downside: Thisis a
model-specific optimization



https://vllm.ai/blog/2026-09-08-glm53-part1-hybrid-sparse-offloading

PD Disaggregation

e Use separate Prefill and Decode replicas to process a request

GET /completions

Proxy

vLLM vLLM

D instance P instance



PD Disaggregation

e Use separate Prefill and Decode replicas to process a request

GET /completions
Proxy
KVTransferParams(
do_remote_decode:true)
vLLM vLLM

D instance P instance



PD Disaggregation

e Use separate Prefill and Decode replicas to process a request

GET /completions

Proxy

KVTransferParams(
do_remote_decode:true)

KVTransferParams(
remote_engine_id: XYZ
remote_block_ids: [a,b,...]
do_remote_prefill: true)

VLLM vLLM

D instance P instance



PD Disaggregation

e Use separate Prefill and Decode replicas to process a request

GET /completions

Proxy

KVTransferParams(
do_remote_decode:true)

KVTransferParams(
remote_engine_id: XYZ
remote_block_ids: [a,b,...]
do_remote_prefill: true)

READ
VLLM vLLM

NIXL

UCX

D instance P instance

RoCE Infiniband TCP



Long Context

Key insight

Efficient management of KV cache is crucial for high-throughput LLM serving

— Previous systems — PagedAttention

KV Cache

Parameters (12GB, 30%)
(26GB, 65%)

Memory usage (GB)

size Batch size (# requests)

Others

13B LLM on A100-40GB*

*Common setup in 2023
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