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AUTOMATED ANALYSIS From a live agentic serving run to performance analysis and optimization recommendations
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1 Challenges of Analyzing Inference Workloads

Challenge TraceLens solution (section)

~ Agentic traffic has no fixed pattern 3 Profiling agentic workloads

{ } Custom kernels record no shapes 4 Kernel shape profiler

? Graph replay hides CPU launch context 5 Graph-capture merge

GB Huge traces, hard to scope profiling 6 Trace splitting

≠ Every step mixes prefill and decode 7 Step annotations → perf model

∑ Too much evidence to analyze by hand 8 TraceLens Agent

2 What is TraceLens?

Open-source library that turns PyTorch, JAX and rocprofv3 traces into actionable reports.

PyTorch

JAX

rocprofv3

Trace2Tree

Python op / module

CPU dispatch

GPU kernel

Hierarchical breakdown

Roofline

Multi-GPU communication

TraceDiff

Event replay

Toy example: unified perf report, one row per op × input shape

name category Input Dims time (ms) TFLOP/s TB/s bound
% of 

roofline
% of time

gemm_a16w16 GEMM (128,4096) × (12288,4096) 493 387 3.1 memory 43 24

paged_attention SDPA Q (128,32,128), KV 2048 157 41 4.0 memory 61 8

3 Profiling agentic workloads

Agentic replay
Recorded coding-agent sessions

Profiling skill
Window selection, Annotations, 

capture, shapes

Trace check
Quality gate before analysis

Unique aspects of agentic workloads, vs. fixed-length runs

Fixed-length benchmark: periodic prefill (red)

Agentic traffic: irregular prefill

Continuous batching and the sequence of steps depend on 

the runtime.

A representative window must be selected based on the 

trace rather than fixed in advance.

Upstreamed into serving frameworks

▸Annotations + graph-capture profiling: vLLM v0.26+, SGLang v0.5.18+, ATOM

4 Kernel shape profiler

Custom kernels bypass the dispatcher and show no shapes; the profiler hooks the Python runtime instead.

1 Auto-load

Runs in every worker

2 Import hook

Shim launchers on load

3 Profiler start

Wrap as torch ops

4 Profiler stop

Restore originals

Before _gemm_a8w8_blockscale_k ? shapes ? dtype no roofline

After sglang_profiler::gemm_a8w8 [1025,7168] [7168,2112] fp8

Available for SGLang today; expanding to other frameworks.

5 Graph-capture merge

Capture trace (startup) no timing

MLP.forward

aten::mm

[32,4096]×[4096,8192]

silu_and_mul

hipLaunchKernel hipLaunchKernel

Replay trace (serving) no ops, no shapes

CPU hipGraphLaunch

GPU gemm_k gemm_k gemm_k

41 µs

time

TraceLens merge

Merged: every kernel gets its op, module, shapes and timing

MLP.forward

aten::mm

[32,4096]×[4096,8192]

silu_and_mul

gemm_k  41 µs

act_k  6 µs

1
Index captures by

model role + bs
2

Match step to

nearest bs ≥ it
3

Align kernels

per stream
4

Graft ops,

shapes, stacks

Expected output: graph-merge check

{"graph_launches": 902, "connected": 902,

 "unconnected": 0,

 "connected_by_root": {"draft": 451,

                       "step[VERIFY bs=N]": 451}}

902 / 902
Graph launches joined to their captures (SGLang MTP spec decoding: 

draft + verify)

6 Trace splitting: a focused window

Multi-GB trace in, small representative traces out, with or without annotations.

Root detection
Repeating step

Phase analysis
Prefill vs decode per step

Window identification
Steady · prefill · decode

Beyond LLM 

serving
Training Diffusion models World models

Detection cascade

User annotations

CPU call-tree traversal

Repeating root analysis

Tried in order; first match wins

Repeating roots tile the trace

One root = one engine step

selected steady-state window

batch

size

ramp-up steady state ramp-down

■ decode-only     ■ prefill-decode     ■ warm-up / drain

steady_state prefill_only decode_only split_manifest.json

7 Step annotations → analytical perf model

Attention roofline needs per-request query and KV lengths, which kernel traces do not record.

Native
vLLM:   execute_context_1(512)_generation_62(62)

SGLang: step[DECODE bs=64]

tokens ✓

context ✗

Detailed
vLLM:   execute_63_context_1(sq512 sk2048 …)_generation_62(sq62 sk128246 …)

SGLang: step[DECODE bs=64 g_sq=64 g_sk=131072 g_sqsq=… g_sqsk=…]

tokens ✓

context ✓

FLOPs = H_Q·d·[ 2·Σ_C(N_Q·N_KV) − Σ_C N_Q² + 2·Σ_G(N_Q·N_KV) ]

Bytes = Σ (N_Q·H_Q + N_KV·H_KV)·d·bytes       d = d_qk + d_v

Lightweight phase analysis from annotations alone: find regions of interest and narrow the scope

Phase per step

34 35 36 37 38 39 40 41 42 43

44 45 46 47 48 49 50 51 52 53

■ decode-only     ■ prefill-decode

Step time vs context length

step

time

ΣN_KV per step →

8 TraceLens Agent

TraceLens

Perf Report
+ tree and category 

data

Orchestrator

category-focused parallel sub-agents on TraceLens data

CPU / idle Collectives Fusion

GEMM SDPA MoE

Norm Elementwise Triton

…

analysis.md

1 Workload explanation

2 GPU timeline breakdown

3 Compute kernels, by impact P1 P2 P3

4 System-level, by impact P1 P2 P3

5 Kernel fusion opportunities P1 P2 P3

Available in AMD Skills

▸ tracelens-analysis-orchestrator at github.com/amd/skills; runs in Cursor, Claude Code, and Codex.

9 More features

TraceDiff: compare two runs

■ vLLM v0.29     ■ vLLM v0.30     ■ GPU ms per step, illustrative

-3%

GEMM

-20%

attention

-3%

MoE

+2%

comm

Op-tree diff: rmsnorm + add → fused_add_rmsnorm

Model visualizer (preview)

HF config + modeling code, CPU only

config.json

modeling_*.py

AST analysis
+ meta shapes

Embed

DeltaNet + MLP ×3

Attention + MLP ×1

↻ repeated × N

LM head

Symbolic shapes on every edge; layers folded

10 Get started

pip install git+https://

github.com/AMD-AGI/TraceLens.git

Scan for the repo, the agent skill and the blog.

Repo Agent skill Blog

11 TraceLens powers Hyperloom

ROCm Hyperloom autonomously optimizes inference on AMD Instinct GPUs; TraceLens is its analysis engine.

Profile Analyze Optimize Validate

TraceLens

learn and repeat
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