
AGNTCon + MCPCon NA 2026

Breaking the Agentic Loop
- Multi-turn exploits against tool-using AI agents.

Bar Kaduri
Head of Research, Capsule Security

01



Before we start

Read a document. ✓    A L LOW

Open a credential. ✓    A L LOW

Send one request. ✓    A L LOW

Each one is benign on its own.

The combination just leaked your credentials.
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Single prompt vs the sequence

The single prompt is refused. The sequence gets
through.

Source · Crescendo, Russinovich et al., Microsoft, 2024.
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The agentic loop

You write this loop. Every arrow is attack surface.

Agent

01

Plan

02

Act

03

Observe

04

Update
state
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What changed

Every step is allowed. The sequence is the attack.
Read a document GUARDRAIL  ·  ALLOW

Open a credential GUARDRAIL  ·  ALLOW

Send one request GUARDRAIL  ·  ALLOW

The combination just leaked your credentials. BREACH

T H I N K  O F  I T  L I K E  T H I S

A shopper buys fertilizer at one store, a fuel additive at another, a timer at a third. Each clerk sees only an ordinary purchase. The danger
is that one buyer left with all three. Where it stops: a clerk who saw the whole basket would still catch it.
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How agents get attacked now · 2026

Four patterns, one loop.
PAT T E R N R I D E S  O N R E A L  CAS E

Single-shot multi-step injected data, no live feedback CurseChain · Capsule, a fetched page that persists via memory DEMONSTRATED

Conversational steering the agent's own replies Chevy "$1 car" bot · 2023, a user trick IN THE WILD

Tool-chaining tool outputs, cumulative state STAC · benign tool chains, run as our demo DEMONSTRATED

Environment injection tool metadata, API returns GitHub MCP · toxic-flow exfil (Invariant Labs) DEMONSTRATED
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What we attacked with

Three attackers, one agent.

garak · AgentBreaker
Nemotron → Sonnet 4.5
AT TAC K E R  →  AG E N T

Single-turn. One pretext per tool.

AgentLab
Nemotron → Sonnet 4.5
AT TAC K E R  →  AG E N T

Multi-turn. Steers the agent across turns.

STAC
Sonnet 4.5 → Sonnet 4.5
AT TAC K E R  →  AG E N T

Builds and drives tool-chains. 483 cases.
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The method

We see everything. We change one message.

Attacker
full view of the agent

Agent
instructions · tools · memory

every verdict visible

one message

result + verdict

it adapts each turn: vague → pretext → exact
the secret leaves
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Live demo · Tool-chaining

A routine triage, turned into theft.

11



Tool-chaining · the chain

The whole chain, end to end.
Interaction tree · chained tool-call exploit

Incident INC-5001 · benign on-call task

fetch_url · incident ticket

discover_tools · diagnostics MCP

collect_diagnostics · bundle carries config + secrets

read_secret · ci/github/deploy-token

http_post · external incident collector

COMPROMISE · deploy-token exfiltrated

routine / individually-reasonable step the attacker's move compromise · the sequence is the attack

12



Live demo · Multi-turn steering

One clean turn, then the attacker takes the wheel.
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CurseChain

The README looks clean. The hidden comments run the agent.
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CurseChain · the exfil

Seconds later, the SSH key lands on the attacker's webhook.
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CurseChain · the memory

A new project, and the exfil code comes back on its own.
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How they exploited the agent

How the attacker broke the agent.
Benign tool-chaining 88%

Pretexting 83%

Trusted egress 31%

Fabricated authority 22%

Exfil as an upload 21%

Internal recon 11%

P E R S I ST E N C E

100%
Every refusal, it reframed and tried again.

Source · 453 attacker strategies across 112 AgentLab episodes · overnight campaign, 2026-10-18.
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Where you catch a chain

I N T E N T  I S  T H E  N E W  P E R I M E T E R

One place sees the whole sequence.

Agent

01

Plan

02

Act

03

Observe

04

Update
state

Tool Use hook

Shell hookMCP hook

Prompt hook

seccomp for agents. 18



Attacker and defender

Two Nemotrons. Opposite jobs.
AT TAC K E R  ·  AG E N T B R E A K E R

66%
exploit success rate

D E F E N D E R  ·  CA P S U L E

96.9%
detection accuracy
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Live demo · Nemotron vs Nemotron

AgentBreaker vs Capsule, live.
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The open standard

Agent Control Standard: write the control once, run it
on every agent.

agentcontrolstandard.org
The open standard. An OWASP GenAI project.

github.com/GenAI-Security-
Project/agent-control-standard
The spec. 19 hooks, 5 verdicts.

hooks.security
The registry of controls, per platform.

Looking for contributors. Help standardize the pre-action hook across every agent.
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Capsule Security Breaking the Agentic Loop·

You write the loop.
Watch it from inside.
Single prompts are yesterday's problem. The attack is a sequence of reasonable steps. The defense is in the same
loop, on the hook.

L I N K E D I N

linkedin.com/in/bar-kaduri

@
E M A I L

bar@capsule.security

ACS

T H E  S TA N D A R D

github.com/GenAI-Security-Project/agent-
control-standard

capsule.security 22


