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Fabric Warehouse
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Fabric Warehouse Performance



What You can influence

• Architecting the warehouse to gain the best of it! 

• Choose a Design Scenario: 
• Traditional Warehouse

• Virtual Warehouses

• WHS Medalion Architecture 

• Adjust the design for scale:
• The loading process and tools

• The workload and querying 

• Optimizing the costs
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DEMO
Migrate and load an existing Azure SQL warehouse in Fabric Warehouse

















Pipelines opt

Design approaches for scalability 
and ingestion performance with a 

main goal: Achieve parallel load!

Source Physical Partitions

Dynamic range:

Logical partition 
design:



Pipelines opt

Adjusting Resources at the 

source and Capacity at 

Target WH, and the cost to 

support the design

AZURE SQL 

Service Tier: General Purpose

• Compute Tier: Serverless

• Standard-series (Gen5)

• Max vCores: 80

• Min vCores 20

• Record Count: 1,500,000,000

• Region: East US 2

Trial capacity (F64) in Microsoft Fabric (West US 2).

Copy activity performance with SQL databases - Microsoft Fabric | Microsoft Learn

https://learn.microsoft.com/en-us/fabric/data-factory/copy-performance-sql-databases
https://learn.microsoft.com/en-us/fabric/data-factory/copy-performance-sql-databases
https://learn.microsoft.com/en-us/fabric/data-factory/copy-performance-sql-databases


Data Flow Gen 2 opt

• Key areas to focus on for 
performance optimization

• Using Fast Copy to Improve 
data movement

• Check Query Folding to reduce 
the amount of data transfer

• Using Staging to Improve 
execution time for complex 
transformations

Best practices for getting the best performance with Dataflow Gen2 in Fabric Data Factory - Microsoft Fabric | Microsoft Learn

https://learn.microsoft.com/en-us/fabric/data-factory/dataflow-gen2-performance-best-practices
https://learn.microsoft.com/en-us/fabric/data-factory/dataflow-gen2-performance-best-practices
https://learn.microsoft.com/en-us/fabric/data-factory/dataflow-gen2-performance-best-practices


Warehouse specific toolset (T-SQL)

Virtualize  or  Materialize
COPY INTO

CTAS

OPENROWSET

Cross Database 

Queries VI
EW

S

SP
ro

c



Ingestion best practices
Size and number of files 



Ingestion best practices
Parallelize

COPY INTO

• Parallel loads achieve 
higher  throughput



Ingestion best practices
Increase throughput

• Increase throughput 
with larger Fabric 
capacities

• ALL ingestion 
(Pipelines, Datalows, 
SQL) scale with larger 
Fabric capacities 



Load or Shortcut?

• WHO owns the data?

• WHERE the data resides?

• Collocate resources

• Data as close to Capacity as possible

• Mind the network latency between:

• The client and the endpoint

• The engine and the data 

• In case collocation is not possible, 

better ingest



Optimize Lakehouse Tables

• Fabric Warehouse optimizes only warehouse tables! 

• LKH tables need special attention



Ingest or Mirror?

• For frequent analysis 

when the source systems 

shouldn’t be directly 

queries

• IF ETL is still needed for 

star schema, you can use 

stored proc on SQL 

Endpoint

• Use case: Operational 

reporting & WH

Mirroring for 

Snowflake

Mirroring for

Cosmos DB

Mirrored Azure Databricks 

Catalog

Mirroring for Azure 

SQL DB

Mirroring for Azure 

SQL MI

Snowflake



Summarize

• Know your data source

• Know the target scale you can have for the load

• Balance between the workload to the source, the parallelism of 
the loading and the target (i.e. price)

• Use the great flexibility of COPY INTO; OPENROWSET and 
CTAS. You can build super cool loading process. Pipelines can 
orchestrate



THANK YOU!

Questions:

Magi.Naumova@inspir-it.no

Scan for feedback! I really 
appreciate it! ☺
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