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What Is CoHDI? e B
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CoHDI(Composable Hardware in Disaggregated Infrastructure) enables Kubernetes
to dynamically compose disaggregated hardware resources

O Selected as a CNCF Sandbox project (Dec 2025)
o Part of the CNCF ecosystem (including Kubernetes)
0 Open collaboration across industry

O Addressing emerging challenges in computing infrastructure CQHDI

.’" Ku?emetes ® Composable Resource Operator (CRO): . . . .
! [ ]J] :

: [ Pods v Handles the physical attachment and
; detachment of pooled hardware

CorD Stock , resources.
' o tac ! .
: ; ® Composable DRA Driver:

Dynamic Device Scaler (DDS) | Vv Gives Kubernetes a live, accurate view
! Composable DRA Driver E of composable infrastructure capa.c:lty

; ; v Abstracts low-level hardware details

L Composable Resource Operator (CRO) ,.: ® Dynamic Device Scaler:

v Tracks pending requests for resources
and triggers the required hardware
scaling actions.

[ Composable Disaggregated Infrastructure }




Growing KV-Cache Working Sets Exceed & g
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GPU Memory

e Agentic and long-context workloads create large reusable KV-cache working sets
that cannot always fit in GPU HBM.

Growing KV-Cache Demand

How should the KV-cache capacity be expanded?

Evict to
Storage

Add Local

Add GPUs DRAM

More HBM More Lower cost
but also adds but slower

capacit
pacity restore or

expensive beyond HBM .
compute recomputation

KV-cache capacity needs to scale independently from GPU compute.



Tiered KV Caching Extends Capacity L5

Beyo nd GPU HBM Kubecon | CloudNativecon

® |Im-d separates Prefill and Decode and enables KV cache to extend beyond HBM through multiple
memory tiers
o Prefill - GPU Cluster B (compute-intensive)

o Decode — GPU Cluster C (latency-optimized) KV cache grows
o KV Cache - HBM / DRAM / CXL Memory ecode
LLM @ Tier1
N v
CNCF LLM-d Project: KV cache(produced)
" prefit |} ) ( )
[~—— 0
Inference GW il | S— DRAM(Medium) Tier2a
P’
lIm-d Router Prefill/Decode __| Cluster B NIXL/RDMA . | r
| EPP Disaggregation (KV cache transfer) - A
vLLM N CXL memory Tier2b
Cluster A > Z .
Control &Schedule Decode ' p I
EPP: Endpoint Picker NVMe
ClusterC L )

CXL memory can serve as a large KV-cache capacity tier



Fixed Memory Capacity Cannot Follow 5
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Dynamic KV-Cache Demand

e KV-cache demand changes with concurrency, context length, workload lifecycle, and

cache reuse patterns
e However, local DRAM and direct-attached CXL memory remain fixed to individual servers

InferencePool B InferencePool C
(Code assistant) (Embedding / RAG)

Low KV-cache demand

InferencePool A
(Long-context chat)

High KV-cache demand Medium KV-cache demand ;—Q
CXL Memory CXL Memory CXL Memory
(512 GB) (512 GB) (512 GB)
1 Demand:

Demand:
* —] - 1 Demand: = < ;
o A P ﬁ |  —
Shortage Unused: | | | Unused:
Worker Node 1 . -188 GB wOrker Node 2 - 112 GB Worker Node 3 ~ 362 GB

Not enough memory for KV cache Some memory remains unused Much memory remains unused

Total CXL capacity (1,536 GB) is enough, but it cannot be shared across nodes.
Memory capacity is fixed to each server, so demand mismatch leads to shortage and stranded capacity.



Dynamic CXL Memory for Shared LLM 5
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Inference Platforms

e Organizations often operate shared LLM inference platforms with multiple InferencePools
for different Al services.

e However, KV-cache demand shifts across pools and worker nodes, while direct-attached
memory capacity remains fixed.

With Pooled CXL Memory with Dynamic Allocation

Composable Infrastructure Composable Infrastructure dynamically assigns pooled CXL memory capacity to the worker nodes where KV-cache demand occurs.
Capacity can be reallocated as demand shifts across InferencePools.

Shared CXL InferencePool A InferencePool B InferencePool C

Memory Pool (Long-context chat) (Code assistant) (Embedding / RAG)
(via Composable Infrastructure) °

e &
Total Capaciy HEEEH Y HERH Y HEEE p™
allocated Worker Nodes C allocated

1,536 GB Dynamically ~ Worker Nodes A Worker Nodes B [l
(Model Server Pods)
Gets the capacity it needs Right-sized allocation Uses only what it needs

allocate / (Model Server Pods) (Model Server Pods)
reallocate

286 GB
available for future demand

CDI turns fixed CXL memory into elastic capacity that follows KV-cache demand



Why Composable Infrastructure Enables g g
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e Composable infrastructure breaks the fixed server model and enables on-

demand, Al-optimized systems
o Disaggregate hardware into resource pools (CPU, GPU, MEM, NIC)
o Dynamically compose “baremetal” systems per workload
o Connected via PCle/CXL fabric

CPU |_| .

P NIC ! PCle/CXL switch fabric
CPU | |

P NIC
CPU | |

> NIC Disaggregation Composed

5 f?omp%s?_ " Baremetal
CPU |_| Resource pool (by software definition)
GPU NIC .
4 Composable Disaggregated Infrastructure
Traditional cloud Infrastructure Dynamically match GPU, memory, and bandwidth precisely to Al workload demands

e Exposed and managed as Kubernetes resources



N\

CoHDI: Realizing composable L £
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infrastructure with Kubernetes

CoHDI extends Kubernetes from workload orchestration to infrastructure
orchestration y————— K8s Cluster - ——-- e e e o et e e o e e "ﬁ*‘*‘

[ !
— ' | Worker Node (Kub t

. Pod scheduling : Control Plane |1 e By : E

. ngn e ﬁ F ( ~ |
initiates composition i B 37, D D ﬁ
. . I 1| POD POD POD i
. Dynamic Device al FE Dynamic | (VLLM) (VLLM) (VLLM) o |
Scaler determines =l ZiZ{Zf *{Eompesabie| || | i g |G g R : ]

H ser ni esourc I

required resources . orerater | 111 83 ) [E=m &) | [ == {c} | [
- 11 GPU CXL GPU CXL GPU CXL !
. Composable : | '| I (HBM) Memory (HBM) Memory (HBM) Memory ;
Resource Operator e e < :
requests resources + DRA: Dynamic Resource Allocation RAuocate : ( Composable W Composable Infrastructure ;
Soources ‘ Infrastructure API Manager l
. Resources are . (GPU / CXL Memory) “ . . i) :
attached dynam|ca”y ﬁ ; ; Resource Pooling / Sharing H
‘ GPU Resource Pool CXL Memory Resource Pool !
ﬁ 1 1 oo 1 e 1‘ i 1 ‘[
ﬂ e el Eed B d " 1!
: GPU O GPU1 GPU 2 /dev/dax0.0 /dev/dax1.0 /dev/dax2.0 [




Dynamic CXL Memory Allocation for 5

LLM-d with CoHDI

1 Control Plane Worker Node
vLLM )
9. Publish(newly attached node)
_|- | .| Resource [€-----mmmmmmmmmmom-mo--od 11 CXL DRA
Slice driver
LMcache Scheduler |4 Check
POD 3. schefdule ReSOUICe ™ Resource | -woo oo oemo-.
Slice for 1-b. Publish |
Composable infra (node free | Linux kernel
2. Create a POD 5. allocate devices) i
' CXL
- DDS | Composability | CRO Composable memory
:".H.D.l 6. Update Operator(CR) ‘7-a. DRA driver
Check
7-b. Request to 1-a. Refer free 3 Attach
le up/d resources . Attac
DDS: Dynamic Device Scaler i il i
CRO: Composable Resource Operator Composab|e Infrastructure CXL _
(Resource pool) ey

CoHDI translates Kubernetes workload demand into dynamic CXL memory composition



Tiered KV Cache Management with 5 o

DRAM and CXL Device-DAX

a Allocate the CXL Device-DAX

resource vLLM vLLM
The CXL DRA driver assigns a /dev/dax (Pref'”)l I(Dec‘fe)
device to the LMCache instance. = =5 On cache hit
. . . (HBM) l (HBM) restore to GPU
Provision two cache tiers . Y
LMcache
DRAM  Pinned / page-locked host memory
managed by LocalCPUBackend. StgrageMaQager\
) — ~
CXL DaxBackend maps /dev/dax vylth _ Loch'C}:’fJBackend DaxBackend "l
mmap(MAP_SHARED) as a fixed-size — N
KV arena. 17 11
Offload / I Restore / | | Allocate CXL
Move KV-cache chunks by policy pemoton | romoton | @) | DRA
StorageManager coordinates chunk-level CXL mem
movement: DRAM (/dev/dax)

Demotion DRAM — CXL

Promotion CXL — DRAM
Eviction when capacity is exhausted(e.g. 80%)



Metrics changes © N
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Demoting KVcache chunks after exceeding 80% of DRAM

UTC: 2026-10-07T11:33:38.160402+00:00
Lmcache_mp_1l1_usage_ratio 0.7119140625
Lmcache_mp_11_eviction_loop_triggered_total 44.0
Lmcache_mp_l2_usage_bytes{l2_name="dax"} 3.355862630U4e+010

12_evicted_objects: not exposed User Prompt P1 P2 P3 P4 P

Lmcache_mp_12_prefetch_load_completed_chunks_total 165.0 (again)

UTC: 2026-10-07T11:33:40.294328+00:00
Imcache_mp_l1_usage_ratio ©.84375 L1 (DRAM) usage: 1% 84% 67% T4% 67%
Lmcache_mp_l1_eviction_loop_triggered_total 44.€

lmcache_mp_12_usage_bytes{l2_name="dax"} 3.4124857344e+010

e ol Number of L1 evictions: 44 44 45 45 49

Lmcache_mp_12_prefetch_load_completed_chunks_total 185.0

UTC: 2026-10-07T11:33:42.307912+00:00

Lmcache_mp_l1_usage_ratio 0.6767578125 L2 (DAX) Usage3 33 GB 34 GB 34 GB 34GB 36 GB
Lmcache_mp_l1_eviction_loop_triggered_total 45.0
Lmcache_mp_12_usage_bytes{l2_name="dax"} 3.412485734de+010

12_evicted_objects: not exposed Number of L2 evictions: | None [ None | None | None None
lmcache_mp_12_prefetch_load_completed_chunks_total 185.0

UTC: 2026-10-07T11:33:44.729552+00:00 0 vee
\ncache_ap_L1_usage_ratie 8.7476763125 Blocks read from L2: 105 105 105 105 135
Lmcache_mp_l1_eviction_loop_triggered_total 45.0
Lmcache_mp_12_usage_bytes{l2_name="dax"} 3.4426847232e+010
12_evicted_objects: not exposed
Imcache_mp_12_prefetch_load_completed_chunks_total 105.@

Re-submitting a previous prompt promotes the KV cache from CXL memory

UTC: 2026-10-07T11:34:17.086364+00:00
Imcache_mp_1l1_usage_ratio 0.6767578125
Imcache_mp_l1_eviction_loop_triggered_total 49.0

Imcache_mp_12_usage_bytes{l2_name="dax"} 3.6956012544e+010
12_evicted_objects: not exposed
Imcache_mp_12_prefetch_load_completed_chunks_total 135.0




CoHDI: composable Hardware in Disaggregated Infrastructure

Worker Node (Kubernetes)

Q S . ®

|
Control Plane |
|
|
| POD POD POD
|
|
|
|
|
!

| |
[ |
| |
| |
| |
| ) |
8 | é Dynamic ( o |
- ¥ Device ! composable :

|

[

|

[

(vLLM) (vLLM) (vLLM) % %
) | LA J g
+ & $ - :

Manifest Scaler Resource ' .'
UT" Operator @ [L‘_—] @ FD @ @ - |
' . — GPU CXL GPU CXL GPU cxL CPU CPU
| L Composable-DRA-Driver (NBM) Memory (HBM) Mcmory (HBM) Memory
L e epesmpepay e <oy merre ) '
| : Allocation | — =
4 i :»‘. Composable | Composable Infrastructure
Monitor; | Infrastructure APl | B8 Manager =
. . . | — = = ‘
https://www.cncf.io/projects/cohdi/ : ! : Resource Pooling / Sharing e
. , . GPU, RNIC,
https://qithub.com/CoHDI ‘ B AV o
GPU Resource Pool CXL Memory Resource Pool ‘ CAL memaory,

|
CoHDI modules . - ! - — P ——
- | i ] =R =
- Composable-DRA-Driver . L' L, 3‘_, | femm| femm] oo
|
|

- Dynamic-Device-Scaler
- Composable-Resource-Operator

‘ GPU 0 GPUY GPU 2 (devidsxD0 [devidax).0 /dev/dex2.0

JBOG JBOM



Transitioning from COTS to Next-Generation Computing Systems for
Al Computing Continuum with scale-across - IOWN PoC

~( Phase 1)

Apps driven
Scale Out/ In

—( Phase 2)

—( Phase 3)

Breaking through the limitations of managing
fixed COTS hardware resources Apps driven
Apps

Scale Out/ In
- F driven
Scale
CoHDI 5

DAX DAX

EEEE ]l COTS || COTS

Cloud Native
composability in

Disaggregated
Computing JBOM JBOG

HBA: Host Bus Adapter card for GPU/NIC

JBOG: Just a Bunch of GPUs
DAX: CXL Cable card for CXL memory in JBOM
JBOM: Just a Bunch of Memory (CXL Memory)

Breaking the barrier RHOCP Control Plane
of distance R ver Open APN
CoHDI (e.g. NTTIOWN APN)

II/\II
Scale Out/ In Redfish AP Sc?zlgngu,ét\;' In

(zone B)
/ \ Apps
Stretched worker cluster _ driven

|JBOM JBOG N[+

Site B Site A

e.g. PD Disaggregation w/ GPU Multi-Rail RoCEv2
over IOWN APN via DN-GW for Distributed LLM inference

6 o

KubeCon  CloudNativeCon
North America 2026

EFAE  https://github.com/CoHDI
f-i CoHDI catalog https://catalog.redhat.com/en/search?q=CoHDI
[=




Cross-Site KV-Cache Transfer over Open APN(optical network)
Preserve local GPU-RNIC affinity. Transfer KV between sites over Open APN.

3§ Um-d
ol
T
CoHDI
EEEE
+ '<

‘ Red Hat
OpenShift

e
IOWN

2.
§‘ GLOBAL FORUM

&

KubeCon  CloudNativeCon
North America 2026

N7,

SITE B - DECODE

SITE A - PREFILL

Ethemet

GPU Multi-Rail supported by DN GW
for AI-WAN(Open All-Photonics Network)

: - lim-d routing
HOST VLLM . Requests + KV d VLLM HOST
Decode instance transf(em:)tadata Prefill instance
I3 A
V1 KV Connector API V1KV Connectc:r AP|
NixIConnector NixIConnector
Coordinate KV blocks Handshal((je / Coordinate KV blocks
e g tadat - e
------------- NIXL transfer library . e .. NIXL transfer library Cereern
CXL ‘Register buffers | Submit transfers Register buffers | Submit transfers CXL
memory UCX backend UCX backend memory
""""""" Selected communication backend Selected communication backend
ROMA userspace provider /| cypa / NVIDIA driver ROMA userspace provider /| cypa / NVIDIA driver
RNIC setup and access P memory registration RNIC setup and access 6PU memory registration
CPU / PCle root complex | CPU / PCle root complex
1‘P(:Ie upstream attachment PCle upstream attachment
JBOG B O_pen APN JBOG A
via DN-GW 3
GPU PCle/CXL RNIC D RoCEV2 — KV-cache transfer RNIC PCle/CXL GPU
= Fabric Switch B Fabric Switch S
HBM — KV cache PeleP2Ppth RoCEV2 port RI;NMAMt{:::pon RoCEV2 port Pole P2 ath HBM — KV cache
GPUDirect RDMA over PCle WOP - destinationport 4791 | GPUDirect RDMA over PCle

Visit IOWN Global Forum booth #275 !



PD Dlsaggregatlon with Composable Disaggregated Infrastructure
Qd [Lm-d IIm-d composes vLLM and Gateway to enable P/D disaggregation

JBOM: Just a Bunch of Memory(CXL memory)
JBOG: Just a Bunch of GPUs GET completions

HiSparse operates within vLLM. S .
Experimental in the vLLM project. Inference GW Prompt chedule request to

More KV ity: m m for acti t x B use P/D disagg, select
re KV capacity: more roo r active requests (Envoy) ~— o Scheduler D 8hdl P worker B

Dynamically decide whether to use P/D disagg
Orchestrates requests SZMMAS vvivieie seswinie sis :
using the Prefill worker's Q :

IP, or bypasses the Prefill : Sidecar

phase entirely if a cache '
hit occurs for an identical l
inquiry. ; :
1 HHSybnd : Pull KVs using KVXfer metadata Process prefill, return
. ISparse . KVXFer metadata
Process deco<:je LLM e NIXL / LLM
Decode Pod B : Prefill Pod A
CoHDI— CoHDI
JBOM JBOG | Fewer GPUs, Many GPUs, JBOM JBOG
L] ]| (GPU+NIC) | Large CXL memory CXL memory ceru+nic) | [ I
. for reusa.ble KV data for Staging Tier*(TBD) * Boosting Al with CXL Part Il
S I te B and KV tile SI e A Faster Time-to-First-Token
" https://www.marvell.com/blogs/b
- ES Low power capacity High power capacity gosting-atwith-cxfaster-lime-lo-

KubeCon  CloudNativeCon first-token.html
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KV Cache Beyond GPU Memory: The CXL Opportunity

Additional memory capacity for retaining and reusing KV blocks.

KV-cache software
Lookup Placement Eviction

|
p | Allocator + 0S Q ’
Inference host |_memory exposure | | CXL memory pool
I X Proposed cache | __ =
Available . Placement
host memo
Reload 4/
| i > Unassigned
Active . capacity
KV blocks § | ®Y CPU Host N
) DRAM T ' )\ )
Capacity ~ Unassigned
Tier1 = Inference host Tier 2 e ey
KV cache * © KVcache 7 J

Direct P2P DMA for Staging Tier (Designer feature/Vendor-specific extensions)

‘f; Memory pooling assigns capacity. Cache software manages reusable KV blocks.
kebecon  cloudnativecon 1AKE€AWAY: Reuse is valuable when fetching cached KV costs less than recomputing it.

North America 2026



Key Takeaways e N
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Dynamic composition for CXL memory by CoHDI
Adding CXL memory as KV cache
Overcoming hardware resource imbalance:
Overcoming the constraints of fixed COTS resources with CoHDI.
Unlocking synergies with LLM-d PD Disaggregation & HiSparse:

e Since HiSparse in vLLM operates natively on Decode instances (while Prefill handles initial heavy-compute
chunking and prefix caching), Decode nodes become purely memory-bound workers.
e Backed by CoHDI-orchestrated JBOM CXL memory pools, these Decode nodes can maintain high concurrency
across million-token contexts—eliminating OOM crashes and prohibitive preemption penalties.

Breaking through the distance barrier:
Achieving location-agnostic compute via the All-Photonics Network (e.g., IOWN APN).

IOWN Global Forum booth Location: #275

https://www.cncf.io/projects/cohdi/



& o

KubeCon CloudNativeCon
North America 2026

Q&A




	スライド 1: CoHDI: Bridging Kubernetes and  Disaggregated Memory for  Memory-Aware LLM Inference
	スライド 2: What Is CoHDI?
	スライド 3: Growing KV-Cache Working Sets Exceed GPU Memory
	スライド 4: Tiered KV Caching Extends Capacity Beyond GPU HBM
	スライド 5: Fixed Memory Capacity Cannot Follow Dynamic KV-Cache Demand
	スライド 6: Dynamic CXL Memory for Shared LLM Inference Platforms
	スライド 7: Why Composable Infrastructure Enables This
	スライド 8: CoHDI: Realizing composable infrastructure with Kubernetes
	スライド 9: Dynamic CXL Memory Allocation for LLM-d with CoHDI
	スライド 10: Tiered KV Cache Management with DRAM and CXL Device-DAX
	スライド 11: Metrics changes
	スライド 12
	スライド 13: Transitioning from COTS to Next-Generation Computing Systems for Al Computing Continuum with scale-across - IOWN PoC
	スライド 14: Cross-Site KV-Cache Transfer over Open APN(optical network)
	スライド 15
	スライド 16
	スライド 17: Key Takeaways
	スライド 18: Q & A

