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Compiler Stages: PyTorch, TCL and viISA
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RNGD ships today with a full software stack

Furiosa RNGD PCle Card

Energy-efficient inference

512 TFLOPS 48 GB 256 MB SRAM
64 TFLOPS (FP8) HBMS3 capacity 384 TB/s
x 8 processing elements on-chip bandwidth
1.5 TB/s 2x HBM3 180 W TDP
Memory bandwidth CoWoS-S For air-cooled data
centers
Partners @ S'{’%nix SSUS @
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Furiosa NXT BRNGD Server
4 PFLOPS, 384 GB HBM3, 3 kW

4 PFLOPS 384 GB 2,048 MB SRAM

512 TFLOPS x 8 cards HBMS3 capacity 256 MB x 8 cards
12 TB/s 16x HBM3 3 kw
Memory bandwidth CoWoS-S Power consumption

Partners @ HPE arm éluls::lc; D&LL GIGABYTE  Lenovo
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One tensor-contraction model spans RNGD to PyTorch

TCP: A Tensor Contraction Processor for AT
Workloads
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Fig. 3: A processing element of TCP with eight slices.

Contraction is the hardware primitive, so the tensor programming model stacks on top of it

RNGD = vISA - TCL - PyTorch
Source: Kim et al., “TCP: A Tensor Contraction Processor for Al Workloads,” ISCA 2024.
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Only bottlenecks need human or Al tuning

Automatic Explicit
PyTorch ops TCL vISA
“Figure it out.” “I’ll decide these.” “I’ll decide almost
H L1
Compiler decides everything Engine and tiling everythlng.
Adds memory placement and
scheduling

One graph compiler still manages fusion and memory across every region
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More explicit levels trade compiler search for programmer control

Automatic Execution Shape Memory Memory Search space as ops
engine Tiling Lowering scheduling placement fuse
PyTorch ops Compiler Compiler Compiler Compiler Compiler - I

Compiler Compiler Compiler

Explicit

1 1
PyTorch ops,fused | op !—! op op :—»: op op op ,—! op op op op !
|

Fixed
2 3 4 fusedops

Search explodes

. |
withTcL/visa R —! op I—»: op '—1 op W' Search stays small
1
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Each region joins at the stage that preserves its intent

T
\4 \4 l \4 : \4
DFG ) . (
PyTorch ops PyTorch ops PyTorch ops PyTorch ops
graph opt. J 1 L
|
|
|
LDFG [ PyTorch ops ]—[ PyTorch ops PyTorch ops ] : ( PyTorch ops ]
tiling, lowering ) 1 L
|
LIR y

RNGD One executable: every region compiled together
executable

memory, [ PyTorch ops ]—[ PyTorch ops PyTorch ops PyTorch ops ]
schedule l l l l

One program, three levels: each call joins the graph at its own stage, then compiles as one
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One matvec, three levels of control

y[H] = WH, X] - x[X] - X =800 (input), H = 256 (output), bf16

PYTORCH - pyTHON

Compiler decides

import furiosa.torch as ftorch

@ftorch.compile
def matvec (x, w):
return w @ x

npu = torch.device ("furiosa:0") )
y = matvec. to (npu) (
x.to (npu), w.to(npu))

TCL - pYTHON

Choose engine and tensor axes
@tcl.tensor operation # DPE
def einsum dpe (lhs, rhs, axes):
return tcl.operation.contract(
lhs, rhs, to=axes)

@Qtcl.kernel

def matvec (x: bfl6[X],
w: bfl6[H, X]) -> bfl6[H]:
y: bfl6[H] = einsum dpe(w, x, [H])

return y

Structure the kernel

Move down the stack only when the extra control is worth the code.
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VISA - RuST

Place tensors and schedule instructions
axes![X = 800, H = 256];

#[device (chip = 1, pe = 4)]
pub fn matvec(ctx, input, weight) ({
// Placement: HBM - DM / TRF
let w_dm: DmTensor<..., m![H], m![X]> =
weight.to_dm(&mut ctx.tdma);
let x trf = input.to_trf(...); // reused
// Schedule: fetch - collect - contract
let out = ctx.main.begin(w_dm.view())
.fetch() .collect()
.contract_outer (&x_trf)
.commit () ;

out.to_hbm(&¢mut ctx.tdma)
}

Control data movement + execution




One model can mix PyTorch, TCL, and vISA

Decorators select the level per function; compile builds the module together

| @kernel (tcl=matmul tcl) TCL kernel
def matmul (x: torch.Tensor, w: torch.Tensor) -> torch.Tensor: ... @kernel (tcl=.)
Makes a TCL kernel a torch op
l@kernel(visa_source=VISA7MATVEC) # W[256, 800] @ x[800], shapes fixed in Rust
def matvec (input: torch.Tensor, weight: torch.Tensor) -> torch.Tensor:

VISA kernel
@compile (global scheduling=True) # ATen + TCL scheduled with the parent @kernel (visa source=..)
def head(h, w): Wraps a fixed-shape vISA kernel
return matmul (torch.relu(h) .reshape(l, -1), w) * 2 + 1
I Gcompile
class Model (torch.nn.Module) :
def init (self, wl, w2):

Mixed region
@compile (global_ scheduling=True)
ATen + TCL scheduled with the parent

self.matvec = matvec
self.head = head

def forward(self, x): Whole model
h = self.matvec(x, self.wl) @Qcompile
return self.head(h, self.w2) Compiles every level into one binary

Pick the level per function; the compiler still sees one model.
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VISA pins memory to cut the last 7-16% of cycles

Gemma4-12B decode FFN
T=1, 8 PE

TCL 114.1K

TCL + hand pins 111.0K

VISA from TCL — 96.3K

Weight DMASs drop 15 — 6, removing ~9K DRAM-bridge
cycles.
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Qwen3.6-27B MLP vs. TCL
Tokenwise, 8 PE x 4 chips

- o, -12.4% _ 0
12.1% o -12.0% -10.9%

-8.6%
° -7.3%

1 8 32 128 512 1024

All 11 buckets improve (6 shown); geomean is 1.12x. At
2512 tokens, VISA handles up/gate; TCL handles down.
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Right kernel per bottleneck: 1.39-2.01x

vs RTX PRO 6000 gpt-0ss-120b 1.44x vs RTX - power efficiency x2.38 in 75 days
GPU ahead RNGD ahead

Optimisation focus (MoE)

Release trajectory at 1K/1K -
Power efficiency by release

1250
gpt-oss-120b o 1000 . 40 tok/s per 5
Qwen3-30B-A3B family ] user SLO = 4 2026.4
= 750 & s 3 /
s \ \ o
P 500 @ ) ’_..._———'
Gemma 4 31B 2 250 E: 1 p 4
EXAONE 4.5 33B - o 2 . ——————v028.0-
Mistral Nemo 12B 4 8 16 32 64 128 256 Jul Aug  Sep
Qwen3-VL-4B family tok/s per user -
—e— SDK2026.4 —— earlier (3.0 - b13) —— RNGD x4 RTX x4

Qwen3-VL-2B family

Established models Mistral-NeMo-12B 1.71x vs RTX from first enablement

Llama 3.3 70B Release trajectory at 1K/1K
Qwen3-32B I Y Power efficiency by release
Qwen3-VL-32B family = ::gg 40 tok/s per 10 =
Qwen3-8B ] user SLO = 8 :
o
Llama 3.1 8B 5 1500 .\‘\\ ] 6 —
Qwen3-4B 0 1000 o 4
3 N\ X v0.28.0
2 500 N, 2 2
_ 0.5x 1x o N |
O previous release ® SDK 2026.4 8 16 32 64 128 Aug Sep
tok/s per user =
= SDK 2026.4 —— earlier releases (b13) == RNGD x2 RTX x2

SDK 2026.4 (furiosa-1lm 2026.4.0b15) vs vLLM 0.28.0 - power efficiency = output tok/s + accelerator W, mean over scenarios run on both systems - 1K/1K
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The compiler composes every region into one RNGD binary

Kernels Compiler Binaries Serving and systems

PyTorch model

code
o Torch torch.compile Furiosa RNGD binary Serving
yrorehops » Traces model — compiler —» Compiled to run — system
code, TCL & vISA Optimizes the as the module's Runs on RNGD
together graph for RNGD forward() servers

One PyTorch model can mix regular model code with TCL and vISA regions.

torch.compile captures the complete model consistently; the Furiosa compiler optimizes and compiles every region together.
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AVAILABILITY & STARTING POINT

TCL and furiosa-torch open in Q4 2026; vISA is public now

Planned public release Start with the vISA docs

Q4 2026 Already public today

A practical entry point
furiosa-torch and TCL are planned for public release in the to understand RNGD'’s
fourth quarter of 2026. programming model.

developer.furiosa.ai/furiosa-opt/book/

Scan the QR code to explore the programming model before the full software stack is released.
See TCL in action at Furiosa Booth 2, to the left of the main entrance.
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