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Speeding up torch.compile...
A new [FakeTensor
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What is a FakeTensor?

Same metadata: shape (1024, 1024) dtypefloat32 devicecuda:0 stride (1024, 1)

4 MB ======== Memory O bytes

runs real kernels Compute computes metadata only
writes data into inputs Side effects real tensors are never touched
x.add_(y) only updates the fake copy

x.add_(y) overwrites x's data In-place ops
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FakeTensor in torch.compile

A compiler has to know what the output metadata of ops are without actually running the op!
o TorchDynamo: Traces user code into an FX graph. How does it resolve data-dependent shapes, branch on code? FakeTensors!

e Torchinductor: Generates optimized fused kernels and plans memory. How does it know how much memory is needed? FakeTensors!

e What if we want more generic graphs? We can use symbolic shapes with FakeTensors! [ x: (8, 2048, 40896)
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FakeTensor Implementation (today...)

TENSOR SUBCLASS FakeTensorMode
owned

* by FakeTensorConverter ShapeEnv

Dispatch Impl Dispatch cache

C++ DISPATCHER torch.mul(x, rstd) > Python key

PYTHON __torch_dispatch__ > FakeTensorMode
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FakeTensorConverter

FakeTensorConverter
. Graph inputs are passed in as real tensors
° Need to convert real tensor — FakeTensor real tensor > memo lookup | gl MetaConverter § 4 FakeTensor

I FakeTensorConverter

FakeTensorMode
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ShapeEnv

ShapeEnv
° Owns the symbolic shape info: symbols, hints, ranges and guards
° One ShapeEnv per compile, shared by every SymNode in it
° One SymNode per Symlnt: holds its sympy expression (e.g. 2*s0) and hint (16), and points to the ShapeEnv

I ShapeEnv

FakeTensorMode
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Dispatch Implementation

Dispatch Impl

FakeTensorMode I

Dispatch Impl: main handler: each step either handles the op or passes it on
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Dispatch Cache

FakeTensorConverter ShapeEnv

FakeTensorMode

Dispatch Impl I Dispatch cache

\

Cache: skip dispatch implementation

cache key > looku > hit else miss
op + input shapes, strides, dtypes P rebuild output from cached metadata run _dispatch_impl, store entry
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S0... what's the problem?




Python FakeTensor is Slow!

C++
x *rstd Return 1 ° 9 l‘l S
(8,128,4096) * (8, 128, 1) (8, 128, 4096) on cuda:0 meta tensor mul
Python
65 ps

FakeTensorMode

fake kernel: fast path FakeTensor output

finds the mul fake kernel

635 us

Python FakeTensor, dynamic shapes

38 us 14 ps

Python SymNode
Symlint math 518 HS
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C++ FakeTensor: Eliminating Overhead

We are building FakeTensor in C++ from scratch, speeding up tracing time by 20x!

PER-OP Oplnfo ops, inisolation END-TO-END torchbench compile time + modern models
inductor_inference +10.7%
22 3 118 ops inductor_training +10.3%
° X 48.24s—22pis per op (meta: 1.2 ps) dynamic_inductor_inference +6.8%
dynamic_inductor_training +11.6%
aot_inductor_inference +3.7%
Per-op time, Python vs C++ FakeTensor on Oplnfo samples; left card is the Many individual models gain 20-30% (inductor_inference)

geomean over 118 ops
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C++ FakeTensor: Design Decisions

a WHAT IS A C++ FAKETENSOR 9 NEW FAKE DISPATCH KEY

FakeTensor
plain tensor with no storage et

created in place
Fake

e NO DISPATCH CACHING

N -
o INCREMENTAL PORTING

>
>
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C++ FakeTensor: Revisiting our Example

C++
n —> fakeFallback —> C++ meta kernel —> stamp fake device

One generic fallback handler for ALL ATen ops!

62 us — 3.5 us!

Python FakeTensor, static shapes C++ FakeTensor, static shapes
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C++ FakeTensor: What's Still Left in Python?

C++
n —> fakeFallback —> C++ meta kernel —> stamp fake device

Python
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1. Python Metas

C++
n —> fakeFallback —> C++ meta kernel —> stamp fake device

Python
if needed

Python Metas
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2. Python SymNode

C++
n —> fakeFallback —> C++ meta kernel —> stamp fake device

Python
if needed for dynamic shapes

Python Metas Python SymNode
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Performance with Python Dependencies...

PER-OP PERFORMANCE

No C++ meta kernel yet still runs a Python meta

22 3 silu 39.8us — 9.0 us 4.4x
with C++ meta kernels

o X VS. softmax 480ps — 11.5ps 4.2x

max_pool2d 69.4us —21.8 us 3.2x

Next Step: Let’s remove all Python dependencies!
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Next Steps: 1. C++ Meta Kernels

c++ 21pus Python meta

@register_meta(aten.mm)
def meta_mm(a, b):

N, _ = a.shape
replaces FakeTensor objects P = b.shage

-

return a.new_empty(N, P)

-> fakeFallback C++ meta kernels

replaces FakeTensorMode Symint-aware, every op

stamp fake device

Python port

Use Agents!

Python SymNode
C++ meta

TORCH_META_FUNC (mm) (
const Tensor& self,
const Tensor& mat2) {
set_output_raw_strided(
0, {self.sizes()[0],
mat2.sizes()[11}, ...);
}
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Next Steps: 2. C++ SymNode

C++

fakeFallback C++ meta kernels stamp fake device
replaces FakeTensorMode Symint-aware, every op replaces FakeTensor objects

Additional improvement

C++ SymNode +20.2%

Python
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Questions?

pytorch.org
O PyTorch Get started!
) github.com/pytorch
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