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Triton's Ecosystem Keeps Growing

More contributors, more research, more production inference
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Sources: Triton’s 2019 paper, OpenAl Trition’s announcement, Sematic Scholar
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https://www.eecs.harvard.edu/~htk/publication/2019-mapl-tillet-kung-cox.pdf
https://openai.com/index/triton/
https://www.semanticscholar.org/paper/Triton%3A-an-intermediate-language-and-compiler-for-Tillet-Kung/661d142c23cb2a3207d5f1ba2ac7ff61f2d4fb2f#citing-papers
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Software @ Intel inteL 4


https://www.eecs.harvard.edu/~htk/publication/2019-mapl-tillet-kung-cox.pdf
https://openai.com/index/triton/
https://www.semanticscholar.org/paper/Triton%3A-an-intermediate-language-and-compiler-for-Tillet-Kung/661d142c23cb2a3207d5f1ba2ac7ff61f2d4fb2f#citing-papers

Triton's Ecosystem Keeps Growing

More contributors, more research, more production inference

Unique Contributors (Rolling 30-Day Window)
2021-01-01 - 2025-10-19

OTFHDH Developer Conference 2025

350
300
250
200
150
100

50

g 8 g g

Unique contributors (rolling window)
~
o

5
o

o

2021 il 2022 Jal 2023 Jul 2024 Jul 2025 Jal 2026
Date

Explosive Growth of Triton Kernels in vLLM

Number of @triton.jit in vLLM
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Sources: Triton’s 2019 paper, OpenAl Trition’s announcement, Sematic Scholar

Software @ Intel

Paper Citations of Triton

2019

2020

2021

2022

2023

2024

28

2025

370

2026

intel.

5


https://www.eecs.harvard.edu/~htk/publication/2019-mapl-tillet-kung-cox.pdf
https://openai.com/index/triton/
https://www.semanticscholar.org/paper/Triton%3A-an-intermediate-language-and-compiler-for-Tillet-Kung/661d142c23cb2a3207d5f1ba2ac7ff61f2d4fb2f#citing-papers

Triton's Ecosystem Keeps Growing

More contributors, more research, more production inference

60 -

contributors (rolling window)

nique

Ui
-
o

o

500
400
300
200
100

Unique Contributors (Rolling 30-Day Window) 0 il tom Daveloser Confarenc afaoz,
2021-01-01 - 2025-10-19

g

3

8

~N
o

2021 il 2022 Jal 2023 Jul 2024 Jul 2025 Jal 2026
Date

Explosive Growth of Triton Kernels in vLLM

Number of @triton.jit in vLLM

/526

4 /
2 . o, o o B o B B B % % % %
N A T < T S SRt
‘o o o o ‘O ‘o o o o o

Sources: Triton’s 2019 paper, OpenAl Trition’s announcement, Sematic Scholar

Software @ Intel

350
300
250
200
150
100

50

Paper Citations of Triton
370

28

2019 2020 2021 2022 2023 2024 2025 2026

And this is only the explicit kernels —

every torch.compile'd model also lowers
to Triton via Inductor.
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95%+ Performance with 70x Less Code

GPU Performance Portability Needs Autotuning

Demonstrating portable and performant cross-platform LLLM kernels

Burkhard Ringlein™, Thomas Parnell”, and Radu Stoica

The Anatomy of a Triton Attention Kernel
How to achieve cross-platform state-of-the-art LLM attention using only Triton

Burkhard Ringlein, Jan van Lunteren, Radu Stoica, Thomas Parnell
IBM Research . . .
Zurich, Switzerland VLLM Triton Attention Backend Deep Dive

ngl, jvl, rst, tpa@zurich.ibm.com Virch 4 2026 10 min reac

VvLLM Team at IBM Research

Sources: arXiv: 2505.03780, arXiv: 2511.11581, vLLM blog - Triton article
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https://arxiv.org/pdf/2505.03780
https://arxiv.org/pdf/2511.11581
https://vllm.ai/blog/2026-03-04-vllm-triton-backend-deep-dive
https://vllm.ai/blog/2026-03-04-vllm-triton-backend-deep-dive
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TABLE I
INVESTIGATED LLM KERNEL IMPLEMENTATIONS
Implementation LoC Target vendor Source
_ flash attn 60197 NVIDIA ] ,[g}ShIElfi;:]om/Dao—AILab/ﬂash-attennon,
:.E rocm_flash_attn | 52489 AMD | github.com/ROCm/flash-attention
& pytorch native pytorch/.../functional.py, [6]
= Triton manual 1049 | NVIDIA/AMD [11]
Triton w/ autotuning || 1100 | NVIDIA/AMD ]| iom-biz/Vlim-ibm-triton-lib
(this work)
layernorm NVIDIA
VJE Y - 159 (& AMD via github.com/vllm-project/vllm, [3]
kernels.cu .
E g hipify)
Triton w/ autotuning 96 AMD / NVIDIA 1bn-1.blz/v1]m—1bm—mton—]1b
(this work)

Sources: arXiv: 2505.03780, arXiv: 2511.11581 vLLM blog - Triton article

Software @ Intel inteL


https://arxiv.org/pdf/2505.03780
https://arxiv.org/pdf/2511.11581
https://vllm.ai/blog/2026-03-04-vllm-triton-backend-deep-dive
https://vllm.ai/blog/2026-03-04-vllm-triton-backend-deep-dive
https://vllm.ai/blog/2026-03-04-vllm-triton-backend-deep-dive

95%+ Performance with 70x Less Code

The Anatomy of a Triton Attention Kernel

6000

GPU Performance Portability Needs Autotuning ——Flamtaron 3
Demonstrating portable and performant cross-platform LLM kernels 5000 | —e—Triton Baseline
g —e— Triton Q Block
Burkhard Ringlein”, Thomas Parnell”, and Radu Stoica % o Triton Q Block + ParTS
. . E 3000 —-e—-Triton Static Launch Grid
The Anatomy of a Triton Attention Kernel =
£ 2000
How to achieve cross-platform state-of-the-art LLM attention using only Triton S
1000
Burkhard Ringlein, Jan van Lunteren, Radu Stoica, Thomas Parnell
IBM Research . . . 0
Zurich, Switzerland VLLM Triton Attention Backend Deep Dive 0 2000 4000 6000 8000 10000 12000 14000
ngl, jvl, rst, tpa@zurich.ibm.com areh 4 2056 10 min read output length [tokens]

(a) H100
VvLLM Team at IBM Research
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—e—Triton Baseline

6000
TABLE I —e—Triton Q Block

>
INVESTIGATED LLM KERNEL IMPLEMENTATIONS § 5000 Triton Q Block + Par TS
k5] 4000 | |~*Triton Static Launch Grid
Implementation LoC Target vendor Source 9
_ flash attn I 59197 NVIDIA I ,[gﬁhlflfaz]om/Dao—AILab/ﬂash-attentlon, % 3000
’ =
-.E rocm_flash_attn | 52489 AMD | github.com/ROCm/flash-attention S 2000
& pytorch native pytorch/.../functional.py, [6] =
= Triton manual 1049 | NVIDIA/AMD | [11] 1000 ”%//
Triton w/ autotuning || 1100 | NVIDIA/AMD | ‘(lt’l’:.‘éb"ﬁ iﬂ;““bm'm“’“'hb 0
NVIDIA 15 W 0 2000 4000 6000 8000 10000 12000 14000
Qg lovermorm 159 | (&AMDvia | github.com/im-project/viim, [3] output length [tokens]
EE ) hipify) (b) MI300
. R ibm.biz/vllm-ibm-triton-lib .
Triton w/ autotuning 96 | AMD/NVIDIA | (i work) Figure 9. vLLM latency benchmark results for Llama-3.1-8B

with batch size 1 and input length of 500 tokens.
Sources: arXiv: 2505.03780, arXiv: 2511.11581 vLLM blog - Triton article
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Triton on Intel GPUs, Shipping Since PyTorch 2.4

July 2024 — two years of releases, installed by default

Software @ Intel

Py—l—o rCh Learn ~ Community ~ Projects ~ Docs ~ Blog & News ~ About ~

Accelerate Your Al: PyTorch 2.4 Now Supports
Intel GPUs for Faster Workloads

By the PyTorch Team at Intel August 29, 2024
e have exciting news! PyTorch 2.4 now supports Intel® Data Center GPU Max Series and the SYCL software

stack, making it easier to speed up your Al workflows for both training and inference. LigliERVsleEzi(zR=11[s)1:3 (o] @¥/e1N
to have a consistent programming experience with minimal coding effort and extends PyTorch’s device and
runtime capabilities, including device, stream, event, generator, allocator, and guard, to seamlessly support

streaming devices. This enhancement simplifies deploying PyTorch on ubiquitous hardware, making it easier for
you to integrate different hardware back ends.

Intel GPU support upstreamed into PyTorch provides support for both eager and graph modes, fully running
Dynamo Hugging Face benchmarks. Eager mode now includes common Aten operators implemented with
SYCL. The most performance-critical graphs and operators are highly optimized by using oneAPI| Deep Neural

hlatwinrk | ihrany (nneDMLY and anea AP Math Kernel | ihrang finnasbAKL Y (Sranb mncde (tnreh comnile) now hae an

intel.
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One Kernel, Three Vendors

Immediate Functional Portability on Intel GPUs

— from the same Triton code as NVIDIA and AMD

Avqg latency (ms), lower is better

Software @ Intel
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VLLM bench latency — Llama-3.1-8B-Instruct on Intel B70
batch_size=1, input_len=500 (same setup as arXiv:2511.11581 Fig. 11)

—&— SYCL FLASH_ATTN
~e— Triton Unified Attention
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5.8x less of code

Implementation
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Triton Unified Attention
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https://github.com/vllm-project/vllm-xpu-kernels/tree/main/csrc/xpu/attn
https://github.com/vllm-project/vllm/blob/main/vllm/v1/attention/ops/triton_unified_attention.py

Case Study: Unified Attention

VLLM unified attention speedup by model (B580, bf16)
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Case Study: Unified Attention

VLLM unified attention speedup by model (B580, bf16)
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1.82x

Deep Dive #1: Tensor Descriptor

P
vLLM # attention: add USE_TD constexpr for tensor descriptor Q/K/V load/store - #40327
Tensor of Pointers Tensor Descriptor
e Low-level memory access requiring manual address e Abstract memory access using shape and stride metadata,
arithmetic, similar to CUDA or C similar to PyTorch tensors
e Fine-grained control over memory access e (Clean, readable multidimensional tensors indexing
e Flexibility for irregular access patterns e Maps directly to Block IO on Intel and TMA on NVidia

e Perform offset calculations and masking internally

X_ptrs = x_desc = tl.make_tensor_descriptor(

+( * stride_M ’
shape=[M, N],

* stride_N)
mask = (offs_m < M)[:, None]
& (offs_n < N)[None, :]
x = tl.load(x_ptrs, mask=mask, other=0.0)

strides=[stride_M, stride N],

x = x_desc.load([0, 0])

Software @ Intel
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https://github.com/vllm-project/vllm/pull/40327
https://github.com/vllm-project/vllm/pull/40327
https://github.com/vllm-project/vllm/pull/40327
https://github.com/vllm-project/vllm/pull/40327
https://github.com/vllm-project/vllm/pull/40327
https://github.com/vllm-project/vllm/pull/40327

Deep Dive #2: Hardware-Aware Autotuning —

e Simple parameter autotuning can deliver

. o figs=
significant speedup over hardcoded values. O eon Confal
e Autotuning keys must be chosen carefully; { block_m, tile_size},
.. num_stages=
broad enough to maximize re-use of tuned )

configurations and specific enough to block_m
separate workloads that need different flesire
configurations.

e Autotuning can be performed ahead-of-
time and the best tuned configurations for
the common workloads and hardware can
be saved to avoid the cost of autotuning at
runtime.

]I
key=[

Software @ Intel intelo 16
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Deep Dive #3: Sliding Window -

e Defensively zeros out-of-window V before P@V
e score masking guarantees that out-of-window P=0 - 0-V
e zeroing is only necessary when V can be NaN/inf

e CUDA: uses custom_all reduce, which leaks NaNs into the KV cache through the full
graph capture warmup

e XPU: does not use custom_all_reduce - no NaN source - can remove redundant
zeroing

gpos_lo = q_block_local_idx
V = tl.where((context_len + gpos

e Small sliding window workloads benefit from the 2D path

Software @ Intel intelo 17



Summarization — updated kernels in vLLM

Kernel / Change PR Performance change
Unified attention (TD) viim#40327 +34-210%
Follow-up unified attention viim#43597 +1-10%

Source: [RFC]: Tensor descriptor (TD) adoption strategy for vLLM Triton kernels viim#42545
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Summarization — updated kernels in vLLM

Kernel / Change

Performance change

Int4 MoE vlIim#52652 +5-12%
Mamba2 SSD (TD) viim#60801 +6-15%
Unquantized fused_moe_kernel (TD) viim#42436 +39%
Batched MoE tile resize / grid vIim#51605 +66%
Batched MoE expert GEMM (TD) viim#46340 +116%
W8AS8 int8 scaled_mm (TD) viim#47205 +139%

Source: [RFC]: Tensor descriptor (TD) adoption strategy for vLLM Triton kernels viim#42545

Software @ Intel
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Special Thanks to and Quinn

Thank you for your early contributions and for helping establish the foundation of this work
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