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AI Trusts Your Telemetry Blindly

● AIOps agents act on telemetry, not ground truth

● What if your AI-powered observability stack 
could be quietly poisoned to trick AIOps agents 
into executing backdoors or rogue 
deployments?

*USENIX: “When AIOps Becomes AI Oops”

https://www.usenix.org/system/files/usenixsecurity26-pasquini.pdf


From Noisy Signal to Bad Decision



Threat Model: Attacker Goals & Trust Boundaries

Attacker’s goal is to influence what the observability pipeline retains, forwards, or exposes, without tripping obvious alarms



Threat Model: Three Attack Paths, One Pattern

The boundary implicitly trusts an upstream input it shouldn’t

Fluent Bit, Nov 2025 (5 CVEs in the collector itself)



Tail Sampling Injection



Federation pivot



Query Exfiltration: Read Paths as a Control Surface



Query Exfiltration: Why AIOps Raises the Stakes



Attack-to-Defense Map

A control wherever untrusted input crosses a boundary



Identity: mTLS + cert-manager



mTLS: Four Questions



Blast Radius: cert-based Scrape Auth + NetworkPolicy



Query Control + Tamper Evidence



Implementation details - cert-manager 



Implementation details - Network policy



Implementation details - Falco



Deployable Takeaways

Pick one boundary (sampling, federation, query) and apply default-deny + verification

Telemetry is a Zero-Trust Control Plane, Not a Passive Exhaust



What You Get

github.com/didiViking/zero-trust-telemetry-kubecon-na-2026

Take these home and run them
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