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How do you ship code this fast and still keep it secure?

2Source: OpenAI, Research acceleration: The view inside OpenAI (2026)

https://openai.com/index/research-acceleration-view-inside-openai/
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The lethal trifecta
02  Network, credentials, and identity

Diagram: Korny Sietsma · Concept: Simon Willison

https://martinfowler.com/articles/agentic-ai-security.html
https://simonwillison.net/2025/Jun/16/the-lethal-trifecta/


Sandboxing

OpenAI
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01  Sandbox and filesystem

Sandbox Endpoint or cloud

Filesystem

Process execution

Network

Give it the files it needs.

Limits apply to child processes.

Limit where it can connect.



Credentials

OpenAI
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Keep the service token outside the sandbox
02  Credentials and network access

If a token is in an environment variable or a .env file, the agent’s code can read it.

What the agent sends

Destination

git.example.com

Authorization header

Bearer <placeholder>

Issue body

<placeholder>

What the proxy sends

Approved destination

git.example.com

Authorization header

Bearer [service token]

Issue body

<placeholder>

Example adapted from Winston Howes, “Keeping Agents on the Rails”
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Approval fatigue weakens security
03  Permissions and LLM review
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Let the LLM review permission requests
03  Permissions and LLM review

User Chief of staff agent Travel tools and permission policy

“Find me a flight 
to New York on 

Thursday.”

Checks my 
calendar and 

compares flights

Search flights and compare fares Allow

Send payment details to an 
unapproved site

Block

Buy a $480 nonrefundable ticket Review

“Yes, book that 
one.”

Show me the flight, 
price and fare terms

Ask me first LLM security 
reviewer

Until I confirm
No ticket is 
purchased

My request, the proposed purchase and our travel policy

Finding a flight and committing to a nonrefundable fare are two different decisions.
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Why use an LLM reviewer?
03  Permissions and LLM review

How often did someone have to step in?

Manual approval 720

Auto-review 3

In one case, auto-review denied 7 of 720 requests. 
The agent found a safer way forward in 4 cases. The 
other 3 needed a person.

What did the reviewer block in testing?

Source: Published deployment example Source: Published prompt-injection evaluation

Code execution, secret theft or external upload 99.3%

Including destructive deletion and data tampering 90.2%

https://alignment.openai.com/auto-review/
https://alignment.openai.com/auto-review/


Authorization is the last isolation boundary
Runtime identity and resource authority need to be granular

Agent environment Authorization boundary Connected systems

Agent runtime
Agent identity

Authenticates the runtime

Connector
Grant / scopes

Authorized MCPs and 
resources

Source system
Source permissions

Enforce resource access

AuthN MCP / API

Granularity of control is dependent on the source system

04  Connectors + supply chain



Delegated access vs. agent specific identity
The identity model determines whose authority the agent carries

The agent use case should inform your choice

04  Connectors + supply chain

Delegated user access Agent specific identity

AUTHORITY

Acts through a user’s permissions

RISKS

Can leak data and otherwise abuse broad 
access the user maintains.

CONSIDERATIONS

Carefully control where the agent can write, 
involve user reviews on writes, and monitor long 
horizon work.

AUTHORITY

Dedicated service accounts & workload scoped

RISKS
Less flexible and more complex to setup and 
maintain

CONSIDERATIONS

End-to-end support is still uneven across identity 
providers and source systems. Ownership is less 
clear.



Agent aware access patterns are uneven
Can the source system distinguish the agent acting on your behalf?

04  Connectors + supply chain

Agent acting for you

Uses your delegated access

Source system

Can it distinguish you from your 
agent (or even which of your 
agents)

DESIRED SOURCE SYSTEM 
VIEW

SLACK EXAMPLE

Slack retains human + app attribution. That alone does not identify the particular agent or thread.



The agent’s supply chain
Skills, hooks, and connectors add instructions, code, and access

Sources Components Agent runtime

Marketplace / 
repository

Version + dependencies

Skills
Instructions + scripts

Hooks
Code on lifecycle events

Connectors
Tools, MCPs. and service grants

Reads instructions
May invoke bundled scripts

Runs hook code
Often unsandboxed

Calls tools
Uses the predetermined authority

An update can change what the agent trusts, runs, or reaches.

04  Connectors + supply chain



Monitoring & Halting
Complete telemetry across the agent’s action surface

04

Agent compute / host

Agent container

Connected systems

Security 
controls

Tool calls
Requests & outcomes

Compute
VM · container · process

Network
Egress · destinations

Connectors
Grant / authority use

Source systems
Independent audit

Agent Identity
Telemetry correlation

Detections
Source activity & authority use

Halt
Execution & access

Action path Telemetry

05  Monitoring / observability
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Creating an agent specific response pipeline 
05  Monitoring / observability

Correlate logs by agent identity to detect and interdict suspicious behavior

CORRELATE LOGS DETECT RESPONSE (examples)

Agent Activity Logs

Egress proxy
Unusual outbound request

Sandbox / VM
Privilege escalation attempt

Connector
Sensitive data access

Deterministic Rules
Policy violations and 
indicators of 
misalignment

Agentic review
Indepth, scalable review 
for escalation to a 
human

Revoke connector access

Disable inference

Kill or recycle the compute

Apply a stricter computer 
& network controls
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Takeaways
Defense in depth

We have the controls to 
secure agents

Sandbox & 
Isolation

Enforce deterministic execution 
boundaries.

LLM Reviewer Use contextual review to scale

Monitoring & 
Halting

Build a monitoring and response 
pipeline

Humans in the 
loop

Filter human intervention for the 
highest impact events


