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The MCP
Cold-Start
Problem
When your agent has 100 tools
and has to pick one.
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Follow the plane in the top-right corner of every slide. 02 / 17

FLIGHT PLAN

Four stops.



STOP 1 · THE QUESTION

Stacklok, “State of MCP in Software 2026” (vendor survey, Dec 2025, 100 technical leaders at software companies): 26% limited + 19% broad production; top obstacle: security. 03 / 17

THE BLACK BOX

We can't see inside
the model.
Now give it 100 tools.
What breaks first?

MCP IN THE REAL WORLD

45%
of software companies
run MCP in production

19%
run it broadly,
not just a pilot

#1
blocker: security
(64%)



STOP 1 · THE QUESTION

Method: synthetic test · 22 labelled requests · 10/25/50/100 synthetic tools · qwen2.5:7b · temperature 0 · num_ctx 32K (no truncation) · local Ollama · tokens = tool definitions (chars ÷ 4) 04 / 17

THE PREDICTION THAT FAILED

I bet on the wrong failure.

Accuracy held. The system around the model broke first.

WHAT I PREDICTED

Accuracy collapses

WHAT I MEASURED

22 / 22 correct
at 100 tools, everything loaded

WHAT BROKE INSTEAD

~22×
more context than search-first, same 
accuracy

~20×
slower picks when only the tool order 
changed

18%
of requests routed to the wrong domain



STOP 2 · WHAT BROKE

Source: MCP spec 2026-07-28, schema.ts (Tool.description) and server/tools. Excerpt trimmed for the slide. 05 / 17

WHAT THE MODEL RECEIVES

Descriptions do the ranking.
MCP  2026-07-28 · tools/list result · Tool.description is “a hint to the model” · ttlMs · cacheScope

Cold start: the cost of putting the whole catalog in front of the model.

“It can be thought of 
like a ‘hint’ to the 
model.”

MCP SCHEMA · ON Tool.description

With 3 tools a hint is plenty. With 100, it's the 
ranking signal.
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STOP 2 · WHAT BROKE

Synthetic test · 22 requests · 100 synthetic tools · qwen2.5:7b · temp 0 · local Ollama · 21.6 s vs 1.1 s per pick · MCP spec 2026-07-28: deterministic order “improves LLM prompt cache hit rates.” 07 / 17

LATENCY

Order alone made every pick 20× slower.
MCP  2026-07-28 · server/tools · servers SHOULD return tools in a deterministic order

Keep the tools array stable. That's why the spec says SHOULD.



STOP 3 · THE SECURITY TURN

Synthetic test · 22 requests · 100 synthetic tools · qwen2.5:7b · temp 0 · local Ollama · MCP Client Best Practices (2026-07-28): search_tools / get_tool_details / call_tool are host-side meta-tools, not 
protocol methods; 1–5% is an example threshold.
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THREE PATTERNS

Every pattern moves the risk.
MCP  Client Best Practices · progressive discovery · search_tools → get_tool_details → call_tool

Search-first won here. MCP guidance: switch at ~1–5% of context.

ROUTE BY DOMAIN

18%
sent to the wrong domain

RISK

A wrong domain is a guaranteed 
wrong tool.

SPECIALIZED AGENTS

Scope
focused context per agent

RISK

Only safe if authority narrows 
too.

SEARCH FIRST

~95%
fewer tokens, same 22/22

RISK

Retrieval now decides what the 
model sees.



STOP 3 · THE SECURITY TURN

MCP Client Best Practices (2026-07-28): progressive discovery. search_tools / get_tool_details / call_tool are host-side meta-tools your client exposes, not protocol methods. Illustrative tool names. 09 / 17

SEARCH FIRST, DONE RIGHT

The tool list never changes.
MCP  Client Best Practices · progressive discovery · host-side meta-tools

Search, look up, then call. Same three entries every turn.



STOP 3 · THE SECURITY TURN

Sources: arXiv:2505.18135 · arXiv:2508.02110 (81–95% attack success) · arXiv:2504.19793 (ToolHijacker) · MCP spec 2026-07-28: annotations MUST be treated as untrusted. 10 / 17

SECURITY · DESCRIPTIONS SHAPE THE RANKING

Descriptions can be gamed.
MCP  2026-07-28 · tool annotations MUST be treated as untrusted

One edited sentence: more than 10× the usage, in published tests.



STOP 3 · THE SECURITY TURN

MCP spec 2026-07-28: notifications/tools/list_changed carries no payload · Groups: progressive-disclosure WG PR #19 (open, sponsor TBD), checked Oct 14 2026 · Hash-pinning is a proposed 
control, not an MCP feature.
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THE 2026-07-28 SPEC

Something changed. But what?
MCP  notifications/tools/list_changed · no payload · Groups SEP: draft

The server tells you something changed. It won't tell you what.

So keep a fingerprint. Hash each tool's name, description and inputs. If the hash changes, hold the tool and re-
review it before the model ever sees it.



STOP 4 · THE PLAYBOOK

Proposed architecture. MCP spec 2026-07-28: tools/list “MAY vary by the authorization presented on the request”; private caches “MUST NOT be shared across authorization contexts.” Refusal ≠ 
enforcement: ToFu, arXiv:2610.13651.
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THE ARCHITECTURE

Authorize  rank  enforce  audit.→ → →
MCP  2026-07-28 · stateless · tools/list MAY vary by authorization · cacheScope: private

Visibility is not authorization. Enforce at the call.

Scope the list per caller, mark it private, re-check every call, log what surfaced and why.



STOP 4 · THE PLAYBOOK

Proposed architecture; illustrative names. MCP spec 2026-07-28, authorization: servers “MUST validate that access tokens were issued specifically for them” and “MUST NOT accept or transit any 
other tokens.” Vault = any secrets manager.
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CONTROL PLANE + GATEWAY

One place for the rules.
MCP  2026-07-28 · OAuth 2.1 · tokens bound to one server · no token passthrough

The control plane decides. The gateway enforces. On every call.



STOP 4 · THE PLAYBOOK

Illustration: identities, tools and values are invented. Decision-level audit is a proposed control, not an MCP feature. 14 / 17

THE AUDIT RECORD

Not just what ran. Why.

Can't answer “why”? Then it isn't an audit trail.



STOP 4 · THE PLAYBOOK

Strands map to slides 7, 9, 11, 12, 13 and 14. Hash-pinning, the vault and decision-level audit are proposed controls, not MCP features. 15 / 17

PUTTING IT TOGETHER

Autonomy isn't magic. It's layers.
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PUTTING IT TOGETHER

Autonomy isn't magic. It's layers.

Every strand is something you can ship on Monday.



STOP 4 · THE PLAYBOOK

MCPCon 2026 · The MCP Cold-Start Problem · Karthik Karunanithi 17 / 17

ONE PRINCIPLE

AUTHORIZE.
THEN RANK.
THEN AUDIT.
We can't open the black box. We can control what goes in,
enforce what comes out, and record what happened.

Karthik Karunanithi
Solution Architect, IBM · find me on LinkedIn

Questions?

READ MORE

InfoWorld, Oct 2026:
“When ‘access denied’ becomes an 
agent’s next objective”
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