O PyTorch

Deterministic Attention for RL

—norTHAMERICA2026—  Angel Li (Meta, PyTorch Core)

Abstract Varlen Attention Linear Attention (GDN & KDA)

Reinforcement learning (RL) requires Split-KV . The linear attention kernels in attention-gym were designed to be
trainer-generator parity to achieve stable | i R?dUCt'?n order of atoken  deterministic.

training. However, differences in attention for Values : with split-KV cannot

training vs inference cause varying floating Reys | depend on how many other  Recurrent:

point reduction ordering. Queries | I tokens are being state *= exp(g_t) One CTA per work item
Split 1/3 1 Split2/3 ' Split 3/3 processed. delta = (v_t - sum_over_K(k_t * state)) * beta_t Each brosram executes .itS
| et’ | h t t this f f l state += k_t * delta P g.
et’s explore how to prevent this for some o | sequence in order
. . . . t = K t *x stat )
the most popular attention variants. ' For batch invariance, o_t = sum_over_K(g_t * state)
either disable split-KV or Chunked
1 1 Red tials. TR unkea: ,
Trainer-generator Parity Reduce partials ey USe fixed split sizes and Each sequence’s chunks start
invariant by default. reduction order. token_start = begin + local_chunk * chunk_size at its t0. No sum crosses a
Token Probilalbilitygi:ference valid_tokens = cutlass.min(chunk_size, end - token_start) Chunkor CTAsoresultsare
(pY!™ = pP) 1
. F I ex Atte ntl on not batch dependent.
| ” Causal Mask . . . .
+ Partia f .
: 1. For batch ' Performance: TorchTitan with Kimi K3
ked
Q 1014 - DAPO , Max over tokens . . maske Keys
g ' — = DAPO , Mean over tokens INvariance, Flex Jr ¥ N\ [ J
c = DAPO w. fp32 Im-head , Max over tokens . J . . . .
£ — — DAPO w. fp32 Im-head , Mean over tokens blocks c.anr(;obt be onlemle Recurrent vs chunked kernels aren’t bitwise identical, so we need to use the
1% Eaieﬁodr'ze dy t . . same kernel for prefill and decode. We observed that replaying the chunked
3 atch dependen = ) .
- A TR ben kS O kernel for decode is 63% faster than using the recurrent kernel for prefill.
~emm—————— characteristics. ° ) =
0 50 100 1%0 200 250 qa; . J U y,
Step . .
For example, we & ) l Decode Algorithm with Chunked Kernel
If an algorithm assumes on-policy RL but can't group
there’s numerical noise, you are now partial/full blocks. __J The raw inuts Persistent per-slot cache e e
unintentionally off-policy. This leads to larger I ofthetokensin ¥ ——=J """ """ T T TTTTTTTToTC /‘/‘“\) chunk boundary
KL-divergence and worse results. Fully masked E:%E‘:;ggt | Replay cache State cache |
I N |
Caas@ i lan a5} 2. Divisibility between Flex block, Triton tile, and vLLM page chunk. : A
- sizes must be preserved for batch invariant results. N / Sanekreﬂuest 1 Comﬁletes j
Higher accuracy with batch chunk, the state cache needs to
*#*1 invariance! /_)This is OK! Thisis NOT batchinvariant ~ Tokens from the replay New foken e writton be updated with the output.
035 h Elex block i it cache are index gathered ew token Is written into
. DECAUSE FIEX DIOCK IS Spii into temp buffer. replay cache for next
& 030 into multiple pages decode step.
3 025 | Prefill chunked kernel launch
<
_— New tokens Re
: quest O temp buffer
o - DAPO (prob-diff agnostic) getetelabade YL \ ( \ Request O output
== DAPO w. fp32 Im-head (prob-diff agnostic) : S Q—N D D :_)[ Request O }—
010 ~— DAPO w. TIS (prob-diff aware) \ ) i J
0 50 100 cre 150 200 250 Flex block Request O Request 1 temp buffer Request 1 output
i VLLM page \/ - A (————————————————— g \ )[ |
To achieve batch invariance for attention, we p Triton tile sizes need D-»:\ D D :—)( Request 1 J—
need one unified definition between the to evenly divide Flex Requestl T T T T TTTTTooToooooooo \_ J
. block sizes.
trainer and the generator. Y




