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Delta and Parquet: Integer,
GUID/UUID or SHA256 as ID?

(& Christian Henrik Reich 4 minread - May 7, 2024
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Spark performance: Let cache() or
persist() handle your temporary
data when possible

(& Christian Henrik Reich 6 minread - Jul 19,2024

Lakehousing: A Schema-change
strategy beyond Spark’s
mergeSchema

(\& Christian Henrik Reich 7 minread - May 12,2025

Microsoft Fabric: Consider making
spark.createDataframe obsolete in
your Spark Notebook solutions

f 3 Christian Henrik Reich 5 minread - May 4, 2025




Microsoft Fabric: Introduction to 3D -
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GUID/UUID or SHA| Pregramming Spark’s
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Avoid overloading the tech stack
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Procedural Data Processing
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Introduction to Apache Arrow
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Dataframes and
Datatrames






Compute memory




Compute memory Lazy Dataframe
Read data

P dat
I Write data




Procedural Data
processing



Copy-ingest to Bronze

(Metadata driven) (Dedicated)
Processing Processing

Raw as possible Aligned for cross-join Curated



Copy-ingest to Bronze

Bronze

notebookutils.cp()

Source
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REST APl-ingest to Bronze
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REST APl-ingest to Bronze

Server

=:

Extract
script

written in
python




Just Blindbaek: Fabric Spark Notebooks and CU consumption

https://justb.dk/blog/2025/02/fabric-spark-notebooks-and-cu-consumption/









1 df = spark.read.option("multiline", "true").json("Files/customer_dataset_small_files/")
2 df.write.saveAsTable('Customers_from_small_files')

24 min 4 sec - Ru 19

Spark jobs In progress (1) (L) Resources Log

Description Status Stages Tasks Duration Rows Data read

json at Natiy rimpl java:0 O In progress 0/1 (1 active) 0/1 succeeded, 1 running 21 min 15sec 102 ms 10928 50.91 MB




Tasks get runned on the

Creates at least one task Spark cluster

for every files it has
found*

Spark scans folders

The number concurrent
running tasks depends on
numbers executioners

for files

* 4Mb thredshold



Apache Spark

Spark session
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The unsung hero

Pandas
Apache Spark
Apache Flink
Polars

ClickHouse

DuckDB

Apache DataFusion
Velox

Dask

+More



Apache Arrow

Computer memory
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Computer memory
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Apache Arrow

Computer memory




Apache Arrow

JSON

Computer memory

OnelLake - Tables



2MD EDITION (packf)

In-Memory Analytics with

Apache Arrow

Accelerate data analytics for
efficient processing of flat and
hierarchical data structures

MATTHEW TOPOL

Foreword by Wes McKinney, Co-founder of Voltron Data,
Principal Architect at Posit, and Co-creator and PMC for Apache Arrow




Avoid overloading the
Python techstack



Jobs to be done

Jobs Framework
Hive partitioning support Apache Arrow
Delta Lake/Table Delta-RS*
Dataframes Polars*
SQL DuckDB*

* Apache Arrow compatible




Jobs to be done

Jobs Framework
Hive partitioning support Apache Arrow
Delta Lake/Table Delta-RS*
DEICHEINES Apache DataFusion®
SQL Apache DataFusion*
No data ownership Apache DataFusion®

* Apache Arrow compatible



The metadata driven
lakehouse



Metadata driven lakehouse

(Metadata driven) (Dedicated)
Processing Processing

Raw as possible Aligned for cross-join Curated



Metadata driven lakehouse

Procgssmg Bl Development
Metadata = 7 engine (sqQL)
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Raw as possible Aligned for cross-join Curated



Metadata driven lakehouse

Procgssmg Bl Development
Metadata = 7 engine (sqQL)
(python/pyspark)

Raw as possible Aligned for cross-join Curated



AquaQuiver

AquaQuiver_functions.ipynb

1_AquaQuiver_Landing_To_Base.ipynb

3_AquaQuiver_Load_Dimension_Dates.ipynb




AquaShack

AquaShack_functions.ipynb

1_AquaShack_Landing_To_Base.ipynb

3_AquaShack_Load_Dimension_Dates.ipynb

OnelLake




https://github.com/ChristianHenrikReich/AquaQuiver



AquaQuiver - Landing to Base

[6] v/ 4 sec - Command executed in 4 sec 848 ms by Fabric explorer on 12:47:40 PM, 6/20/25

Adding id

Overwriting Base.dim_dates

Processing sales_Customers from Files/data/Sales/Customers/Customers.csv
Dropping duplicates

Filling null and lowercasing column names

Adding id

Overwriting Base.sales_Customers

Processing sales_Products from Files/data/Sales/Products/Products.parquet
Using tables original schema

Dropping duplicates

Filling null and lowercasing column names

Adding id

Overwriting Base.sales_Products

Processing sales_Transactions from Files/data/Sales/Transactions/Transactions.csv
Using tables original schema

Dropping duplicates

Filling null and lowercasing column names

Adding id

Overwriting Base.sales_Transactions




AquaShack - Landing to Base

13
14 write_to_delta_overwrite(df = df, database = destination_lakehose, table =

(5] v/ 55 sec - Command executed in 55 sec 814 ms by Fabric explorer on 12:50:09 PM, 6/20/25

> iS¢ Spark jobs (20 of 20 succeeded) (1] Resources Log

Overwriting Base.dim_dates

processing sales_Customers from Files/data/Sales/Customers/Customers.csv
Dropping duplicated

Replacing NULL values

Overwriting Base.sales_Customers

processing sales_Products from Files/data/Sales/Products/Products.parquet
Dropping duplicated

Replacing NULL values

Overwriting Base.sales_Products

processing sales_Transactions from Files/data/Sales/Transactions/Transactions.csv
Dropping duplicated

Replacing NULL values

Overwriting Base.sales_Transactions




AquaQuiver - Base to Curated

2500}
26

27 notebookutils.notebook.runMultiple(DAG, {"displayDAGViaGraphviz":True, "DAGLayout":"spectral", "DAGSize":11})

5o

v/ 38 sec - Command executed in 38 sec 52

> [E Log

Activity name

3_AquaQuiver_Load_Dimension_...
3_AquaQuiver_Load_Dimension_...
3_AquaQuiver_Load_Dimension_...

4_AquaQuiver_Load_Fact_Sales_Tr...

{'3_AquaQuiver_Load_Dimension_Sales_Customers': {'exitVal': .

e X None

5 ms by Fabric explorer on 12:57:17 PM, 6/2

Snapshot Status

3_AquaQuiver_Load_Dimension_Sales_Customers ° Succeeded
3_AquaQuiver_Load_Dimension_Sales_Products 0 Succeeded

3_AquaQuiver_Load_Dimension_Dates 0 Siicceeded

4_AquaQuiver_Load_Fact_Sales_Transactions ° Siicceeded

Progress

100%
100%
100%

100%

Duration

17 sec 562 ms

17 sec 567 ms

17 sec 560 ms

10 sec




AquaShack - Base to Curated

26

27 notebookutils.notebook.runMultiple(DAG, {"displayDAGViaGraphviz":True, "DAGLayout":"spectral", "DAGSize":11})

[1] v/ 1 min 27 sec - Command executed in 1 min 20 sec 802 ms by Fabric explorer on 1:01:47 PM, 6/20/25

> [3 Log

Activity name Snapshot Status

3_AquaShack_Load_Dimension_S 3_AquaShack_Load_Dimension_Sales_Customers @ Succeeded

3_AquaShack_Load_Dimension_Sales_Products ° Succeeded

3_AquaShack_Load_Dimension_S...

3_AquaShack_Load_Dimension_D... 3_AquaShack_Load_Dimension_Dates © Succeeded

4_AquaShack_Load_Fact_Sales_Tr... 4_AquaShack_Load_Fact_Sales_Transactions @ Succeeded

{'3_AquaShack_Load_Dimension_Sales_Customers': {'exitval': P

Progress

100%
100%
100%

100%

Duration

52 sec 591 ms

53 sec 596 ms

53 sec 599 ms

17 sec 75 ms




AquaShack - Single node

i3
14 write_to_delta_overwrite(df = df, database = destination_lakehose

(5] v/ - Command executed in 42 sec 551 ms by Fabric explorer on 8:49:17 AM, 6/21/25

Overwriting Base.dim_dates
processing sales_Customers from Files/data/Sales/Customers/Customers.csv

-1 i MR N |

Dropp™~~ ™3 ]

Repla 25}
26
Overw 27 notebookutils.notebook.runMultiple(DAG, {"displayDAGViaGraphviz":True, "DAGLayout":"spectral", "DAGSize":11})

roce i v/ 1 min 15 sec - Command executed in 1 min 9 sec 896 ms by Fabric explorer on 10:00:33 AM, 6/21/25
b

> [2 Log

Activity name Snapshot Status Progress Duration

3_AquaShack_Load_Dimension_Sales_Customers ° Succeeded

3_AquaShack_Load_Dimension_S... 41 sec 266 ms

100%

. : 3_AquaShack_Load_Dimension_Sales_Products
3_AquaShack_Load_Dimension_S... @ Succeeded 100% 40 sec 255 ms

3_AquaShack_Load_Dimension_D... 3_AquaShack_Load_Dimension_Dates @ Succeeded 41 sec 268 ms

100%

4_AquaShack_Load_Fact_Sales_Transactions ° Suceeeded 15 sec 985 ms

4_AquaShack_Load_Fact_Sales_Tr... 100%

{'3_AquaShack_Load_Dimension_Sales_Customers': {'exitval': '"',
'exception': None},

'3_AquaShack_Load_Dimension_Sales_Products': {'exitVal': i




AquaShack on clustered ~56 sec ~1 min 20 sec
Spark

AquaShack on single node | ~42 sec ~1 min 9 sec
Spark




Should we move away from Apache
Spark?



Silver

Raw as possible Aligned for cross-join Curated
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