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From Colocated to Disaggregated

e Interference: bursty prefill BN e [ ouoseTie
@ KV transfer Time Decode Stall Time
workloads can delay decodes, _
spiking ITL p——rTTRRRRN NENRR
e Coupled Scaling: TTFT and ITL are R ______ EEEEN
ST , \ ~ mms
on joint axis that we can't | :
Dlsaggregatlon Req 1 arrive Req 2 arrive

independently scale

L . : Decode Req 0 S0GEEEEREREREEEEEEEEE
O SpeC|a||zat|on: optlmlzed environment Worker  geq 1 .........-
(DeepEP HT/LL) and topologies et SEEES
(DPEP/TP) Warker 2::’
Req 2
Req 1 arrive Req 2 arrive
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From Colocated to Disaggregated

Inter token latency

D Worker P Worker
Step Step
g Scheduler g Scheduler
regs_need_load finished_recv finished_sending
Worker Worker
read_blocks get_finished get_finished
xfer i 15:40 15:45 15:50 15:55 16:00 16:05
NIXLConnector — NIXLConnector
< et notif mistral-medium-2508-ask-vlim-Ib - P99
get_notif get_

mistral-medium-2508-disagg-vlim - P99

== mistral-medium-2508-ask-viim-Ib - P90

Async relative to normal engine execution. mistral-medium-2508-disagg-viim - P90
RDMA based (does not contend for SM resources) = mistral-medium-2508-ask-viim-Ib - P50
== mistral-medium-2508-disagg-viim - P50
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Longer Context, Smaller State

KV transfer per layer vs prompt length

1P1D, NixIConnector, GB300 - per layer that holds KV or state

1 GB - e Llama-3.3-70B
//_o
’a /.
-a [ ]
a m gpt-oss-120b
3 //. a GLM-5.3
k) ° P e+ Qwen3.5-122B
< 100 MB - - /"" +
2 v GLM-5.3-Flash
Q ° u v Nemotron-3-Super
o / / =X DeepSeek-V4-Flash
+ u X
o v/ a
& i A_—_____’——"’
5 Lo / //
A0 + v
= /X
A
< /
A
1 MB L T T T T T T
8 32 100 128 196 256
Prompt length (k tokens)
=-®= Llama-3.3-70B =M= gpt-0ss-120b  =®= GLM-5.3 == DeepSeek-V4-Flash  =+= Qwen3.5-122B  =x= Nemotron-3-Super  =V== GLM-5.3-Flash



Longer Context, Smaller State

KV cache transfer size, 100k-token prompt

1P1D, NixlConnector, GB300 - solid = largest layer, whisker = smallest-largest layer

bnse - bite KV R
dense * bfl6 KV
sliding window - bf16 KV

0.3 MB } g i
MLA + DSA indexer - fp8 KV
58 MB K

DeepSeek-V4-Flash

416 MB
compressed attn (CSA) - fp8 KV
0.5 MB | } |
hybrid (linear attn) - bf16 KV
4 MB | i |
hybrid (Mamba) - fp8 KV
4 MB } - | whole model
hybrid (linear attn) - fp8 KV —— smallest - largest layer
4 MB | T 1 | average layer
0.1 MB 1 MB 10 MB 100 MB 1GB 10 GB 100 GB

KV bytes sent prefill = decode (log scale)



PD Challenges: More KV Page layouts

o H N C |ayout head 0 head 1 head 2 head 3
Ootimal head-splitting P TP<>D TP Sesdaed ||| | D F DD HEE DD R
ptimal heaa-splitting <>

e Quantization formats with finer PR e

fp8 / int8 with a scale 4.1 KB

granularity per head+token Par ok ard pnd
o Scales live within the page

o Some scale placements don'tallow ..z | I I -
P8 + inline scales)

heterogeneous/asymm TP

o

each scale sits right after its head's values

no heads to split: every decode GPU needs the whole page

With 4-bit KV (NVFP4)

e BLHNC/cross-layer layout
e |

scales grouped after all heads - each GPU's share is 4 pieces

I K values I scales m MLA RoPE part
BN Vvalues WM MLA latent === bytes D rank 0 needs (P TP N — D TP 2N)
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PD Challenges: More KV Page layouts

HNC layout
o  Optimal head-splitting P TP<>D TP

Quantization formats with finer

granularity per head+token

o Scales live within the page
o Some scale placements don't allow
heterogeneous/asymm TP

BLHNC/cross-layer layout
o Descriptor as unit of xfer
o +descriptors +cpu prep work

O PyTorch
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I |ayer-outer: one descriptor per layer per block

Llama-3.3-70B
LBNHC - 16-token blocks

i 44_ T
<{I 0.6 ms

Llama-3.3-70B
BHLNC - 16-token blocks

DeepSeek-V4-Flash 415 Ho2ms
BLHNC (required) - 256-token blocks
100 1k 10k 100k 1M 0 2 4 6 8 10 12

Descriptors per decode GPU (log scale) Setup time per request (ms)

I block-outer: all layers of a block in one descriptor
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Role of KV Connector

P/D disaggregated deployment
transfers KV from prefill to decode
over RDMA (Nix| Connector on
InfiniBand or AWS EFA)

The default mode for NixI Connector is
pull-based.

Pull mode serializes transfer setup after
prefill - metadata relay, block allocation,
and NIXL READ setup can only start once
prefill finishes
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[ Router / proxy ]

1. prompt w‘:fmmﬁ

Prefill (P) 3. KV cache Decode (D)

compule bound

KV blocks

prompt KV, computed once

held until D confirms waits for KV to arrive

memory bandwidth bound
KV Connector
KV blocks
NIXL over RDMA
generates tokens

|

4. transfer complete, P frees its blocks

PULL — fully serial

Deccde can prepare and pull KV only after source metadata armves

Request starts Time —
A ' SERIALIZED AFTER PREFILL — ON THE TTET CRITICAL PATH -—1
Prefill engine Compute prompt KV
P) Prompt KV becomes ready
Relay source
metadata
Router — Decode
READ complote
Decode engine Rilocate destinatio D initiates ! initial
KV blocks NIXL READ decode
Prapare transtar KV moves P — D

First token (TTFT)

Relay + Decode setup + NIXL READ extend the path to the first token
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Push mode Nixl Connector

Push mode Nix| connector moves post-prefill
transfer coordination and setup off the critical
path.

1.Overlaps producer and consumer work
2.Moves transfer setup off the decode
instance

This can improve application

responsiveness by reducing TTFT and
TPOT, particularly at high request rates.
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Push-based KV transfer: concurrent setup, direct write

[ o Router dispatches Prefill and Decode concurrently ]

Bcth raquast 'egs start independently

) I

]

° Compute prompt KV o Allocate destination blocks
Prompt KV bilocks bocome avaliable Regater s slocsted KV slots with the
Sagraats ruadnness 1o Prelifs renduseous Prafil nodae for remols write
-
asbid evast & delvwad 30 Prefil
& secums
PREFILL-OWNED RENDEZVOUS 1 PegTEATON
L] romt KY rmd,
P b wive ) ! —
Ether avent may 311ive rsl; the sacond ewant iriggers the WRITE p -
T Lmn WRITE J
ROMA | EFA 2,
© it drectNILWRITE 1 [ ) conviston st
Orly attor A and 8 are bath present J | & Trarsferred KY = ready for Decode
T
(C Decade begins token generation )
\ J -

Timing Comparison: Pull vs Push (path to first token)
A comimon time axis highlights serial work remavad from the post-presil aritical pen

[ All post-presst stages are sequential on the TTFY criticalpath |

Relay source
metadstn 10 0

complets First tokan

atiecseiey

}L[o...m....,w., M m.:nﬂn:mj»

ush overiaps destination setup with prefil

itiated
@

cencamartly x1 K0

(
bt ey
[ P prefil compute } <>’[ Peini
Franst KV rsosy
A
[thna- P+D z
|

’
NIXL WRITE
oct o 0 ]
,—‘t
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Push mode Nixl Connector Architecture

Push connector threading model
. Reg istrati o n ove rI a ps p refi I I : Main threads hand off and continue model execution; background threads own coordination and transfer submission
I ’ CONCURRENT ‘_’

[ Router dispatches Prefill and Decode concurrently J
decode node allocates and

Both request legs start indepandently
re g |Ste rs d eStI Nna t| on b | ocC kS Decode main thread [Q Allocate destination KV block; [o Begin token oeneration] ]

Hand off registration KV transfer is complete

oo i ons Continue model execution — no wait )

while prefill node computes the ! "

¢ |
p rom pt KV. Decode background B Send destination registration Forward completion notification :
thread : Decode background — Prefill background Notify Decode main thread ]
! etwork nain
BACKGROUND 1 1
\

. (& i
e Dedicated background thread {G s ki J }
. . ROIR0 P ORI Continue model execution — no wait F
per preflll worker: ma In |Oop /‘_"__:_'_"__'_'::_’__’;”_'_'; s ;"__'_'_'_':_'_*_'L'_7< COMPLETED KV 7.'_*_' O AP RS TV S R S P ————
hands off the blocks and proi sockgrouns ° by

thread : -~
\

retu rn S i m m ed i ate | y to m Od e | BACKGROUND E Aﬁer boih' cou!;d;nate connection setup

Prepare descriptors + submit NIXL WRITE

L ]

T e R e s e i i S e T e -

\

= x b
Destination blocks received / KV blocks ready

execution.
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3x lower TTFT and 1.5x lower TPOT

Push vs Pull KV Transfer: TTFT vs Input Length across QPS Push vs Pull KV Transfer: TPOT vs Input Length across QPS
Model: Qwen3-328 Platform: AWS pSen instance cluster with AWS EFA Model: Qwen3-328 Flatform: AVW/S pSen instance cluster mith AWS EFR
QPs = 1 Qps =2 QpPs =1 Qps = 2
70
250
63
200 L]
H £6a
£ s
15
E @ 62
100 L
58
56
QPs = 8
100
© 1
800
3 s
W 600 z z
E I =
E 5 8 5 e
E 2 2
E 3 {3
E a0
r ?
200
€ 3
P 2 ak B 16k 1k 2k P & 16%
2 3 w % o b ik Input promp: length |tokens) Input prompt length (tokens)

Input prompt length {tokens|
ay = TP1D | Output fokans = 128 | Prafix cachy

~1.5x lower TPOT under load - push
mode keeps descriptor prep and
submission off the decode worker

128 | Prefix cache on Decode node = OFF

~3x lower TTFT under load - push mode
overlaps the transfer setup
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VLLM supports both Push and Pull mode Nixl Connectors

e Use push mode connector when lower TTFT is the priority and committing to a
decode node early is acceptable.

e Use pull mode connector for bidirectional KV transfer or when decode selection
must wait until after prefill for load-aware routing.

Resources:
®  https://aws.amazon.com/blogs/machine-learning/push-based-kv-transfer-to-improve-ttft-and-tp

ot-for-disaggregated-inference-in-vilm/
https://vllm.ai/blog/2026-10-14-nixl-push-connector
https://docs.vllm.ai/en/latest/design/nix|_kv push connector/

Future work: background NIXL threading for pull mode , PR #45211
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https://aws.amazon.com/blogs/machine-learning/push-based-kv-transfer-to-improve-ttft-and-tpot-for-disaggregated-inference-in-vllm/
https://aws.amazon.com/blogs/machine-learning/push-based-kv-transfer-to-improve-ttft-and-tpot-for-disaggregated-inference-in-vllm/
https://vllm.ai/blog/2026-10-14-nixl-push-connector
https://docs.vllm.ai/en/latest/design/nixl_kv_push_connector/

Multi-turn Agentic Workloads

e Each turn resends the whole history: ontect sent by th et Prfi node Decods node

S Stem rom t, I’IOF rom tS, tOO| > KV for prompt 1 . generates response 1
Turn 1 . full prefill ’ then holds prompt + response KV

results, and model responses. :

prompt 1 I response 1 ]

KV retained on the decode node

PD

e The decode node holds that KV, the S I e e e ) o el
prefill node can't reach it : KV only flows
P—D, so prefill recomputes every [T T—

» a different prefill node serves this tum

* its prefix cache was evicted
re S po n Se to ke n . * response 1 KV was never there, and the longer

the response the worse it gets

.......................

already computed, sitting on the decode node X

Every turn, the prefill node recomputes KV the decode node already holds, and the waste grows with the conversation.

e Cost grows with the conversation.
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Bi-directional KV transfers to the rescue!

e Bi-directional KV transfer: the prefill node
_ | N . .
fetches the prior turn's KV from the decode B bt g i

() New bidirectional feature () Existing behavior

n O d e th at Sti | | h O | d S it . KV-cache-aware router {@ Cache and forward Decode metadata ]‘_

Routes requosts; nover slores KV tensorst = == = == = % Key by conversation_id; attach to the next Prefill request

'

'

T

Request to P + P metadata to rouler * 3 Decode metadata on later tum + Request + P metadata to D

Prefill node (P) ) Decode node (D)

5

'
1
1
1
Existing scheduler Check remote reuse ' Existing generation
'

e Extended the NIXL KV connector so
prefill nodes can consume remote KV [tend i I e
blocks, mirroring what decode nodes @ oo ot
already do.

@ Retain completed KV|

¥ Streaming response metadata to route;
T T

@ Return D metadata

Tarminal response chunk
Location, block IDs, and expi

Below threshold: recompute locally

NEW D—R NIXL READ

Decode is the sourcd: Prefil initiates the read

Only remotely reusable missing blocks

Compute new or unavailable suffix locally Existing P—D NIXL REA}

_ newly Lomputed prompt KV o

[ Red blocks and arrows are the feature additions * Router carries metadata only * KV tensors move peer-to-peer )

A 4
[ . Load retained KV from Decode

e New D—P path: red in the diagram
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Session-aware proxy

e Session-aware proxy: stateful proxy
mapping “conversation_id” to
decode node’s "kv_transfer_params”

Turn 1 runs plain P—D and the router
saves the metadata; later turns look

it up so prefill reuses decode node's
KV.
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Bidirectional KV reuse across conversation turns
- » request / metadata NIXL KV data ----> response / retained metadata

First turn — full prefill

[ Client ] [ Session-aware proxy ] ( Prefill node (P) ] [ Decode node (D) }
1Request + 2 Metadata miss P (3 Full prompt [ 5 Generate + retain ]
convecsatia |0 ~ » No cached D location 5:"‘ { P computes all prompt KV D generates the response. J

Normal completion retains eligible KV biogks.

normal P lIXL READ

Cache D metadata by ID
No KV tensors in the proxy |

Later turn — optional reverse reuse, then normal transfer

( Client ] [ Session-aware proxy ] ( Prefill node (P) ] [

1 Next M"l:' i " 2 Consume cache ontry (" 3a Local matches first
SRS COMaEARON ' Pass D metadata to P - single-use ’ Apply P prefix-cache hits
~ Remaining remote reuse | conditional D—P
count 2 kv, recompute threshold: NIXL READ
below thresﬁuid recompute locally | ‘ S
| 5 Normal P-»D READ
Generate tokens; retain eligible refreshed bl

L Rot mupdaled motaoatalolm proxy

Decode node (D) J

(a Compuu remainder
L Nswluncamed ‘New / uncached tokens only

Proxy stores metadata only; KV stays on accelerator instances.




Multi-turn benchmarking Performance

TTFT vs Input Prompt Length: Bi-directional KV Transfer ON vs OFF Prefill Duration Breakdown: Bi-directional KV Transfer ON vs OFF

0] - pratll compte
—&— Drdrectional KV xder OFF (msompite) -y lor

e Qwen3-32B: reusing decode T e
node's KV keeps TTFT nearly
flat as the conversation N %
grows, up to 1.6x better | I I I
than recomputing. I. l. ,_,l.,,m, —"

i Prefill Duration Breakdown: Bi-directional KV Transfer ON vs OFF
al KV Transfer ON vs OFF

ST — el compute
- e

e GLM-5-FP8: the same reuse
pays off more on the larger
model, up to 3.3x better
TTFT at long prompts.

w 0 B P e e
Input premet lngth {tehans) A g0t ergh (ebens)
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Tune bi-directional KV transfer threshold and TTL

e Tune the KV recompute threshold to your model's compute time, KV size, and
interconnect performance; the default is 64 tokens.

e The decode node's block-retention TTL defaults to 480 seconds; tune it to the
expected gap between turns.

Resources:
° https://aws.amazon.com/b/oqs/mach/'ne—/earninq/improve—ttft—for—mu/ti—turn-aqent/'c—work/oads—with—

bi-directional-kv-transfer-in-vilm/
https://vilm.ai/blog/2026-10-12-bidirectional-kvxfer-multiturn-agentic-workload
https://docs.vllm.ai/en/stable/features/nix|_connector usage/#bidirectional-kv-transter-multi-turn

Future work: extend the heartbeat-renewed lease to the decode side

O PyTorch

CONFERENCE

—NORTH AMERICA 2026—



https://aws.amazon.com/blogs/machine-learning/improve-ttft-for-multi-turn-agentic-workloads-with-bi-directional-kv-transfer-in-vllm/
https://aws.amazon.com/blogs/machine-learning/improve-ttft-for-multi-turn-agentic-workloads-with-bi-directional-kv-transfer-in-vllm/
https://docs.vllm.ai/en/latest/design/nixl_kv_push_connector/
https://docs.vllm.ai/en/stable/features/nixl_connector_usage/#bidirectional-kv-transfer-multi-turn

Hybrid Models: Attention KV and Recurrent State

« Hybrid models combine attention KV with recurrent state.
o Attention KV grows with context.
o Each recurrent snapshot has a fixed size.
» Need to manage and transfer both cache types with different layouts and growth patterns.

Attention KV Recurrent state (e.g., Mamba, GDN, KDA)
KO K1 K2 K3 K4 Convolution state
VO V1 V2 V3 V4
[conv dim, state length]
Each K/V:
[tokens, KV heads, head dim] SSM state

[SSM heads, head dim, state size]

*For a fixed model and TP. Shapes: one layer, one request, local TP rank. Conv in DS layout.

O PyTorch

CONFERENCE

—NORTH AMERICA 2026—




Hybrid Cache Layouts in vLLM

e The Hybrid Memory Allocator (HMA) pools memory across cache types.
e Shared pool, equal-sized allocation pages.
e HMA adjusts attention block sizes to fit recurrent state and reduce padding.

Attention page K V

Block size chosen to accommodate recurrent state

Mamba page Conv state SSM state Padding

Complete state snapshot Unused bytes
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Dual Descriptor Views

e Aview maps cache components in memory.
e Different layouts require different maps.
e Both views reference the same memory without copying state.

Shared cache memory

Attention view Mamba view
page size . . page size
Key 0 Value 0 Conv 0 SSM 0
Key 1 Value 1 Conv 1 SSM 1
Key descriptors Value descriptors Conv SSM descriptors
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Heterogeneous TP Transfer

e Conv state shards channels within each x/B/C projection, with Mamba as an example.
e SSM state shards along SSM heads, preserving each head'’s state matrix.
e DS layout makes each convolution shard contiguous for direct transfer.

PTP1: rank 0
Convolution state: [conv dim, state length] SSM state
Xo X1 Bo B Co Ci SSMo SSM;
X B C
D TP2: rank 0 Xo Bo Co SSM,
D TP2: rank 1 Xi B: C SSM;
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Hybrid State Transfer

e Direct mapping between prefill and decode instances, no extra staging buffers or
reshuffling.

e Skip potential HMA padding.

e Transfer volume equals the exact useful recurrent state bytes.

-1+ Naive BF16 =0~ Optimal BF16 (>~ Naive FP8 *[J- Naive BF16 =0~ Optimal BF16 ~{>~ Naive FP8
-O- Optimal FP8 2\ Measured FP8 -O- Optimal FP8 2 Measure d FP3
1,400
= = 4,000
D 1200 a
2 S
k7] 7
3 8
S 3 3000
2 2
5] o
Qo 800 o
o )
© 2 2000
2 2
7] 600 17
2 2
8 g
» »
o 400 2
= =
[3] [3]
200
o

Input sequence length (tokens) Input sequence length (tokens)
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Disaggregated vs. Co-located Serving

e H200, 8 GPUs: Prefill TP4 + Decode TP4 vs. co-located TP8.
e At high concurrency, PD serves more output tokens per GPU
while maintaining faster generation for each request.

Nemotron-3-Super-120B-A12B-FP8 Qwen3.8-27B-FP8

=0~ PD P4+D4 =0~ Colocated TP8 =O- PDP4+D4 =0~ Colocated TP8

Outpt kens/s/GPU
Output tokens/s/GPU

Output tok/s per request Output tok/s per request
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PD Operational Challenges: Blocks Lifetime on P

KV leases — from fixed timeout to renewal

Retain state while D is waiting. Reclaim capacity when renewals stop.

e Fixed timeout (~480s default)

PREVIOUS: FIXED TTL OF 480 s SHORTENING THE TTL HAS A COST
: . D fails — P can hold abandoned KV for minutes. Busy D — KV may expire while the request queues. J
o Traffic surges and scale-down may expire or :
Request starts Time —
leave blocks on P pinned
. Prefill engine Prefill completes Renew lease ) Release KV )
. KV Le a S e m e C h a n I S m [ Refresh expiry deadline [ transfer hold
o Lease is initiated as request

e nte rs th ¢ q ueue on D Decode engine [ Request enters queue J_}[Queued / transferring\_’_[Kv read completes\
0O Refreshed periodica | |y W/ hea rtbeats (»)] Start renewal tracking Heartbeat every ~5 s | All readers notify P )
D d ies = > b | Ocks Ca n be d ropped SWiftly Renewal starts at queue admission — before execution
o D overloaded=>P blocks are maintained { romwsns B N j

Heartbeats stop

NixIConnector pull - default timings shown - released blocks become eligible for reuse Conceptual timeline — not to scale
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Recap

e Challenges in developing for PD: architectures & kv
layouts

PushMode and the importance of off hot-path processing
Bidirectional KV Transfer for agentic traces
Disaggregating Hybrid models in vLLM

Managing lifetime of blocks on remote

O PyTorch
CONFERENCE |
—NORTH AMERICA 2026—









