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Foundation for Training Parallelism
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The model does not fit One GPU is too slow Only 5-25% of the parameters are active per token, all of them stay in memory
Memory and time force training onto many GPUs For MoE, memory is the constraint
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Parallelism Schemes at a Glance

DATA on GPU O MODEL on GPU 0O GPUs EXCHANGE

EEEEEEEN ‘ |
DP Data parallel o [] gradients
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Parallelism Schemes at a Glance

DP Data parallel

TP Tensor parallel
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Parallelism Schemes at a Glance

DATA on GPU O MODEL on GPU 0O GPUs EXCHANGE

DP Data parallel [] gradients
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Parallelism Schemes at a Glance
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Parallelism Schemes at a Glance

DATA on GPU O MODEL on GPU O GPUs EXCHANGE

EEEEEEEN I 1
DP Data parallel o [] gradients

TP Tensor parallel EEEEEEEE ] activations, every layer

ANEEEEEN
PP Pipeline parallel ======== [] activations, stage to stage

AEEEEEEN I
EP Expert parallel ‘ [] tokens to experts
[T

CP  Context parallel 1 — [] attention keys & values

M data [ model [ experts held by another GPU
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GLM-5.3-Flash (320B-A18B) (“Ox Alpha”)

(Text decoder shown; 24-layer vision encoder and one MTP prediction layer omitted)

T Feed forward (SwiGLU) module
( siLU activation)( Linear layer ]
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mHC (manifold-constrained hyper-connections)

mHC mixer Sublayer mHC mixer
(constrained (attention or MoE) (constrained
mixing) mixing)

with 4 parallel residual streams
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First 3 blocks use
dense SwiGLU FFNs I

~" Sample input text

instead of MoEs

Embedding
dimension of 4,096 (replaces plain residual x + F(x) with constrained multi-

stream mixing)
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source: https://sebastianraschka.com/llm-architecture-gallery/#card-glm-5-3-flash



GLM-5.3-Flash Attention Grid

Each layer in MoE models has an attention module followed by an expert module
We are mainly optimizing for attention activation memory usage for attention grid

Attention Grid Sizes: CP x TP x DP x PP = world size

Attention Layer CP=8, TP=1, DP=2, PP=1, 2 nodes, 16 GPUs
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GLM-5.3-Flash Expert Grid

Expert MLP Layer EP=8, ETP=1, EDP=2, PP=1, 2 nodes, 16 GPUs

VRAM Usage
36
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All-to-All All-to-All Weights
Token Routing Token Routing

We are mainly optimizing for expert weight memory usage for expert grid

Expert Grid Sizes: EP x ETP x EDP x PP = world size
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GLM-5.3-Flash CP & EP Strategies

Expert MLP Layer EP=8, ETP=1, EDP=2, 2 nodes
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VRAM Usage
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Thank You

Suman Debnath

sdebnath@crusoe.ai JOIN US

We're Hiring

Jiale Huang

jhuang@crusoe.ai Distributed Training Experts
Applied Researchers
Daniel Shen Product Managers
) Software Engineers
dshen@crusoe.ai
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