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1 CPU preproc runs ahead of every ranking 
inference, on a deprecated stack

2 Hierarchical and aliased, against flat and 
functional

3 A flat, functional graph moves optimization 
from run time to load time

4 Data-dependent expressions in sparse 
preproc are a finite, nameable set

5 One source file serves both frontends, so 
migration lands incrementally

6 Consistent latency and memory wins, with 
no accuracy change
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Foundational set of aten ops, no 
hierarchy,
No mutable aliases.
Frozen after init passes.

TorchScript: profile, compile, guard

profile profile compile guards fast recompile

a guard failure returns you to the start

PT2 runtime: optimize once at load
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const fold frozen graph, full speed from the first call
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10 mechanical: guards and 
constraints

3 need a rewrite

one forward()

jit.script path
behaviour unchanged

torch.export path
guards and constraints

three-way parity gate
eager == TorchScript == PT2

Inference latency speedup, recorded production traffic

1x 2x 3x 4x

1.2x 3.7x

95 to 97% less memory from model loading

100s× faster warm-up

30 to 40% of graph nodes removed by DCE


