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1 Idle agents, and actors that are not pods
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3 Isolation with gVisor

4 Sleep, wake up, and the birth of an agent

5 Credentials on the network path

6 A2A: sleep until the callback

PLATFORM INFRASTRUCTURE RESEARCH

Collibra is a multi-tenant SaaS platform for data
and AI governance, bringing isolation challenges.

Specialised agent agents could bring untrusted code,
and touch governed data, and sit idle most of the time.

Idle agent cost money, so we need to pack them densely,
will keeping them isolated and not leaking credentials.



THE PROBLEM,  BRIEFLY

Your agent is mostly waiting
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CORE IDEA

Actors are not pods
actors

node

worker pod worker pod

worker pod worker pod
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CONTROL PLANE

Kubernetes stays out of the hot path

one pod per agent

kube-apiserver etcd scheduler kubelet image pull container start

Agent Substrate

atenet-router ate-api-server Postgres
actor row + lease

atelet restore
from snapshot

Kubernetes still runs the platform
WorkerPool and SandboxConfig are CRDs. Workers are ordinary pods, started ahead of time.



A QUICK PAUSE

Doesn't my framework do this already?

Framework checkpoint
e.g. LangGraph

app server process, many agents checkpointer
Postgres

messages

graph state

running subprocess

files in /tmp

in-memory cache

Substrate snapshot
gVisor or microVM

sandbox, one per actor snapshot
object storage

messages

graph state

running subprocess

files in /tmp

in-memory cache



ISOLATION

How gVisor isolates an agent
plain container

agent processes
untrusted code

host Linux kernel

gVisor sandbox

agent processes
untrusted code

Sentry
a Linux kernel in user space, written in Go

syscalls memory netstack

Gofer
file accessLISAFS

open → donated fd

host Linux kernel

seccomp filter



ISOLATION

How Substrate runs gVisor

node

atelet
SandboxConfig

worker pod: cgroup

ateworker-gvisor runsc create, checkpoint, restore

sandbox: actor A
child cgroup of the worker pod

container

Sentry
netstack

Gofer
LISAFS

open → donated fd

runs in the Sentry

actor netns
gVisor takes the interface

gateway netns
atunnel, DNS relay

sandbox: actor B
child cgroup of the worker pod

container

Sentry
netstack

Gofer
LISAFS

open → donated fd

runs in the Sentry

actor netns
gVisor takes the interface

gateway netns
atunnel, DNS relay

runsc starts



ANOTHER QUICK PAUSE

How isolated is each agent?

framework
agents in one process

none, one shared process

one shared heap

every syscall

re-run from checkpoint

code written for it

gVisor
the default sandbox

a user-space kernel per actor

separate per sandbox

a small, filtered set

runs while memory pages in

most Linux syscalls

microVM
Cloud Hypervisor, Kata guest agent

a guest kernel per actor

separate per VM

the VMM and KVM

loads memory, then runs

a full Linux kernel

boundary

memory

host kernel sees

resume

workloads

Same Substrate API for both sandboxes. Pick per WorkerPool.



GOING TO SLEEP

Suspend while the LLM thinks

ate-api-server
object storage

GCS / S3

node

worker pod atelet

local snapshot
resumes stay on this node

memory: process tree

fs/: DurableDir volumes

rootfs/: container overlay

kubectl ate suspend actor
an operator

agent harness
calls SuspendActor

RequestActorSuspend
not exposed to agents yet

wiped, back in the WorkerPool

after 5 min

gone after 30 min

durableSnapshot
PENDING → COMPLETED



WAKING UP AGAIN

Waking up

object storage
GCS / S3

caller
agent framework

atenet-router
Envoy + ext_proc

ate-api-server
scheduler + workflows

Postgres
actor row + lease

node

atelet
DaemonSet

worker pod

ateworker RestoreWorkload

atunnel
:8443

gVisor sandbox

RUNNING

memory

fs/

rootfs/

ResumeActor

Restore fetch snapshot, unless local

mTLS CONNECT
tunnel

parked
retry with backoff

parking full → 503 to the caller

ate-target-actor:
team-b45/agent-4e8



BIRTH OF AN AGENT

Born from a golden snapshot

ActorTemplate*
image, containers

* Upgrading the container means a new ActorTemplate: an actor switches while suspended, keeps its volumes, and loses its memory.

ate-api-server
template reconciler

worker pod

golden actor, temporary

deleted once the Tag is stored

golden snapshot
a Tag, in object storage

SuspendActor

CreateActor
starts SUSPENDED, on the golden Tag

team-a/my-agent

team-a/agent-2

team-b/agent-7

first resume: no cold start



ONE MORE QUICK PAUSE

Framework, or Substrate?

framework only
e.g. LangChain in your app server

Substrate
any agent, as an actor

agents built on the framework's API any language, any harness

isolation tenants share one process a sandbox per agent (tenant)

state kept what your code checkpoints the whole process: memory, files

idle agent a row in a database a snapshot in object storage

wake-up load state, no restore restore: under 400ms

tools run inside the shared server any Linux process, sandboxed

secrets the app server holds them injected at egress, outside

to operate a service you already run a new control plane

Not either/or: your LangChain agent runs inside an actor, next to any other.



FOR MCP AND TOOL BUILDERS

Untrusted code, real credentials

gVisor or microVM sandbox

SPIFFE X.509

atunnel
outside the sandbox

atenet-egress
checks EgressPolicy

external API
api.github.com

credential provider

Authorization: Bearer ghp_••••



PUTTING IT TOGETHER

A2A: sleep until the callback

node

worker pod

team-a/my-agent

atenet-egress

node

worker pod

remote agent (A2A)

atenet-router

ate-api-server snapshot
local disk or object storage

A2A task + push URL + token
EgressPolicy, actor JWT

SuspendActor

push notification + token

ResumeActor



Thank you
THE PROJECT

THESE SLIDES

github.com/agent-substrate/substrate

alexvanboxel.name
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