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Scaling and performance evidence
Distributed MPS capacity 131,072 MPS sites on 16×A800

Median end-to-end runtime on Apple arm64; lower is better. The SWAP panel marks FlagQuantum's product-state 
eligibility threshold.

Open source: github.com/flagos-ai/FlagQuantum Evidence shown: lower is better where runtime is plotted

FlagQuantum is highlighted in the domain-solution layer, linking PyTorch-native 
quantum workloads with FlagOS libraries, tools, and heterogeneous compute.

FlagQuantum architecture: PyTorch to QPU

31 qubits differentiable statevector
16 GPUs · cross-node autograd · end-to-end value + gradient

PyTorch model and training loop
torch.nn.Module · tensors · optimizers · loss.backward()

↓
FlagQuantum Python API

fq.Circuit · fq.Module · fq.run · fq.train

↓
FQIR and autograd contract

circuit · parameters · operators · observables · gradients

↓
Compiler and execution planner

state representation · kernels · memory · sharding · device placement

↓ ↓
Simulation and training

PyTorch native · Triton / JAX · multi-GPU state 
sharding

QPU deployment
parameter binding · topology routing · quantum 

providers

↓ ↓
FlagOS heterogeneous 

runtime CUDA · ROCm · CANN · vendor runtimes · quantum providers

The PyTorch program and autograd interface stay fixed while FlagQuantum selects the state 
representation and execution target.

Quantum compute in FlagOS

d

Example: QPU digital twin

Statevector · calibration-derived NoiseModel · Baihua QPU (Q123–Q124, 10,240 
shots/basis)
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FlagQuantum Execution & Research Continuum:
Local Simulation →Distributed Training →Digital Twins →QEC Memory →Fault-Tolerant Quantum Computing 


