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A model deployment

One endpoint

Team A Team B Team C

SRE / IT Capacity SLOs Upgrades Recovery

Inference at production scale takes an ecosystem

Production inference service

Small / medium models Large / MoE models

Maximize useful tokens from shared infrastructure



State-of-the-art 
Distributed Inference 
at Scale.



An industry coalition for inference at scale
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Joined forces

May 2025

Engine execution

KV cache management
Accelerator    CPU    Shared

NVIDIA, AMD, Intel, Google TPU, …

llm-d router
KV-aware routing, P/D, Wide EP

…

Any model, any engine, 
any accelerator, any cloud



Our journey to state-of-the-art inference

Kubernetes
Inference Gateway

llm-d launch

May 2025

v0.10

Sep 2026

Prefix + load-aware
routing

Over 35% lower TTFT
Google Gemini platform

Filesystem KV offload

13.9× throughput
llm-d

P/D disaggregation

Up to 70% more tok/s
AWS

Wide EP RL rollouts
Prime Intellect

KV-aware routing

3× output throughput
2× faster TTFT
Tesla

Tiered KV reuse

2.9× output tok/s
llm-d

Multimodal E/PD

2.4–2.8× requests/s
llm-d / SGLang

Frontier MoE serving

Kimi K3 / 2.78T
DigitalOcean

GLM-5.2 in production
Mistral

Agentic serving

3,000 coding agents
5–10× lower GPU
cost/token vs APIs

IBM Research

Engine execution
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Accelerator    CPU    Shared
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llm-d router
KV-aware routing, P/D, Wide EP

…

Any model, any engine, 
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A growing 
community

llm-d/ADOPTERS.md

Hyperscalers 
& neoclouds

MaaS providers

AI labs 

Enterprises running 
their own inference

500+ 
contributors

25+
collaborating 
companies

Engine execution

KV cache management
Accelerator    CPU    Shared

NVIDIA, AMD, Intel, Google TPU, …

llm-d router
KV-aware routing, P/D, Wide EP

…

Any model, any engine, 
any accelerator, any cloud



State-of-the-art inference. Ready for Day 2.

1.0
Sustain performance
as the service evolves

Stable v1
configuration API



State-of-the-art inference. Ready for Day 2.

1.0
Stable v1
configuration API

Multi-tenant QoS

Priority + fairness-aware flow control

Zero-downtime ops

Router HA + coordinated P/D rollouts

Active Standby Next version

Agent-aware serving
Session affinity, turn priority, Responses state

Turn 1 Session state Turn 2

Shared capacity

Sustain performance
as the service evolves

Engine execution

KV cache management
Accelerator    CPU    Shared

NVIDIA, AMD, Intel, Google TPU, …

llm-d router
KV-aware routing, P/D, Wide EP

…

Any model, any engine, 
any accelerator, any cloud



Let’s see it in action…



https://llm-d.ai Join Community Slack
llm-d.ai/slack

Come build the future of distributed inference with us!

Explore the Well-Lit Paths

Learn more and
contribute

And leave us a star!
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