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vLLM - OpenVINO Ecosystem

Neural Compressor Framework 
[NNCF]

Compression techniques which are automatic accuracy-
driven tuning strategies with hybrid quantization. 

Supported multiple Quantized memory format options.
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vLLM Platform plugin entry-point 

Platform : OpenVINO
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OpenVINO Runtime

Supports multiple 
Quantization Schemes

Transformations for 
common patterns

Abstraction for Memory model 
and third Party Integration

Platform init.

Interfaces

vLLM

OpenVINO Runtime

vLLM PR # 9228 – vLLM 
Enablement for Arm



OpenVINO Optimizations for ARM for LLM Inference

Linear layers

Attention Layers

Kernel Selection* Based on Hardware support

Supports Low precision weight formats INT8 / 4

Fused Packing and Execution

*  KleidiAI micro-kernels are used

Vectorized with NEON/SVE

Supports KV caches in INT8

Supports Paged-Attention implementation

OpenVINO PR # 27841 –
Paged Attention for Arm

OpenVINO PR # 31805 
INT4 Inference on Arm 
With Kleidi Ai Kernels



Mixture of Experts (MoE) Inference on CPUs

Benefit on CPU

Sparse Activations Memory Capacity 

Opportunities

Model development Performance tuning

Python

Abstraction

Modularity

Conditional Constructs

Pattern matching

Constant Folding

Op Fusion
Cache

Locality



Executor Design in OpenVINO with NUMA streams
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OpenVINO CPU Plugin
Detect CPU topology and organize available cores

Stream Allocation
Identify NUMA nodes → assign streams → Pin to Core Groups (CG)

Memory Manager
Abstraction that internally manages memory partitions per core group

Fully-Connected Executor
Manages Weight Pre-packing and splitting across NUMA (CG) 



GatherMatmul Fused operation for MoE
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E Expert Weights

TTFT Reduction3.6x TPOT Reduction

Gather rows Scatter rows

A Activation gathers as per router

• Independent Expert Prepacking: Each
expert’s weights are prepacked
independently, enabling efficient
execution without repacking weights at
runtime.

• Routing-Aware Execution: The
executor uses routing information to
pack activations for cache-friendly
GEMM execution

6.2x

Before Transformation After Transformation*

Throughput 40 TPS 250 TPS
Results:

Machine : AWS Graviton 3E
Model     : GPT-OSS 20B
Software : vLLM with OpenVINO backend 

* KliediAI INT8 microkernels are used for gathermatmul operator
OpenVINO PR # 34303 
GatherMatMul for Arm with 
Kleidi AI Kernels.
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