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Who we are ?
Crusoe is a vertically-integrated  AI infrastructure company. 

AI Cloud Platform
Infrastructure and Platform as a service

Environmentally Aligned Power Sources
Wind, solar, flaring, hydropower, 
geothermal, carbon capture

AI Data Center Infrastructure
Crusoe’s modular, scalable build

Managed AI
AI as a service
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Crusoe Cloud

Security + Compliance + Governance 

Crusoe Developer Tools

Terraform Provider MCP ServerCLI APIs

FeaturesServices SKUs

AI IaaS
(Infrastructure as a Service)

AI PaaS
(Platform as a Service)

AI Compute High-Performance 
Storage

Accelerated 
Networking

Block Storage

File Storage

Object Storage

VPC

NVIDIA InfiniBand

Load Balancers

Bare Metal

GPUs

NVIDIA AMD

Crusoe Managed 
Kubernetes

Container 
Registry

Crusoe Managed 
Slurm

AutoClusters

Cluster Autoscaler

Standard mode

Pull-Through Cache 
mode

Active Health Checks

NVIDIA GPU & Network Operator

AI Platform
Crusoe Cloud Console with Crusoe Command Center (Unified operations platform)

AIaaS
(AI as a Service)

Crusoe Managed InferenceCrusoe Serverless 
Fine-Tuning

Tailored Deployment

Serverless Inference

Self-Serve Deployment

Proprietary Inference Engine 
powered by MemoryAlloy

LoRA

Dataset store

Private model store

Managed AI
Crusoe Intelligence Foundry

Models

…



Why We Build This
Proprietary models will push the frontier. Customized models will run the everyday.

Frontier tasks
→ Proprietary models

The majority of daily tasks
Existing workflows, Evaluable outcomes  

→ Customized models

Novel, open-ended problems that 
need the most general capability

10×
lower cost

Higher
accuracy on your own tasks



Customized LLM Lifecycle

Crusoe Managed Post-Training Platform

AVAILABLE NOW

01

Open-Weights
Model

Start from a strong 
base

02 COMING LATER

Continuous
Pretraining

Inject domain 
knowledge

03

Post-Training
SFT + RL

Align to tasks & 
preferences

04

Distillation

Smaller, faster to 
serve

05

Deploy for 
Inference

Serve in production



Crusoe Managed RL
A Tinker API-compatible post-training platform. You decide what to learn; we run the GPUs.

YOUR CODE | CLIENT

Custom environments
Your tasks, tools, multi-turn rollouts

Reward grading
Your verifiers, rubrics, LLM judges

Training loop
Tinker cookbook recipes, as-is

CRUSOE MANAGED RL PLATFORM | GP U SIDE

Sampling at scale
Fast rollouts on dedicated GPUs

Training compute
Forward/backward, optimizer, 

loss

Weights & checkpoints
Yours to download anytime

GPU orchestration
Provisioning, scheduling, 

recovery

data | advantages

Tinker API

samples | logprobs



Thank You

TRY I T

Try Crusoe Managed RL
Reach out to get access:

yiwei.song@crusoe.ai

JOIN US

We’re Hiring
Applied Researchers
Distributed Training Experts

Scan to sign up
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