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Operationalizing Security for FSI Organizations 
From Al governance principles to runtime control

User Agent Data Model Tools Financial 
System

Human 
Approval

Al security is no longer 
just about the model.

It's about governing an 
execution chain.
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MONICA MOCK-SIPOS
● Worked in Financial Services for over a decade
● Lead Red Hat’s OpenShift specialist org for North American Financial 

Services
● Specialize in  hybrid operations, security and control-plane design, and 

getting agentic workloads onto Kubernetes without breaking governance, 
audit, or operational standards. 

● Background in cybersecurity, enterprise AI architecture, data, integration, 
and software development

● Active CISSP

LinkedIn
Medium

3

https://www.linkedin.com/in/monica-mocksipos-cissp/
https://medium.com/@mmocksipos


The Security Boundary Has Moved
The model is not the security boundary. The execution environment is.



One FSI Workflow, Many Trust Transitions 
Agent-assisted suspicious payment investigation
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Enterprise Al Operational Model
Eight operational responsibilities for trusted Al execution.
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Open Source Makes This Operational
Illustrative architecture using open-source projects aligned to the Enterprise Al Operational Model.
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A Secure, Auditable, and Replayable Agentic Workflow
Agent-assisted suspicious payment investigation using open standards and open-source building blocks.
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Operationalizing Secure Al for FSI
Four practical steps to turn the Enterprise Al Operational Model into action.
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Additional Resources
Notes, standards, and open-source references behind the Enterprise Al Operational Model.

FINOS CALM: Architecture as 
code

FINOS Al Governance 
Framework (AIGF): FSI Al risks 
and controls

Enterprise Al Operational 
Architecture Model: Article series

SPIFFE / SPIRE: Workload 
identity

Open Policy Agent / Kyverno: 
Policy evaluation and 
enforcement

OpenFGA / Keycloak: 
Authorization and identity-aware 
access

OpenShell: Open-source agent 
sandbox/runtime boundary

Model Context Protocol (MCP) / 
LangGraph: Tool integration and 
agent workflow

Kata Containers / Cilium / Falco: 
Isolation, network controls, 
runtime detection

PostgreSQL / Redis / Apache 
Kafka: State and eventing

Argo Workflows / Temporal / 
Kubernetes: Coordination and 
orchestration

OpenTelemetry / Jaeger / 
Prometheus: Telemetry and 
operational evidence

Sigstore / in-toto: Artifact 
provenance and supply-chain 
evidence
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https://calm.finos.org/
https://github.com/finos/ai-governance-framework
https://github.com/finos/ai-governance-framework
https://medium.com/@mmocksipos
https://medium.com/@mmocksipos
https://spiffe.io/
https://www.openpolicyagent.org/
https://kyverno.io/
https://openfga.dev/
https://www.keycloak.org/
https://github.com/NVIDIA/OpenShell
https://modelcontextprotocol.io/
https://langchain-ai.github.io/langgraph/
https://katacontainers.io/
https://cilium.io/
https://falco.org/
https://www.postgresql.org/
https://redis.io/
https://kafka.apache.org/
https://kafka.apache.org/
https://argoproj.github.io/workflows/
https://temporal.io/
https://kubernetes.io/
https://opentelemetry.io/
https://www.jaegertracing.io/
https://prometheus.io/
https://www.sigstore.dev/
https://in-toto.io/


Thank You!
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QR Code for Session Feedback


