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➔ A competition that rewards autonomous 
systems that find and patch vulnerabilities in 
source code — Cyber Reasoning Systems 
(CRS).

➔ The challenges are well-known open-source 
projects.

➔ The vulnerabilities are realistic or real.

➔ Patching is worth more than finding.

➔ Code and data will be released open source.

WHAT IS AIxCC?





➔ $4,000,000



COMPETITION AGGREGATE RESULTS - REAL WORLD, NON-SYNTHETIC VULNERABILITIES
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Cloud Lock-In

Infrastructure Duplication

Monolithic Design

Running All Finalist CRSs



OSS-CRS: Open CRS Standard & Framework



Given an OSS-Fuzz project, which contains fuzzing harnesses (program entrypoints)

● Explore: navigates the codebase to identify weaknesses.

● Reproduce: create an executable proof-of-vulnerability.

● Diagnose: triage the root cause.

● Remediate: proposes a patch that mitigates the proof-of-vulnerability.

● Techniques span fuzzing, static analysis, agents, or any combination.

A Cyber Reasoning System (CRS) is an evidence-producing autonomous 
system that participates in an end-to-end security operation.

In the setting of the AI Cyber Challenge, a CRS finds and fixes vulnerabilities.

What is a Cyber Reasoning System?



Core Security Artifacts
The four fundamental currency primitives powering autonomous cyber reasoning systems

ENTRYPOINT & TARGET WRAPPER

Harness
Wraps target library APIs into an executable 
entrypoint (e.g., LLVMFuzzerTestOneInput) to 
ingest inputs.

CORPUS & EXPLORATION

Seed
Synthesizes well-formed test inputs that maximize 
code coverage and unlock deep program paths.

FAULT WITNESS & TRIGGER

Proof of Vulnerability (PoV)
Delivers an explicit input payload that reliably 
triggers an oracle (e.g. AddressSanitizer) crash.

DETERMINISTIC REMEDIATION

Patch
Produces a verified unified diff that eliminates the 
PoV crash while preserving existing regression 
test suites.



Core Security Artifacts
Concrete primitives powering autonomous discovery, reproduction, and remediation

1. Exploration (Seed)

2. Reproduction (PoV)

3. Remediation (Patch)

Seed Input
Corpus testcase

Harness (Entrypoint Wrapper)

Target Library APIs
Functions / code under test

Gains Code Coverage
Reaches deeper branches & states

PoV Input
Crashing input payload

Harness (Entrypoint Wrapper)

Target Library APIs
Vulnerable code executed under ASan

Triggers Crash!
Concrete proof of bug (ASan abort)

PoV Input
Identical crash payload

Harness (Entrypoint Wrapper)

Target Library APIs + Patch Applied
Verified unified diff fixes root-cause flaw

No Crash (Clean Exit)
Vulnerability successfully neutralized



CRS

Projects

Deployments



Target Layer

Projects

Standardized Benchmarking
● Reuses Google's OSS-Fuzz 

standard without schema 
changes.

● Exposes 1,000+ real-world 
open-source repositories.

● Instant coverage for C, C++, and 
Java targets.

1,000+ Codebases
Native OSS-Fuzz Compatibility

Reasoning Layer

CRSs

Modular Cyber Reasoning Systems
● Registered via declarative, 

lightweight YAML manifests.

● Supports modular bug-finders, 
triage, and patch agents.

● Enables multi-tool ensembles and 
comparative evaluation.

YAML Manifest Driven
Zero-Code Module Registration

Execution Layer

Deployments

Uniform Operational Contract
● Identical execution contract from 

laptop to cloud.

● Runs on Docker Compose, CI/CD, 
or Kubernetes.

● Enables air-gapped security 
enclaves without code edits.

Single Contract
Laptop to Enterprise Cluster

Architectural Scalability
Decoupled target, reasoning, and execution layers for enterprise open-source security



01 Phase 1: Prepare

Offline Environment 
Hydration
Builds CRS base images 
offline and pre-caches 
LLM tools, compilers, 
and wheels to eliminate 
rebuilds downstream

02 Phase 2: Build-Target

Target Compilation & 
Sanitizers
Compiles SUT with CRS 
instrumentation.
Could include 
instrumenting with ASAN
and generating static call 
graphs

03 Phase 3: Run

Isolated Campaign 
Execution
Launches flat runner 
containers with 
dedicated CPU cores 
and mounts build 
artifacts

Architectural Guarantee: This flat container structure guarantees reproducible caching across projects and campaigns.

Execution Pipeline Architecture
Three-Stage Unified Execution Lifecycle



Execution Pipeline Diagram



COMPUTE SANDBOXING

Hardware Isolation & Resource Guarantees

Strict Core Pinning (cpuset)
Pins dedicated CPU cores per CRS

Memory Limits per Container
Enforces hard RAM ceilings

Separate Allocation for Helper Services
OSS-CRS infrastructure services will not be contending for 
resources with deployed CRSs

PROXY CONTROLS
Unified LLM Proxy Architecture

Model Aliasing (LiteLLM)
Redirects legacy models to self-hosted vLLM or frontier 
models without code changes.

Cost & Rate Governance
Enforces strict spending caps and tracks token 
consumption per target repository.

Enterprise Privacy & BYOK
Centralized API key management with local base-URL 
redirection for secure environments.

Compute Sandboxing & Proxy Controls
Architectural isolation and governance controls for secure LLM execution



COMMON HELPER UTILITIES

Blob Deduplication
Built-in

Replay Verification
Test-suite validation

Target Rebuilding
Incremental updates

INPUTS

Source Code

Harnesses

libCRS & Artifact Bus Architecture
Standardizing Intra-CRS Communication & Execution Workflows

libCRS & Artifact Bus
ARTIFACT EXCHANGE ABSTRACTION

Single API for intra-CRS communication & core 
primitive standardization

OUTPUTS

PoVs & Seeds

Patches & SARIF Reports

ENVIRONMENT AGNOSTIC BACKEND

Local Execution
Shared volume mounts and filesystem 
locks for rapid developer iteration.

Cloud Execution
Seamless mapping to blob storage without 
altering agent code.



Composing CRSs



AIxCC Finalist System Original Architecture OSS-CRS Modularization Role in OSS-CRS

Team Atlanta
Atlantis

3 Monolithic Subsystems Decomposed into 5 independent 
modules

Multilang seed generation, 
fuzzing, and patching

Shellphish
Artiphishell

Tightly coupled CRS stack Split into 7 swappable modules
(incl. AIJON feedback & Grammaroomba)

Flexible feedback-driven fuzzing 
and grammar analysis

Buttercup &
FuzzingBrain

Cloud fuzzing stacks Extracted into standalone, 
composable tools

Dedicated corpus seed 
generation

Modern Coding
Agents

General-purpose LLM CLIs Integrated directly into automated 
pipelines

Automated patching pipelines 
(plug-and-play ecosystem)

Modularization of AIxCC Finalist Systems



STEP 01 EXPLORE

LLM Grammar 
Agent

Reverses input grammar to 
generate structured seed 
files for deep parser reach.

• Input Grammar Reversal
• Seed Corpus Generation

Decoupled Tool Execution via libCRS
CROSS-POLLINATION PIPELINE ARCHITECTURE

STEP 02 FUZZ

Fuzzer Engine

Saturates coverage with 
seeded corpus to discover 
deep sanitizer crashes.

• Branch Saturation
• Crash Discovery (ASan)

STEP 03 TRIAGE

Crash Triage

Captures execution traces, 
deduplicates PoV findings

• Sanitizer Tracing

STEP 04 REMEDIATE

Claude-Code & 
Atlantis

Agents synthesize candidate 
fixes; LLM judge validates 
and merges optimal patch.

• Parallel Patching
• LLM Judge Verification

libCRS Data Bus
Artifact Pipelining Layer
Zero Direct Coupling

SEED CORPUS

Structured Inputs

CRASH TRACES

Heap Overflow Data

PATCH 

Verified Fix



Autonomous Multi-CRS Coordination
ARTIFACT PIPELINING: HARNESS, POV, PATCH → CONSOLIDATED REPORT

STAGE 01  • AIxCC / LLM Agent

Harness Gen CRS
● Autonomous entrypoint wrapper
● LLVMFuzzerTestOneInput

STAGE 02  • Hybrid Fuzzing Engine

Bug-Finding CRS
● Input: Target Fuzz Harness
● Discovers sanitizer crash & PoV

STAGE 03  • Agentic Repair & Judge

Patching CRS
● Inputs: Harness + PoV Crash
● Synthesizes zero-regression patch

Harness (Target Fuzz Wrapper) PoV Patch

CONSOLIDATED DELIVERABLE:  Developer Bug Report & Verified Pull Request

1. Repro Harness
Autonomous entrypoint wrapper enables instant 
local verification

2. PoV Crash Witness
Minimal testcase & sanitizer trace proving memory 
safety impact

3. Verified Patch
Zero-regression code diff ready for 1-click 
maintainer merge

Harness Passed to Patching CRS (Re-Test)



wolfSSL: Autonomous Harness Generation
CRS created an LLVMFuzzerTestOneInput harness targeting wolfSSL's wc_PKCS7_Verify API

TARGET INTERFACE & GAP

wc_PKCS7_Verify API

● Target API: wc_PKCS7_Verify in wolfSSL

● Coverage Gap: Unreached by standard fuzzing due to 
strict ASN.1 format expectations

Status: No native fuzz harness existed for this API

Result: New entrypoint LLVMFuzzerTestOneInput(data, size) unlocked previously unreachable cryptographic code paths.



wolfSSL: Bug-Finding & PoV Discovery
Agentic seed generation and automated AddressSanitizer crash reproduction

VULNERABILITY MECHANISM

Heap Buffer Overflow in pkcs7.c

● Root Cause: Length parsing flaw in GetASN_Items during 
certificate decode

● Vulnerability Class: Heap-buffer-overflow (CWE-122) via 
32-bit integer wrap-around

● Consequence: Malformed sequence header allowed 
out-of-bounds heap memory access

Input blob to harness that triggers Address Sanitizer means we found a memory vulnerability



wolfSSL: Deterministic Patch & Verification
Autonomous patch synthesis with full regression test suite pass

SURGICAL REMEDIATION

Arithmetic Guard in pkcs7.c

● Bounds Enforcement: Added defensive bounds 
checks on certSz before arithmetic indexing

● Reordered Checks: Reordered sequence length 
validation to reject malformed headers early

● PoV Neutralized: Replaying PoV against patched 
target no longer triggers ASAN crash

File: wolfssl/src/pkcs7.c (clean 6-line unified diff)

Autonomous Lifecycle Complete: Harness Generation → PoV Reproduction → Patch Synthesis → Oracle Verification.



DEFENSE TRACK

Institutional Partnerships
Collaborating with MIT Lincoln Lab & 
DARPA.

Air-Gapped Infrastructure
Offline local models for classified 
enclaves.

EDUCATION TRACK

Community Competitions
Powering Mini-AIxCC challenges with 
NYU & CSAW.

Academic Benchmarking
Lowering hardware barriers for student 
research.

AUTOMATION TRACK

Workflow Integration
Automating triage and PR patching in 
GitHub Actions.

Roadmap Tracks
Strategic directions across defense security, academic programs, and workflow automation



GET INVOLVED — COMMUNITY RESOURCES

CODE

https://github.com/ossf/oss-crs

COMMUNITY SLACK CHANNEL

https://openssf.slack.com/archives/C0BAY36H2DB

BENCHMARK SUITE

https://oss-crs.openssf.org/crsbench

Open community participation, code contributions, and modular CRS 
adoption are welcome.

Get Involved & Join the Community

https://oss-crs.openssf.org


