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What is Prefix Caching?

e KV cache is used to avoid recomputation
per generation step within a single
request

- Itis discarded once generation completes

e Prefix Caching shares KV tensors across

independent requests

- Matches prefixes using block hashing in the
pool
- It helps reducing Time-To-First-Token (TTFT)
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How PagedAttention

Logical KV Blocks

~

Logical Block 0: "Alan", "Turing", "is", "a"

-
\ J -

Logical Block 1: "computer", "scientist", "and",
"mathematician”

I N

Logical Block 2: "who", "pioneered", "modern”, "computing" -

\ J

Continuous token sequence per request
mapped virtually.

1. Dynamic Allocation

KV cache blocks are allocated on-demand as
sequences grow, preventing pre-allocation
waste.

Works

Block Table

LOGICAL PHYSICAL

Block 0 Frame 7
Block 1 Frame 1 Frame 3: "who",
\pioneered", "modern",
_/. mputing
Block 2 Frame 3

Maps logical blocks to
non-contiguous physical
memory.

2. Zero Fragmentation

Fixed-size physical blocks eliminate internal
and external memory fragmentation entirely.

allocated

Physical Memory Pool (GPU RAM)

Frame 1: "computer”, Reserved
"scientist", "and",

"mathematician"

Frame 4: Req B Data Unallocated

Frame 7: "Alan",

"Turing", "is", "a

Frame 8: Req B Data

3. Efficient Sharing

Enables seamless memory sharing for
parallel sampling and prefix caching across
requests.
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vLLM [Engine Step]

- Say we have two scheduled requests, and set block_size=2.
- Request 1: “The sky is blue”
- Request : “"Describe the night sky”

reql req2

[ The ] [ sky }[ is J[ blue J [ Describe J[ the ] L night 7} L sky }

0 q 2 3 4 5 6 7
tokens [ The ] [ sky ] [ is ] [ blue ] [ Describe ] [ the ] [ night J [ sky J
request reql reql reql reql req2 req2 req2 req2
position 0 Al 2 8 (¢} a 2 3
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vLLM [Block Pool]

o () D) ) ()

a91£3c07 e 5e02b8d4

parent

req2 [Describe][ the ]L night ‘ { sky ‘

c7d14a96 |——>  3b8e0f52 |

one hash per full block (2 tokens here)

block size 2 here:

KV cache - block size = 2 in this example
(slot 2 (slot 3
block 1 The sky
- @
slot 4 slot 5
block 2 is blue
,slot 6 slot 7
block3 | pescribe the
>
‘/slot 8 Vslot 9
block 4 night sky
block 5 ree 1 free
hash — block

slot = block x block size + offset

“The”=1x2+0=slot2

- Now, say we get a new request, ”

happens?

“Describe” =3 x2+0=sloté

in detail”

,

a91£3c07

5e02b8d4

c7d14a96

3b8e0f52

- what



vLLM [Prefix Cache Hit for KV Cache Reuse]

req3 arrives KV cache - block size = 2 in this example
[Describe} [ the } night sky in detail s e
slot 2 slot 3
block 1 The sky a91£3c07
parent &
c7d14a96 3b8e0f52 e64ald9b slot 4 (slot 5 R
' block 2 is blue 5e02b8d4
() (w) )
slot 6 slot 7
block 3 Describe the c7d14a96
scheduled this step slot 8 slot 9
block4 | night sky 3b8e0£52
tokens [ in J [ detail J slot 10 slot 11
block 5 [ in detail e64aldob
request req3 req3
. hash each full block (with its parent)
position 4 5

¢7d14a96 - block 3, 3b8e0f52 — block 4: hits
e64ald9ob: new, gets block 5

A W N R

only in detail runs, at positions 4 and 5
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Qwen3-Omni

Qwen3-Omni serving flow

Text — Stage 0 Stage 1 Stage 2
Image —_—

Thinker p— Talker — Code2Wav
fudn reasoning + text RVQ codec codes waveform audio
Video —_— |

\ NG
: I
Text Audio

AR scheduling, takes hidden states from thinker
This can run in vLLM (AR decoder)

Not AR, converts audio codec tokens to waveform
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/LLM-Omni

A unified serving runtime s N
. . Orchestrator ( )
@ Text admit requests @ Text
L g advance stages 2
- - 3 L stream outputs. ] "||||" Speech
-||||II- Audio / l \ !
5 ) PSS r O = i R cm— 2 Image
~ Image AR engine Diffusion Action L )
L ) speech and omni. image and video. robot policy. [F )
i ©) l Video
. ) @’ so & D J
Video < & :
L
S & L 7 t 2N l J _/\% Action
OmniConnector
states, codecs, latents, KV

arXiv:2610.09307
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vLLM Omni + Qwen3-Omni

API server process Stage 0 - Thinker (Cown process
HTTP server engine core model runner (GPU)
OpenAI-compatible APT scheduler - KV cache Omni prefix cache

shared memory

Omni engine client

submits requests, hands back outputs Stage 1 - Talker own P"’ce“)
client
engine core model runner (GPU)
queles scheduler - KV cache Omni prefix cache
Orchestrator thread
shared memory
its own event loop
builds the next stage's prompt Stage 2 - Code2Wav (own process )
after each stage finishes
sends outputs to the client engine core model runner (GPU)
ZMQ scheduler audio decoder

ZMQ, via the orchestrator: requests, prompts, outputs

shared memory, stage to stage: tensors
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[VLLM Omni] What's the Problem?

For autoregressive decoding, we mostly need the last row for sampling.

queries (scheduled) keys / values, found via the block table hidden states out
f Describe 1ot 6
block 3 - cached
F th slot 7
I ght lot 8
block 4 - cached
F ky lot 9
block 5 - written now
pos 5 detail

2 query tokens 6 positions

But if we need hidden states, not having the tokens scheduled means we don’t
have an easy way to get the hidden states corresponding to the cache hits.
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[VLLM Omni] Core Idea: Reuse vLLM'’s Block Pool

If tensors are 1:1 with input tokens and need to be reused, we can hold our own
cache, and use the indices from the block table

Omni cache: block hash - hidden states
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[VLLM Omni] Core Idea: Reuse vLLM'’s Block Pool

To implement it, we can use the indexing into the block table to reindex into our
own 3D cache!

the KV cache: blocks x 2 slots Adva ntages:
- 3D cache can stay on CPU
blockl | slot 2 slot 3 - Block reuse is handled
block2 | slot 4 slot 5 automatically; the indices will jUSt
block3 | slot 6 slot 7 clobber the data in our tensor
block4 | slot 8 | [ slot 9 cache

block 5 slot 10 slot 11

Disadvantages:
- Lots of copying to the separate
tensor cache
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[VLLM Omni] Minimizing Copies

Instead of copying to a separate 3D
tensor, we can instead create a new
‘save’ on each engine step, which okt | O
holds the tensors unique to that

engine step. .

block 3

nothing recorded yet

This lets us avoid turn this into a L
reference counting problem, but we B
need to handle updates and

deletions.
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[VLLM Omni] Handling Updates / Deletes

When a block is reused,
we can update update the
reference counts in
existing saves.

If a save no longer has any
references, it can be
purged. Otherwise we can
try other approaches, e.g.,
compaction.

after step 2

block 1

block 2

block 4
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Performance: Prefix Caching in vLLM vs vLLM Omni

We can evaluate the performance of
vLLM Omni’s implementation against -

TTFT by concurrency (prefill only, 4k shared prefix, 1 output token)

—— vllm, cached ,0
vLLM by running an autoregressive BN i i i o
. . . == omni-optimized, uncached 4
decoder in isolation! _ ;A
2 4000 —
- e.g.,, Qwen3-Omni-30B-A3B-Captioner (thinker = S
only Qwen3Omni variant) F 3000 ,/ J/
3 # &
= 2000 el
This lets us ensure the concurrency oA
. . . 1000 - e
scaling is comparable for prefill-heavy e .
workloads, while producing th S = ' '
, prO ucing the tensors 1 2 4 8 16 32 64

Concurrent requests

we'd need to forward to the next stage
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Limitations & Future Work

- Currently only autoregressive stages with a single block table support prefix
caching in vLLM Omni

- Work to support prefix caching for non-autoregressive stages and
architectures with multiple block tables, e.g., hybrid models, will follow in the

future
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Refs

- vLLM'’s docs on prefix caching

- vLLM Omni’s docs on prefix caching
- Original implementation of tensor prefix caching in vLLM Omni: vllm-omni/2164

- Optimizing with reference counting approach: vlim-omni/9039
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https://docs.vllm.ai/en/stable/design/prefix_caching/
https://docs.vllm.ai/projects/vllm-omni/en/latest/design/feature/prefix_caching/
https://github.com/vllm-project/vllm-omni/pull/2164
https://github.com/vllm-project/vllm-omni/pull/9039










