Preserving PyTorch Semantics on Edge GPUs: grid_sample with ExecuTorch + Arm VGF
A reusable tosa.CUSTOM path from portable PyTorch semantics to backend-native GPU capabilities
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@ Motivation: RIFE video frame interpolation

RIFE uses grid_sample for image warping to generate intermediate
frames in video processing. Supporting this operator efficiently

@ What is grid_sample?

Samples input features at locations specified by a grid of (x, y) coordinates.

@ Why is it difficult to lower to standard TOSA?

Complex operator semantics Backend-specific concerns
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@ Design decision: preserve semantics with tosa.CUSTOM

Reusable beyond grid sample
A reusable path for PyTorch operators outside standard TOSA to backend-native GPU capabilities.

Decompose to standard-TOSA graph

Represents grid_sample using many
lower-level TOSA operations.
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@ What does tosa.CUSTOM carry?

Backend-native primitive
(VGF compute shader)

Preserve as a custom operator
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Keep grid_sample as a semantic operation
and map to a backend-native primitive.

Preserves PyTorch semantics

Clean graph boundary
in ExecuTorch/TOSA

Maps naturally to GPU
sampling capabilities

Efficient implementation
on VGF

tosa.CUSTOM is not just an unsupported-op marker — it carries a complete VGF execution contract.

Implementation_attrs (VGF execution contract)

tosa.CUSTOM e

Shader entry point
and binary

« shader entry point name
« compiled SPIR-V binary

Descriptor bindings

* input feature map

« grid (image or tensor)
* output tensor

+ sampler state (if image)

operator: "grid_sample”
domain: "arm.vgf”

Results & validation

End-to-end correctness

PyTorch eager —» ExecuTorch — TOSA CUSTOM - VGF runtime — compare output

v graph rewrite v artifact

v payload v runtime numerics

Vulkan formats

« tensor/image formats
 data types
* layout (NCHW/NHWC)

Dispatch configuration

* workgroup size

» dispatch dimensions
(e.g. [&x, gy, 1))

operation would require a large and complex standard-TOSA graph.

@ How it works: from PyTorch to VGF execution
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Keep : Apply VGF-specific Rewrite to Attach execution VGF runtime loads
aten.grid_sampler_2d —P legalization: -» tosa.CUSTOM -» contract (implementation_attrs) —» shader and dispatches
intact in ExecuTorch + layout (NCHW = NHWC) with VGF with shader, bindings, compute work.

graph, « quantization

« tensor/image formats
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aten.grid_sampler_2d

Backend chooses the appropriate implementation

tosa.CUSTOM
(grid_sample)

i i

Image / Sampler path & Tensor / Buffer path
(when supported) = (general fallback)

» Uses GPU image/sampler

» Leverages native sampling
hardware

» Optimized path on VGF

« Uses tensor/buffer resources
« Supports wider configurations
« Same operator semantics
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End-to-end RIFE inference latency

Decomposed TOSA ops

tosa.CUSTOM shader

Representative end-to-end result; exact uplift depends on model, image resolution and number of grid_sample calls.

implementation_attrs.

TOSA
tosa.CUSTOM

formats and dispatch.
| ! |

VGF

Compute Shader
implementation_attrs

VGF compute shader execution (image/sampler path)
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VGF compute shader (SPIR-V)
shader entry point
v

[ dispatch_compute [gx, gy, 1] ]

OVER 70%

lower inference latency

~117 ms

Preserve the semantics. SpECialize at the backend. tosa.CUSTOM bridges PyTorch grid_sample to a backend-native primitive

with an explicit VGF execution contract.

Portable PyTorch models without giving up hardware-native GPU acceleration.




