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torch.monarch™

Monarch is an API for your supercomputer

Machines are Python host objects.
hod d class HostMesh:
Host methods create processes an def spawn_procs(

actors. self, per_host=None

Pass RDMA buffers between actors ) -> ProcMesh: ...
to move data at line rate.

Imperative API First-class objects
Say directly where Pass hosts, processes, and actors
and what to run. in messages to delegate resources.

Write distributed ML applications
as if they were simple Python scripts.
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Manage compute with hosts, procs, actors

job = ProcessJob({"trainers": 2, "dataloaders": 1, "buffer": 1})
#or SlurmJob, or KubernetesJob
state = job.state(cached_path=None)

trainer_procs state.trainers.spawn_procs(per_host={"gpu": 8})
loader_procs state.dataloaders.spawn_procs(per_host={"gpu": 1})
replay_buffer_procs = state.buffer.spawn_procs()

buffer = replay_buffer_procs.spawn("replay"”, ReplayBuffer)
loaders loader_procs.spawn("loader", DatalLoader, "/data/imagenet", buffer)
trainers trainer_procs.spawn("trainer", Trainer, buffer)

trainers.train.broadcast(epochs=10)
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Data movement with RDMA buffers

class DatalLoader(Actor):
@endpoint
def next_batch(self, step: int) -> None:
batch = torch.rand(256, 3, 224, 224, device="cuda")
sample = RDMABuffer(batch.view(torch.uint8).flatten())
self.replay_buffer.post.choose(sample).get()

class Trainer(Actor):
# train(epochs) repeats step(); only step is shown here.
@endpoint
def step(self) -> None:
sample = self.replay_buffer.sample.choose().get()
sample.read_into(self.batch.view(torch.uint8).flatten()).get()
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Single controller orchestration

for step in range(16000) :
loaders.next_batch.broadcast(step) # loaders fill more data in buffer
losses = trainers.step.call().get() # trainers load directly
# via RDMA from loaders
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Monarch for Agentic Development
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As inFerence spe,e_ds up tool waits stand out
O Inference O Tool wait

Today’s Age,n‘t Loop

Inference and tools altermate. ( il ][ T ]( I j[ A5 J( 5e j done.

Fu‘ture agents 3e’t Paster

Soame two tool calls. ( T ]( = ] done Tool warts ch»v\ina\'te

TWO LEVERS
Faster tools Fewer calls
Shorter wait per call One tool wait instead of two

do"e Jo"e
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Faster tools with Monarch

Monarch-built tools can... Broadcast tree
Start and message large
groups of processes quickly = & B &

RDMA data bus

Tra.nsfer data NIc Anic
at line rate S ~ 50GB/s =
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Fewer calls with monarch

Build services for your distributed programs, agents take fewer turns to debug.

Distributed program
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Code + log filesystems

Distributed SQL telemetry

Dashboards

Debug commands

Agent containers
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Fewer calls, example:
remote_mount / gather_mount

Mac laptop Cluster
[ )

© 00

@ remote_mount

~/project/ hosts_0 hosts_1 hosts_2

) Code broadcast to workers >
train.py [t rain. pa Frain . pyJ [t rain. py]
D ~/cluster-logs/ gathe r_mount E] E] E]
logs logs logs

hosts_8/ hosts_1/ .. Logs in one local tree, by host
\ P <

i — g
Agent’s debug loop — local files + Monarch CLI

@ . 1. Update code 2. Run code 3. Profile 4. Inspect results

edit project/ monarch exec --all monarch exec --all read cluster-logs/
[j train.py python train.py py-spy dump -p PID hosts_*/train.log

Agent t |
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Bring your own service

Traditional: ask a network admin. Monarch: bring what you need.

Traditional setup

Training run Network admin
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Fewer calls, example: WeightBridge

Fast weight sync from trainers to generators

4 , , A
Discovers each worker's tensor layout

Runs your existing weight loader with test tensors

Reads where they land to find splits, reshapes and transposes

Trainers Routes tensor slices Generators

Generator O CoOC)
Trainer O CJC]

Generator 1 O
Trainer 1 CJC ) O

= Generator 2
Fast Monarch RDMA

Each generator gets the weight slices it needs.


https://github.com/meta-pytorch/monarch/tree/main/examples/weightbridge




Actor RPC

Performance & Scale
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Monarch Orchestrates Meshes with RPCs
)

Actor 0 | do_something()
Actor 1 ) olo__some‘tlﬂing()
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Orchestration Wants Low Latency at Scale

Trainer 0 ]
Trainer 1 J
H Root Process j step() >{ Trainer 2 }

( Trainer N }

Trainer O )
Trainer 1 J
H Root Process e None j( Trainer 2 J

Trainer N J
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Actor RPC Scales Sublinearly to Tens of Thousands of
Remote Actors
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Monarch Starts Up 16k Remote Actors in 4.5 seconds

( De,ve'opment Loop \

Star‘tup \

Scheduler

Spawn Actor
Mesh on Proc
Mesh

Call RPC on
Actor Mesh

Receive
Response

Returns Host
Mesh

torch.monarch®



RDMA

Performance & Scale




GPU-GPU Read/Write Throughput Approaches
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RDMABUuffer performs well across many configurations
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Throughput (GB/s)

Some Configurations Require Special handling: EFA
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Monarch an AP for your supercomputer

Agent and Human friendly API

Sublinear scaling to tens of thousands of hosts
Start a 16k job in under 5 seconds

Line Rate RDMA

e Develop locally, scale remotely
Code transfer: remote/gather mount
Weight syncing: WeightBridge
(Soon) Containerization for agents

https://github.com/meta-pytorch/monarch




