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WHAT’S IN FOR YOU

AGENDA

- Motivation
- Data for Robot Learning

. Streaming Dataloader
for 100+ TB robot datasets




MOTIVATION

VISUO-MOTOR

Image observation

Language instruction

“Pick up the industry
object and place it in
the yellow bin”

Robot state
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Drivers of Progress

Data Generative models

Teleopt

UMI

Ego video




THE DATA PYRAMID

QUALITY

Ego video

Teleopt

UMI

VOLUME



FROM RECORDINGS TO MODELS

ROBOT TRAINING LOOP

DATA INGESTION & ANNOTATION & EVALUATION &
COLLECTION NORMALIZATION POST-PROCESSING CURATION UIRAL KL LIE DEPLOYMENT
for batch in dataloader:
Encode
Model
Encode -
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Actions



IT'S NOT A TABLE

ROBOTICS DATA

- Multimodal

- Multirate

- Episodic

- High volume [ skewed

- Flexible schema

CHALLENGING TO STORE, QUERY, AND PROCESS
IN CLASSICAL TABLE-ORIENTED DATA SYSTEMS

“Pick up the industry object and
place it in the yellow bin”

ROBOTICS DATASET



A SOLVED PROBLEM?

OPEN-SOQOURCE DATA FORMATS

DATA INGESTION & ANNOTATION & TRAINING EVALUATION &
COLLECTION NORMALIZATION POST-PROCESSING DEPLOYMENT

MCAP LEROBOT

. Write-optimized (record & replay tasks) + Read-optimized (ML training tasks)

. Chunks of heterogenous data, row writes - Time-aligned samples, columnar

. Also: default file container for ROS bags » Popular format in physical Al community

. Not optimized for columnar analytics queries - Opinionated, mainly for training tasks



A SOLVED PROBLEM?

OPEN-SOQOURCE DATA FORMATS

RRD RERUN_SDK

- Write-optimized (record & replay tasks) - Open source library and tools for logging, storing,

. Columnar chunks querying, visualizing, and training on multi-rate,

, multimodal data.
- Footer manifest

. . - Implemented in Rust w/ Python bindings
- Supports columnar analytics queries



DATA ACCESS PATTERN

TIME-ALIGNED CONTEXT WINDOW MULTI-MODAL
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Basic sample construction for a VLA model

Predicted actions

( Cam 1 Cam 2 Cam 3 Task State J Actions > > VLA model
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Sample construction with history
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Sample construction for a World-Action-Model

Target actions

T

Training loss
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Video compression and GOPs

GOP

P P P P P P P P P P

L N N N N N N L

Video is compressed in Groups of Pictures (GOP) containing keyframes and delta-frames

A4

Video often 90% + of dataset size
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Need to look back in time to decode a given video packet to an image




STREAMING DATALOADER

Challenges & design decisions for 100+ TB robot datasets



DATA VOLUME

Data residing on object stores favors few
contiguous reads

AMPLIFICATION

C H A L L E N G E S Data formats and GOP contribute to redundant

data transfer on scattered reads

DECODE HEAVY

Efficient decoding of target frames, avoid
redundant frame decoding



BLOCK SHUFFLE

Trades shuffle-quality for contiguous reads
Outline:

- Group samples into contiguous blocks

- Permute blocks and assign them to workers

- Workers fetch blocks, decode samples and put them into a
node-local shuffle buffer



THE CORE BUILDING BLOCK

BLOCK SHUFFLE

DATASET 4 segments, natural order
EEEEENEE EEESEREE ERENENER ERERERES
SEGMENT A SEGMENT B SEGMENT C SEGMENT D

SAMPLE SHUFFLE BLOCK SHUFFLE

every fetch scatters across segments every fetch reads one contiguous span

80 20 80 80 00 88 08 88 08 88 80
1 FETCH

BATCH BATCH - NO BUFFER

v 4 segments a X 2 segments
well mixed, but slow fetches consecutive frames, correlated
BATCH - SHUFFLE BUFFER

n v 4 segments
well mixed again, fast fetches




WHY IT WORKS

BLOCK SHUFFLE

Block shuffle preserves fetch and decoder locality.

Large shuffle buffer decorrelates nearby frames and mixes segment-level
conditions.

Decorrelated samples reduce gradient variance and thus increase
effective batch size.



VIDEO DECODING DETAILS

BLOCK SHUFFLE

If you fetch encoded packets you either feed them to

oxkitsune wants to merge 1 commit into meta—-pytorch:main from oxkitsune:gijs/packet-from-bytes @

_@ % NicolasHug commented on Jul 30 Contributor | -
. i ) S

o A a c ket - I eve I d e c o d e r A P I AV O r Hi @oxkitsune , thanks for the PR and for your interest in the these new APIs! They are still very WIP and subject to
' change (and not public!) so I'd love to learn more about your use for it?

On the PR itself, I'm open to it and to support that feature in general, but | won't merge it now because | plan to continue

working (and heavily changing) these APIs in the near future. | also suspect we'll be supporting a file-like input in the

- Remux them into a temporary MP4 for an API that requires an

@

MP4 index (e.g. torchcodec ) e comenes

Hi @NicolasHug, these new APIs are awesome!
My usecase is to streaming in packets (typically one or two GOPs) in over the network and decoding them to tensors for
training.

We are excited about ongoing work in torchcodec to allow

case.

This sounds great! Looking forward to it. If there's anything | can help out with, let me know!

the above more easily. oc

NicolasHug commented on Jul 30 - edited « Contributor | <+

Thanks! Can you share more on why the VideoDecoder (which supports file-like inputs already) isn't addressing your
use-case? Is it because your streams don't have a duration metadata, which the videoDecoder expects (it's not truly a
stream decoder by that definition)?

®

#1585




IN ACTION

BLOCK SHUFFLE

RerunlterableDataset StreamingLeRobotDataset (<=0.6) StreamingLeRobotDataset (>0.6)
Block shuffle w/ small blocks Block shuffle w/ large shards Resident episode buffer
Per-process shuffle buffer Per-process shuffle buffer Random access in resident episodes
Pros Pros Pros

- High shuffle quality - Low memory req

- High throughput

Cons Cons

- High memory req - High memory req

Cons

- Low episode-level diversity
(see PR#4874)



https://github.com/huggingface/lerobot/pull/4874

BENCHMARKS

BLOCK SHUFFLE

stable-worldmodels
- Benchmark on simulated 2d push-t task

- Compared against LanceDB

- Datain AWS S3

Throughput comparison

Samples/s - Higher is better @ Rerun @ LanceDB

Rerun

1,092.5
No shuffle

Rerun

1,054.3
Shuffle (block)

LanceDB
No shuffle

1,028.3

LanceDB . 53.3
Shuffle

0 200 400 600 800 1,000 1,200



BENCHMARKS

BLOCK SHUFFLE

abc-sim
- Task: pour beads

- ABC-DIiT finetune on 2x H100

- Compared against abcdl (local)

Training throughput
GPU time spent waiting on data

Validation error @ 25k

Success Rate (200 rollouts)

ABCDL (LOCAL)

2.70it/s

0.0544

131/ 200

RERUN (S3)

2.611t/s (9/%)
0 ms median per step (<0.2%)
0.0481 (12% lower)

126 | 200 (on par)



SINCERELY

THANK YOU

Stay in touch!

Join the Discord

Contributions welcome O Feedback






Building the data layer for physical Al:
- SDK, Viewer & Infra to log, query, view & train

Widely used by some of the best teams in the space.

- Founded in Stockholm

. International remote team with regular offsites MR (Glient — v cotalos CatalogCLient (CATALOG URL) )

SR — ? | dataset - client.get_dataset(name="sample_dataset")

S —— . — observations = dataset.filter_contents([”/observation/**"]).Peader(
. Tech stack built on Rust, wgpu, egui, ... R

J
- Fully open-source viewer & SDK, commercial Hub N
| m DATAFUSION

- Strong OSS backgrounds & contributors gkl

®egui ArROWD» [po



WE “" OPEN SOURCE

G‘ pip 1nstall rerun-sdk e cargo add rerun 0 github.com/rerun-io/rerun

Open source Rerun Hub

- Ephemeral — ldentical APls

— Local storage — Persistent and managed

— Local access — Indexed across your object stores
—> Built for workstation-scale —> Secure team access

—> Built for petabyte scale


https://github.com/rerun-io/rerun

THE CORE BUILDING BLOCK

COLUMNAR CHUNKS

Per-entity data lives in Arrow RecordBatch:

- Arrow metadata (schema
description & versioning) CHUNK HEADER

- One contiguous table

ROW ID
- Index [ time columns

- Component columns (e.g. points,

colors, labels, ...)
TIME VALUE

TIME COLUMNS

APACHE

ARROW

CHUNK ID

ENTITY PATH

METADATA

COMPONENT
COLUMN

»



OPEN STANDARDS

WHY ARROW?

- Open-source industry-standard APACHE

- Used by Parquet, Polars, (Pandas), Spark... ARROW

»

- Zero-copy |IPC between client libraries

—> Built for query performance

Apache Datafusion builds query engine on Arrow
APACHE

- SQL & Dataframe queries : DATAFUSIO N

- Extensible with custom table providers



HETEROGENEOUS CHUNK STORAGE

BATCHING & INDEXING

CHUNK II

CHUNK WITH SMALL

HIGH-FREQUENCY CHUNK WITH SINGLE CHUNK II
COMPONENT LARGE COMPONENT
]
L
]
I = ey II
CHUNK
I =
I =
I = —
I =
. . INDEX
I = :
]
I =
I =
I =

FOOTER




RECAP

RRD

RRD is the core data model that powers Rerun
—> Built on indexed chunks of columnar Arrow record batches
- Efficient random-access for view, guery and training tasks

- Append-friendly & modular augmentation via layers

The open-source Rerun SDK provides APIs and tools for all stages of the training loop



