
The Power of F2

What You can (and can’t) do with 
Microsoft Fabric’s smallest capacity



Speaker info

• Budapest, Hungary 

• BI Architect @



1. I’ve used MS Fabric at least once (trial, demo or real project).

2. I’ve deployed a Fabric solution that other users rely on.

3. I’m familiar with the difference between Pay-as-You-Go and reserved capacity.

4. I have experienced Fabric slowing down or being throttled due to capacity limits.

5. I’ve personally worked with F2 capacity.

6. I currently have an F2 capacity running in production.

+1   I have experience and already built solutions relying on ADF or Synapse.

Fabric Adoption

Where Are You on the journey?



1. Fabric and F2 high level intro

2. When F2 works well: real-world usage patterns

3. F2 vs other Azure services

4. Building on F2: development reality and team pitfalls

5. Where F2 hits its limits

6. Architecture recommendations for F2

AGENDA



Fabric and F2 
Explained



Analytics today – predictable pattern
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Analytics today 
MS got you covered already
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Analytics today – But it’s too complex

Different Experiences Proprietary and Open

PaaS and SaaS Different Business Models

Many Products

Dedicated and Serverless

Steep Learning Curves Deep Expertise Needed High Integration Effort

Power BI Kusto Data FactoryPurview
Synapse 

Spark
Synapse DWAzure AI

Slide credit: Microsoft



Fabric is/might be/can be the SaaS solution

Single…

• Onboarding and trials

• Sign-on

• Navigation model

• UX model

• Workspace 
organization

• Collaboration 
experience

• Data Lake

• Storage format

• Data copy for all 
engines

• Security model

• CI/CD

• Monitoring hub

• Data Hub

• Governance & 
compliance

Lake-centric
and open

Role-specific
tools

Empower every
Microsoft 365 user

Persistent governance
and security

Data
Factory

Synapse Data
Engineering

Synapse Data
Warehouse

Synapse Data
Science

Synapse Real-
Time Analytics

Power
BI

Data
Activator

OneLake

Slide credit: Microsoft



Unified, familiar & intuitive

Slide credit: Microsoft



1. What exactly you pay for

2. How much you can use 

at once

3. What consumes capacity

Basics - Fabric capacities



When and how you pay

Pay-as-You-Go Reserved

! The bill is growing even if you are not „using” 

Fabric ! 



Billed based on uptime not on 
resources used

>



Billed based on uptime not 
users/WSs

Capacity

(per minute)



Not billed based on # of 
created items 



How much you can use at once

SKU CU / sec

Max 

memory 

(GB)

Live 

connection 

/ sec

Max 

memory 

per query 

(GB)

Model 

refresh 

parallelism

Direct 

Lake rows 

per table 

(million)

F2 2 3 2 1 1 300

F4 4 3 2 1 2 300

... ... ... ... ... ... ...

F64 64 25 30 10 40 1500

... ... ... ... ... ... ...

F2048 2048 400 960 40 1,280 24,000



How much CUs you can use?

It depends

F2 gives you the least amount of resources

Current + future

workload (type & complexity)



Interactive operations

Users expect immediate reponse

Examples:

- Direct user actions (opens, clicks)

- DAX queries generated by report

- SSMS

Background operations

Users are expected to come back to 

check the result

Examples:

- Dataflow refresh

- Semantic model refresh

- Scheduled jobs

What consumes capacity



Questions before next section?



When F2 works well
Real-World examples



€25+ M Legacy ERP

Power BI reports: vendor and product performance

𝄜 8 input tables

Medallion, central datastore, 2 semantic models & 3 reports

Use case – local FMCG



Guess the avg monthly bill!



Use case – global enterprise

€150+ M Legacy ERP systems and D365 F&O

Power BI reports & Centralized data platform

𝄜 180 input tables from D365 (Synapse Link) & 10+ external

Medallion, CDC, multiple semantic models & reports

Disclaimer



• Predictable, scheduled workloads

• Low or no concurrency requirements

• Batch-oriented processing patterns with „quite windows”

• Clear separation between DEV and PROD

• Separated Fabric and Power BI environment – you need to have PRO license(s) anyway

F2 can be perfectly fine



F2 vs other Azure services



High level architecture on Azure



• Fabric billing is still easier to explain 

• Unified UI & UX can be a huge advantage (users & developers)

• Better for smaller, code-first porojects

• It can be (see example) but not necessarily cheaper or not 

significantly cheaper - Take development and maintenence 

cost into consideration!

Consideration when choosing 
Fabric over Azure (all SKUs)



Unannounced or still-missing 
networking features can make 
classic Azure components the 
safer choice



1st Demo Scenario
Fabric vs Azure resources



- Contoso 1M dataset

- Fact tables - duplicated 12x time

- Incremental load (only facts) – every 3 hours

- Approx 3M rows / load to layer

- layers need to handle increasing data volume

- Cleanse, transform, aggregate steps

Set up



- Silver: joins facts & dims

- Add calculated columns

- Convert everything to USD

- Create 8 different gold tables from “executive KPI” 

to product performance or customer churn risk

- Run OPTIMIZE and VACUUM

- Write logs

Set up



1st Demo scenario
Azure vs Fabric



Copy duraiton – ADF Copy data 
activity (ADLS to SQL)

Run ID Copy duration

1 04:00

7 27:17

10 53:13



ADF cost after 10th run



Fabric – Notebook job duration



Guess the CU consumption %!



CU Usage - Fabric



How far can we push F2?

How to kill a capacity?



- Contoso 10M dataset

- Fact tables - duplicated 50x time

- Incremental load (only facts) – every 2 hours

- Approx 23M rows / load to layer

- layers need to handle increasing volume

- Cleanse, transform, aggregate steps

Set up



Rows in Silver Layer



Runtime



Which was the 1st load
triggering rejection?



Which was the 1st load to 
be fully rejected?





Result – WOW! You can do this?! 



Can =/= Should



Can =/= Should



Can =/= Should



Can =/= Should

Day 1 Day 2



Can =/= Should



Building on F2
Development reality and team pitfalls



DEV vs PROD capacities

F2 DEV

Capacity

F4 PROD

Capacity

<

Usual recommendation:



DEV vs PROD capacities

>

Implementation of an F2 project:

F4 DEV

Capacity

F2 PROD

Capacity



DEV vs PROD „paradox”

DEV PROD



Default settings are not F2 friendly



Details to pay attention to 1/2



Details to pay attention to 2/2



Why is this report sooo slow?
Yesterday was everything faster!

VS



Split Fabric and Power BI items



Where F2 hits its limits



F2 vs F4+ (vs Power BI Pro)

SKU CU / sec

Max 

memory 

(GB)

Live 

connection 

/ sec

Max 

memory 

per query 

(GB)

Model 

refresh 

parallelism

Direct 

Lake rows 

per table 

(million)

F2 2 3 2 1 1 300

F4 4 3 2 1 2 300

F8 8 3 3.75 1 5 300

F16 64 25 30 10 40 1500

... ... ... ... ... ... ...

F2048 2048 400 960 40 1,280 24,000



Architecture 
recommendations for F2



Pay-as-You-Go model



Split Power BI and Fabric items



Don’t forget to refresh the SQL 
metadata endpoint



• F2 is disciplined Fabric

• Keep Power BI consumption separate from Fabric capacity 

• F2 can be a valid PROD option for small and mid-sized data volumes

• F2 works best with predictable workloads and small, coordinated dev teams

• Advanced networking is still missing (not F2 specific)

• Scaling capacity helps, but it won’t fix design issues

Summary



Help me improve this session!



• Explaining throttling Part1, Part2, Part3

• Understand bursting, smoothing

• Fabric Billing series

Useful resources

https://www.linkedin.com/pulse/explaining-10-60-1440-minute-throttling-limits-part-1-matthew-farrow-z1kse/
https://www.linkedin.com/pulse/explaining-10-60-1440-minute-throttling-limits-part-2-matthew-farrow-lbrxe/
https://www.linkedin.com/pulse/explaining-10-60-1440-minute-throttling-limits-part-3-matthew-farrow-q478e/
https://blog.fabric.microsoft.com/en-US/blog/fabric-capacities-everything-you-need-to-know-about-whats-new-and-whats-coming/#BurstSmooth
https://blog.fabric.microsoft.com/en-US/blog/fabric-capacities-everything-you-need-to-know-about-whats-new-and-whats-coming/#BurstSmooth
https://www.linkedin.com/pulse/fabric-billing-part-2-bursting-smoothing-evolution-capacity-farrow-wjk0e/


thoughts, questions, or reactions

Time for: 
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