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From Chat to Agents

Agents changed what users wait for, and what we should measure

CHAT - through 2025

Ask ——

Follow-up | ' Answer each
| - time
%

Paste code —>

Ask, read the answer, ask a follow-up Agent writes, tests, debugs and documents
Coding assistant = smart tab completion Many LLM calls per task, no human waiting

User waits on every single response Returns working code, often on the first try

What the user feels What the user feels

TTFT and TPOT Time to a finished, working result

40x larger context length: 8K fixed ISL » 300K average session peak (up to 1M)

Source: analysis of semianalysisai/cc-traces-weka-062126 (public on Hugging Face), 98,827 model calls; 8K ISL = InferenceMAX fixed 8K/1K case
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The Evolution of InferenceX

SemiAnalysis's open benchmark, from InferenceMAX to AgentX,

Oct 2025

InferenceMAX v1

Chat
ISL OSL

every request the same shape

Fixed ISL / OSL, single turn
Disagg + wide EP on GB200

Simple to run and measure

Feb 2026

InferenceX v2
Disagg at scale

each phase scaled independently

P/D disagg across vendors

Multi-node and rack scale
Still fixed ISL / OSL

Aug 2026

AgentX 1.0
Agentic

context grows every turn

Replays Claude Code traces

Multi-turn, context grows

Realistic serving test

Nnow runs continuously
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Rolling submissions
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new results can land any day

Vendors submit any day by PR
Results update as PRs |land

New competition every day
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How AgentX Replays an Agent Session

Each session loops through request, response, tools and idle time for 60 minutes

SETUP

Prompt Construction Cache Warmup

— Measured loop: 60 min

Recorded agent sessions N concurrent sessions, steps 1-6 repeat

Prime KV before measuring

Exact tokens, shared prefixes Sessions start mid-trace

lv—I

o OAl Chat Request

Next turn

o Tool Execution

o Subagent Spawn

optional Recorded tool + think

time, capped at 300 s

o Inter-Turn Delay

Full history + new turn Tool result appended

-
<
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O

stream=true as the next user turn

Parallel child sessions

tool call

. Prefill + Decode . Response Returned
text reply

Prefix-cache hit on history Tool call or text reply

Streams tokens back (type set by recorded trace)
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Agentic Workloads Stress the Entire System

Realistic workloads end hyper-tuning and push load beyond the GPU: memory, CPU and interconnect

The tuning target changed Where agents put the load
Fixed ISL / OSL GPU memory Weights: trillions of parameters
A few predictable request shapes HBM Hot KV cache for active turns
Kernels and configs hyper-tuned
Risk: over-fit to the benchmark
CPU memory KV for idle sessions between turns
host Reload on next turn, skip re-pretfill
AgentX
Shapes change every turn and session | |
No single case to over-engineer NVLink KV moves preiill — decode (disagg)

Optimize for the real use case GPU « GPU Expert all-to-all (wide EP)

272K P20 input tokens per Agents stress the entire system, not just the GPU

request on AgentX
DeepSeek V4 Pro, SemiAnalysis Vera Rubin: HBM4 - Vera CPU memory over NVLink-C2C - NVLIink 6
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2.3 m

Inside Vera Rubin NVL72

Why agentic workloads run well: CPU memory for KV offload, NVLink 6 for wide EP and large TP

0.6 m wide - ~1.2 m deep
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NVL72 rack

1.75m

Person

0.25m

Cat

Compute tray = 1 node one OS image

Vera Rubin superchip

o CPU-CPU

Vera Rubin superchip

Vera CPU Vera CPU

1.5 TB LPDDRSX

1.5 TB LPDDRSX

Any GPU < any GPU in the rack: one switch hop

In-tray and cross-tray GPU fraffic take the same path

(2)

Why AgentX runs well here

€@ !dle sessions — CPU memory

KV cache offloads to Vera LPDDR5X
Coherent NVLink-C2C, no re-prefill

94 TB CPU memory per rack

© Wide EP, large TP — NVLink 6

All 72 GPUs, one switch hop
3 TB/s per GPU, 1.7x GB300

216 TB/s per rack

© Low latency — more GPUs

Fast all-to-all lets big models
scale to more GPUs per instance

Trillion-parameter MoE, long context
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Results: DeepSeek V4 Pro on TensorRT-LLM

Vera Rubin vs GB300 NVL72, both FP4 with Dynamo disaggregated serving

100M —
® Vera Rubin NVL72 (Dynamo TRTLLM)
InferenceX Official Preview: Results may change as validation and publication continue.
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Source: SemiAnalysis InferenceX AgentX, updated Oct 14, 2026. Vera Rubin results are an InferenceX official preview. Multiples read from the Pareto frontiers, tok/s per MW at P90 interactivity

<A NVIDIA



Built on Open Source, End to End

Every layer, from models to orchestration, is open and reproducible

Benchmark AgentX traces AlPerf agentic traces and client Every layer is open source
Code, recipes, traces and
Launch and reproduce declarative YAML recipes results are all public

Dynamo: NVIDIA's open layer

Inference engines ® vLLM ) ( ® SGLang TensorRT-LLM PyTorch-based serving engines
over vVLLM, SGLang and TRT-LLM
KV cache ® Mooncake (store) NIXL (move) KV across GPUs and hosts

Disagg, KV routing, rack-scale scheduling

DeepSeek V4 Pro DeepSeek V4.1 Flash
Reproducible by anyone
A public srt-slurm recipe per result

Goal: rerun any NVIDIA result in 1 command
Framework ® PyTorch

@ PyTorch Foundation or PyTorch ecosystem project

Open-weight models
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What's Next: Al Optimizes the Inference Stack

Frontier models now write the kernels and framework changes that move the Pareto curve

BEEORE New bottleneck Add more engineers Hand-tuned fix

new model or workload one team per problem progress scales with headcount

Agents run autonomously Kernels + framework PRs

frontier coding models generated, tested, benchmarked
repeat continuously

New bottleneck: code review Competition gets more dynamic

Claude -

Claude Opus 5.5

Generated code is growing faster than review Everyone has access to the same models

Breakthroughs can land at any time

and are replicated quickly by everyone

GPT-6 Astra
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