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m Architecture: Native PyTorch Multi-Agent Orchestration So8
Most multi-agent systems layer message brokers, state A. Communication Microbenchmark (Tensor Round Trip)
stores, and schedulers on top of PyTorch, adding Planner Executor Verifier Accept / Single-node (A100 PCle) — 32 MB tensor — Round trip time (ms)
infrastructure, serialization overhead, and operational (Reason & Propose) (Validate & Execute) (Assess & Decide) Escalate 1000 183.302 ms
complexity beyond what tightly coupled agent workloads ' 66 1 X
. e = 4 “ 9 .
require. E 100 :
- slower in
- - : : Propose Run & Test Verify : :
This poster introduces a native PyTorch design pattern E 10 2.775 ms this benchmark
that treats Al agents as first-class distributed processes. Patch Patch Results > o :
Agents coordinate through tensor-native communication, : I'E L Baseline uses explicit
using shared-memory tensors where co-located, Process * Propose Patch * Apply Patch * Verify Results * Accept § 0.1 pickle serialization
Groups for membership, and RPC for point-to-point * Plan * Run Tests e Evaluate » Merge Patch (: via Python queue.
interactions. Embeddings, confidence scores, and » Generate Patch e Collect Metrics e Check Criteria e Done 0.01 Shared-Memory Tensor Serialized Python Queue
intermediate actfva?tior)s remain GPU-resident, avoiding o Confidence o Colloct Artifacts e Score / Feedback (Co-located) (Explicit Pickle)
unnecessary serialization and CPU transfers. L ) L ) § J] L i Lower is better. Averaged over 1,000 iterations. |
: : ! s )
We demonstrate the approach with a code-repair system 4'“ |
where a Planner proposes patches, an Executor validates T e T e L e i g e e e = Metric (Serializggsﬂiiggleware*) Native Ps::lr'lor'ch Improvement
them, and a Verifier accepts, iterates, or escalates results. Reject / Need Changes Patte
The pattern targets tightly coupled, GPU-intensive (Feedback Loop)
reasoning loops rather than long-running workflow _ End-fo-End Success Rate 723% 83.6% +113 pp
automation. Communication Substrate (Native PyTorch) Average Herations o Accepfance 538 162 3109,
. . . - 1 | B B | L 4
Att.endees will leave with a practical de.slgn pattern for ihared Storage 90 Process Gr‘fUPS . R':“C . - - GPU-Resident End-to-End Latency (avg) 1847 s 109.4 s -40.8%
building multi-agent systems using native PyTorch as ensors N (Membership & (Plontto-Point . - = Tensors P Utiization
o . - . - : i i = = ilization (avg;
a distributed runtime instead of middleware-based (Co-located) : Collectives) Interactions) ¢ 5 (Where Supported) mean across 4 GPUS) 61% 81% +20 pp )
orchestration. Shared storage (same  : Synchronization, barriers, Async request/response Embeddings, scores, . Baseline: Redis (message bus) + JSON/pickle + external scheduler.
2 / host; tensor handles collectives (NCCL / Gleo) and control-plane activations stay on
passed) interactions GPU when pOSSib‘e Higher success rate is observed alongside lower coordination latency and
MethOdOIogy ‘ @ fewer iterations to acceptance; causal atftribution requires further evaluation.
| tetri | _ = W =AY e . - \
Agents as Distributed Processes ‘ @ All coordination is built with existing PyTorch distributed APIs: torch.distributed,
Each agent runs as a dedicated PyTorch process with its own torch.multiprocessing. and RPC.
model(s), state, and GPU context. \ . p = & - C. Ablation: Communication Substrate Impact (32 MB tensor round trip)
- - ” -“
Shared-Storage Tensor Exchange (Co-located) Expenment: Code-Repalr System Substrate Serialization Tensor Payload Handling RTT / status
Tensor storage is placed in shared memory and tensor
handles are passed between processes, minimizing \ | / Shared-Storage Tensor (Co-located) None Shared storage (co-located CPU) ~2.8 ms
copies for co-located communication. 1. Planner > 2. Executor 0 3. Verifier Pass Accept Process Group / NCCL (Collective) None Direct GPU tensor collective Not reported
Process Groups (Membership & Collectives) * Analyze code & error “« Apply patch to codebase * Analyze results (commectness, > @ RPC (Point-to-Point Interactions) Backend dependent Backend / device dependent Not reported
| Provide synchronization, barriers, and collective operations context - + Build & run tests —> tests, style, safety) gRPC + Protobuf Ves Serialized payload Not reported
among pariicipating processes. « Propose patch * Collect logs & results * Score & provide feedback  Serialized Python Queue (Explicit Pickle) Ves Serialized payload ~180+ ms ‘
| RPC (Point-to-Point lnteractions) « Output: patch diff, . Output: test results, » Decision: Accept, Fail / Iterate or Panel A/B values are experimental results from the setup above.
MyﬂChrOnOUS request/ and control-plane rationale, confidence metrics, artifacts Iterate, or Escalate Uncertain Escalate Pqnel C does not claim unreported RTT measurements for NCCL, RPC, or gRPC.
messages between agents. | > o Treating tightly coupled agents as distributed PyTorch processes enables
. | -nati inati i f -
GPU-Resident Tensors (Where Supported) ? daratawith Esadback | tensor-native coordination with low latency for the fast path
Embeddings, intermediate activations, and confidence s s S e e e e ) S e e S e = Shared-storage tensors, Process Groups, and RPC for point-to-point interactions
scores stay on GPU: transfers occur only when necessary. |/ ca e e g provide a substrate for high-throughput multi-agent reasoning loops.
up ools nvironmen
Iterative Coordination Pattern « 3 Agents (Planner, Executor, Verifier) as separate PyTorch processes « PyTorch 2.3, torch.distributed, torch.multiprocessing, torch RPC Our communication microbenchmark shows a 66.1x speedup in round-trip time
Agents iteratively exchange tensors, evaluate, reflect, .* Single node: 4x NVIDIA A100 80GB GPUs (PCle) | versus a serialized Python queue baseline, and we obtain meaningful gains on a
and terrlni?atg when .a:::’eptance criteria are met + Models: Code LLM (Plannes), Sa o e e =2 « Python 3.11, CUDA 12.4, NCCL 2.20 realistic code-repair task (N = 120).
or escalation is required. | o - : -
s « Datasets: HumanEval, MBPP, and real-world bugs & snippets Linux (Ubuntu 22.04) This pattern complements, not replaces, middleware-based systems for durability,
« |dentical prompts, temperature, and stop conditions across systems ~« 1 node, 4 x A100 80GB GPUs, 256GB RAM workflow state, long-running orchestration, and operational tooling.
. = Data / Tensor Flow —-9 = Feedback / Control Flow Panel A/B results are from our experiments under the setup above. By .us.lng.natn're PyTorch - th,e. dlS:‘lleUted r_unt":ne' we reduce unnec.essary
| @ performance varies with hardware, workload, fopology, and implementation. serialization, improve GPU utilization, and simplify the fast-path architecture.
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