
Who let the agent in?
Securing agentic AI with non-human identity in cloud 
native infrastructure

cluster

Knock knock. Can I 
come in?



“Which agent did this, whose keys did it use, and who said yes?”

Today The question

I’ve got the admin token. 
Coming in!

Which agent did this, and 
who said yes?

Hands up if an agent acts in your cluster today.   Keep it up if you know its credential.   Still up if your logs prove who asked.
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Standing access: one master key, four risks
Agents now act across Kubernetes, CI/CD, observability, security and platform workflows, mostly on shared tokens, broad 
roles or inherited human permissions.

Over-authorization: a 
triage agent holds cluster-
admin all day for a five-
minute task

Invisible delegation: three 
engineers share one agent 
token, so nobody knows 
who asked

Weak auditability: the API 
server log shows one 
service account, not which 
agent or why

Uncontrolled access: 
agents call the Kubernetes 
API, Argo CD and cloud 
APIs directly

So how do we let an agent in without handing it the master key?



From master key to visitor pass
Five building blocks of a verified agent, told as a building with a front desk

1 Pass: SPIRE issues a 
JWT-SVID carrying the 
agent’s SPIFFE ID. The 
token expires after 300 

seconds

2 Door check: Envoy 
Gateway verifies that 
pass on every tool call

3 Rulebook: OPA 
enforces least privilege: 
allow, deny or approval 

required

4 Sign-off: risky actions 
wait for a human in the 

chat UI

5 Guest book: every 
decision is recorded for 

investigation

The fence: Kyverno checks workloads at admission. NetworkPolicy restricts runtime routes (it needs a CNI that 
enforces it). Rules are reviewed in Git and applied through Argo CD.



Securing agent access on Kubernetes



Every tool call is checked, not trusted

No identity, no call: the gateway stands in front of every tool, API and MCP server.

1 Everyday call

Order status, 
please.

Allowed.

Everyday call: order-agent’s pass is 
verified, OPA allows the read-only call, 
and the gate opens at once

2 Risky call

Refund £250, 
please.

Ask a 
human

Risky call: refund-agent’s pass is valid 
too, but OPA returns approval required, so 
the refund waits

3 Yes

Approved. Just this 
one refund.

Approve: the app checks the approval 
matches this agent, order, amount and 
expiry, then rechecks OPA



Demo
From standing access to a verified agent

Here’s my pass. Again.

Me first. Just a read.

Two agents. One door. Three minutes, live on EKS.

1 Before
The master key
0:00 · 30s

2 Verify
Pass, door check, 
rulebook
0:30 · 60s

3 Approve
Sign-off in chat
1:30 · 60s

4 Prove
The guest book
2:30 · 30s





So, who let the agent in?

Before After

Anyone with the token, I 
guess?

The records show it: each agent’s SPIFFE 
ID, OPA’s decisions and my approval, 

linked by request ID.

Before: standing access, so the honest answer is a shrug After: order-agent went straight through, refund-agent waited 
for a yes, and every call left a record

No identity, no call.



Your blueprint: 
trusted to verified

1
Give every agent an identity: its own 
ServiceAccount and SPIFFE ID, never 
a shared token

2
Route every call through one gate: a 
gateway, with Kyverno and 
NetworkPolicy closing side doors

3
Decide per call, not per login: OPA for 
least privilege, short-lived credentials, 
no standing access

4
Approve risk, audit everything: human 
approval for risky ops, policy from Git, 
a decision log for every call



Thank you

No identity, no call.
Verify the agent. Scope the call. Approve the risk. Audit 
everything.

devopstronaut.com · github.com/skmahe1077

cluster

And every visit is on the 
record.

We each brought our own 
pass.


