
Compile Flow

Contribution

● ATen is a  PyTorch's C++ library, providing the core 
tensor abstractions and mathematical primitives.

● Pytorch experimental ATen RVV (RISC-V Vector 
Extension)  PR (#175746) supplies vector primitives. 

● However, SGLang inference remained slow in our 
experiments using ATen RVV with the TorchNative 
attention backend.

1 VecRVV target RISC-V ISA selection + JIT flags
2 BF16 kernels M=1 GEMV; M≥2 GEMM RVV template
3 Regional routing Supported Linear shapes
4 Packed weight Explicit weight ownership
5 Serving buckets M=2–15 bounded routing
6 Hybrid integration Inductor Linear + SGLang RVV attention

Fig. 1.  Our addition: Inductor-generated BF16 Linear.

Llama-3.2-1B Prefill(token/s) Decode(token/s)
Before ATen RVV 0.325 0.165
ATen RVV #175746 0.546 0.332

Fig. 2. SGLang compile flow and attention choice.

Experiment setup
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Prefill throughput (tok/s)
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SGLang TorchNative 12.06
SGLang RVV 13.64

Decode throughput (tok/s)
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SGLang TorchNative 1.61
SGLang RVV 1.76
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Introduction Experiment

Model Llama-3.2-1B · BF16

Execution 8 threads · TorchNative attention

Exploratory Hybrid attention

Prefill throughput (token/s) 4.848×

0 5 10 15

Row-major 2.382
Packed 11.606

Decode throughput (token/s) 1.913×

0 1 2

Row-major 0.712
Packed 1.359

Ten-run medians. Peak RSS +0.926 GiB.
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CPU

● We extend TorchInductor to generate BF16 RVV 
GEMV/GEMM kernels for selected Linear 
operations, targeting the model’s compute-intensive 
matrix computations.

Banana Pi BPI-F3 · RVV 1.0

Workload batch 1 · input 64 · output 8

Same Inductor RVV Linear + TorchNative attention

Both modes use packed Inductor RVV Linear. 
Only the SGLang attention backend changes.

Optimization

Llama-3.2-1B · Batch=1/input=64/outout=8  Three-run medians

Packed weight
Example: M=1 decode. For one input channel k,
load weights for several output channels together.

Row-major W[N, K] Packed: one N block
1 2 3 4 5 6
7 8 9 10 11 12

13 14 15 16 17 18
19 20 21 22 23 24

1 7 13 19
2 8 14 20
3 9 15 21
4 10 16 22
5 11 17 23
6 12 18 24

N K

K N
Across N: stride K Inside N block: stride 1

Retain the layout across repeated Linear calls
PREPARE
Pack eligible

stable weights

RETAIN
Keep the owned

side tensor

REUSE
Reuse weights

in later calls

Contiguous vector reads; layout reused across calls.


