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BACKGROUND

We introduce a top-down performance analysis workflow to identify inefficiencies from 

model-level down to low-level runtime, kernel, and hardware behavior.
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① Compare measured number of 
instructions against the 
theoretical Roofline compute 
ceiling

② Analyze L1 transaction 
efficiency to identify uncoalesced 
memory access patterns.

③ Evaluate SLM usage, bank 
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④ Measure L3 reuse rates for 
workloads requiring multiple 
input loads

⑤ Validate HBM data 
transactions by correlating 
measured traffic with theoretical 
minimum data footprint 
projection.
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CPU Time: 0.096s 

Function: sycl::_V1::handler::finalize(void)

::$_0::operator()
Module: libsycl.so.8.0.0

CPU Time: 0.236s 

Function: 

sycl::_V1::detail::queue_impl::submit_impl
Module: libsycl.so.8.0.0

CPU Time: 0.032s 

Function: sycl::_V1::handler::handler
Module: libsycl.so.8.0.0

Handler-less Path Optimization

• Eliminates handler lifecycle overhead

• Replaces handler-based command 

construction with direct kernel submission
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