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Today, I'm Helping Prairie Dogs Solve a Mystery



AI agents are like prairie dogs

…they trust every call they hear



Even a false alarm sends the town running



Anyone can submit a ticket.
Your agent answers every one.



Your agent has an identity and can perform three 
simple actions



The agent does whatever the ticket says



Under the town is a bank.
Your agent holds every key.



records/cust-001.json

The most valuable record sits in the deepest burrow



A forged ticket can look routine



The ticket hid a message only the agent could read



The ticket hid a message only the agent could read





First, the agent opens the ticket



Then it pulls the record from the vault



Then it follows the hidden message



The agent ran every step and called it done



It looked like a town burrow. It was outside the fence.



Nothing alerted. 
Days later, this email arrived.



Can the logs prove what happened?



Each log saw only half the story



No one saw who did it
The two logs still prove it.



Three questions



The cloud log shows who read the record, and when



The agent's log shows why.
The ticket told it to.



The record went external.
Only your agent's log saw where.



Two answers down. One to go.



Anyone on the agent's box can rewrite its log. 
The forgery still checks out.



A copy of every hash had already left the box.



When the log doesn't match the trace.
Someone rework it



Four things the logs can't show

1. The destination's write log sits in a project you don't own.
2. No log recovers the model's reasoning.
3. Tool calls that bypass MCP never reach the proxy.
4. Cloud logs carry no contents; the md5 tie needs the object 

unchanged since the read.



Where does your agent's
tool-call log live today?



Turn these on before you need them

❏ Data Access logs on every bucket an agent can read.
❏ One service account per agent, so the cloud log names the agent.
❏ A hash-chained audit proxy between the agent and every MCP 

server.
❏ A copy of every hash, sent off the box to a trace backend the agent 

can't write to



Join the two logs, keep a copy off the box,
Prove what happened



Thank You 

      Stay in Touch
https://www.linkedin.com/in/wu-jie


