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Stefan Kirner

» > 20 years experience using Microsoft Data Platform
» Data Monster Chapter Lead Karlsruhe & Beirat

» Director Business Intelligence scieneers GmbH

»  Twitter: @KirnerKa

y LinkedIn: https://www.linkedin.com/in/stefan-kirner/
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Agenda

* Intro - Data Factory in Fabric

e Features vs. Azure Version

* Application Lifecycle Management
e Cost Comparison

* Demo

e SumMmMary
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Evolution Azure Data Factory vl to Fabric Data Factory

ADF vi

Data
Ingestion

.
L

+ Transform
+|ntegration
Runtimes

Data
Factory in et
Synapse

+ Spark Notebooks
- Integration

+SaaS
L Data + Data Platform
Factory ’ Design
In Fabric Integration
6




= Microsoft Fabric in a nutshell

Technology

Data Engineering

End-to-End- Data Science

Analyse- and

Dataplattform Datawarehouse

Dashboarding
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Business

Monthly
Fixprice

Savings by

SiotF s e A Reservations

a Service Pal

(off-times)

Up/Downscale
anytime
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Parts of Fabric and how they interact

* Unites any tooling
for analytics in one
GUI

e One storage for all
different compute
engines and tools

e Separation of
compute and
storage

* One central
security model
possible

Delta
Parquet Format

Serverless lysis
Compute Services

-

Delta Delta

Farquet Format Parquet Format Parquet Format

Onelake



Feature comparison




=0 Pipelines to structure data loading activities sciensers ¥

by running order and constraints

e Continues tolive in both
versions

e Orchestration and triggeringof . 3
ETL/ELT processes & oo .
e Also the well-known and often
used copy activity

e Differences in support of
connectivity and some activities




=0 Data Pipeline Activities continuity between

ADF and Fabric version

* 90% of activities in ADF also supported in
Fabric

* Not supported pipeline activities in Fabric
version:

 Validation
* Run SSIS package
* Run Mapping Data Flow

e Different

» Exec Databricks Notebooks supportedin
Fabric

* Missing options for Python / JAR
« Spark Jobs available as separate component

https://learn.microsoft.com/en-us/fabric/data-factory/activity-parity

ADF

Activities

l £ Search activities

v Move and transform
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Fabric

@0 §

Until
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Append variable

11


https://learn.microsoft.com/en-us/fabric/data-factory/activity-parity

0=0 Activities only in Fabric Data Factory screngers ¥

» Send emails using 0365 and - S e—
messages to Teams oo ofFf love of
e Good for pushing data bound
notifications or about runtime
states T
* thd is using personal accounts = (e )
for this, still kind of buggy e
* Invoke ADF & Synapse remote Le 2t
pipelines | |

e DataFlow Gen1& 2
e Refresh Semantic Model

12



ow to invoke remote ADF & Synapse pipeliness"'e!!.%%ﬂfrv

General  Settings
o Currently Pipeline retumn value is only supported with ADF & Synapse pipelines. To fetch pipeline return value for Fabric pipe

it
|

Type ':::' Fabric '@:' Azure Data Factory () Synapse

)

Connection * @ | By 037ci46-634a-4c5b-b251-3848..  ~ | (D Refresh 2 Edit

Pipeline * | wr | () Refresh

| Filter... |

Invoke Pipeline (Preview) [2] Wait on completion

-

010 Dedupe Pipeline Original

. Invoke remote AD... ‘ 011 Dedupe Pipeline 1000 Adresses using

02 . .
1@7 of |__D e 011 Dedupe Pipeline 1000 Adresses using

palflowlet

040 User Defined Functions

041 User Defined Functions UDF
050 Script Activity

060 incremental load

Add dynamic content

13



Data Factory and alternative ways scieneers W

for getting data into Fabric

Ingest Data Shortcuts
Store data in Lakehouse or Warehouse Set reference to access data - no import

e Fabric ADF: e External Shortcut
« Copy Activity  AWS, Azure, Google...
* DataFlow « Internal Shortcut
* Notebook/ Spark Job « Fabric Lakehouse, Warehouse, KOL
« Eventstream tables
» Database Mirroring * Pro:
« Snowflake, CosmosDB, Azure SQL . Jlt?egltgme integration - Data is always up
o date
Pro: : o Do not have to handle incremental /
 Data historization independent of source update logic yourself

system capabilities
« Easier Data Validation and Error handling

14
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%9 NeW aCtIVIty In FabrIC: Data FlOWS Gen2 SRIVEN 8Y 0ATA

e Data Destinations: Data can be persisted after extraction and
transformation

 GUl based data transformations, produces reusable M code
* Replaces Mapping, Wrapping and Data Flow Genl
e Save as draft could avoid some headaches

» Better scalability due to storing data instead of keeping anything
In memory

* Reusing M queries from Power Bl Data Flow Gen1and Power Bl
possible



allable Connections for Data Flows Gen? Sc'esz.a?yffjv

excel workbook Text/CSV ™ XML JSON Folder M PDF 4%, Parquet Q SharePoint folder
o i i B o o an B
[:j SQL Server database m Access [:j Oracle database [:j IBM Db2 database [:j MySQL database [:j PostgreSQL database [:j Sybase database [:j Teradata database
—' Database Database —' Database — Database —' Database —' Database — Database —' Database
@ SAP HANA database @ SAP BW Application Server @ SAP BW Message Server )40% Snowflake [;j Google BigQuery [;j Amazon Redshift Impala v— Vertica
Database Database Database AP Datsbase — Database — Database Database Database
> Dataflows = Datamarts @J Warehouse Lakehouse KQL Database = N Power Bl dataflows (Legacy) Common Data Service (Legacy) o Dataverse
Microsoft Fabric Microsoft Fabric Microsoft Fabric Microsoft Fabric Microsoft Fabric Power Platform Power Platform Power Platform
Dataflows e Azure SQL database ~ Azure Synapse Analytics (SQL... :ﬂln Azure Analysis Services Azure Blobs Azure Tables Azure Data Explorer (Kusto) Azure Data Lake Storage Gen2
lﬂ Power Platform = Azure '-ﬂ Azure Azure Azure Azu Azure Azure
wer ¥ e Azl Z! \Z| e e Azl
& Azure HDInsight (HDFS) * Azure HDInsight Spark Q SharePoint Online list a Microsoft Exchange Online . Salesforce objects . Salesforce reports Google Analytics . Adobe Analytics
- Azure Azure Online servic Online services Online services Online services .' Online services
@ Web API @ Web page Q SharePoint list E OData nﬁ)\ Active Directory * Spark o] 0Odbe Actian [ 6ema |
Other Other Other Other S Other Other bo Other -
— Amazon Athena AtScale cubes Bl Connector ClickHouse Data Virtuality LDW «2+ Denodo Dremio Cloud Dremio Software
M C
—  Database Database Database Database Database *u® Database Database Database
Exact Online Premium & Exasol — Google BigQuery (Micr... [T} Indexima InterSystems Health Insight Jethro ¢ Kyligence =55 Kyvos ODBC
gle Big Y ¥ g ylig i B
mm——m Database & Datsbase -~  Database Database Database Database Voo Database O Database
/7 Linkar PICK Style / Multi... =0 J MariaDB .l MarkLogic MongoDB Atlas SQL TIBCO(R) Data Virtualization , Azure Cosmos DB v2 = Azure Cost Management 1 Azure Databricks
W Database wmareoe  Database Database Database Database . Azure Azure Azure
| Azure HDInsight on AKS... Azure Resource Graph Azure Synapse Analytics... [T579 HDInsight Interactive Quer: Aptix Insights ® Asana Assemble Views Autodesk Construction Cloud
,_{ g P! :) ynap: @;’j g ¥ \} P! ] o O
- Azure Azure /' Azure Azure Online services Online services Online services Online services
fE Automation Anywhere ,‘ Automy Data Analytics =0 a CData Connect Cloud @ Databricks ‘ Dynamics 365 Business Central Dynamics 365 Customer... [0} Emigo Data Source ‘,,-:-. Entersoft Business Suite  [TEEY
Online services Online services Online servic Online services Online services Online services Online services ®  Online services
FactSet Analytics b. Funnel (‘ d Hexagon PPM Smart® API Industrial App Store % Intune Data Warehouse TSz} . LEAP = LinkedIn Learning O Palantir Foundry
Online services Online services Online services Online services Online services Online services Online services S  Online services
Planview Enterprise Architect... @ Planview IdeaPlace " Pplanview OKR Planview Portfolios - Planview ProjectPlace Product Insights Profisee Quickbase
P ' ) 9
Online services Online services ‘ Online services Online services "=  Online services Online services Online services Online services
u Smartsheet =0 u Smartsheet (Legacy) S'I SoftOne Bl =0 Supermetrics = @ TeamDesk =0 ¢ Viva Insights W Webtrends Analytics % Witivio =
Online services Online services Online servic Online services T Grline services Online services Online services | Online services
¥ Zendesk == GO Zoho Creator @ eWay-CRM Acterys : Model Automa... [FE5Y ° Amazon OpenSearch Se... [EI§ I‘ Anaplan u BQE CORE BIT BitSight Security Ratings
zendesk  (Online services Online services Online services Other J Other =m Other Other Other
Bloomberg Data and Analytics ‘ ;\ BuildingConnected & Tr... =Y c Celonis EMS " Cherwell [ BeTA | ¢ CloudBluePSA =3 f Cognite Data Fusion Q Delta Sharing 6 EQuIS
COther Other Other & Other Other ‘* Other Other Other
| Eduframe == rf’f: FHIR FactSet RMS E=3 Google Sheets @ Hive LLAP InformationGrid " Jamf Pro Kognitwin
' Other Other Other Other Other Other Other Other
%. MicroStrategy for Power BI * Microsoft Teams Person... =} @ OneStream E=3 OpenSearch Project = E Paxata QubolePresto =1 o Roamler SIS-CC SDMX =
| Other Other Other Other Other Other Other Other
Samsara == Wmd Shortcuts Business Insig... 303 0 SingleStore Direct Query Con... Siteimprove . Solarwinds Service Desk - Solver _\é\lf'é Starburst Enterprise SumTotal
Gther EEE soon. Other ther Other Other ZiF Qther Other
SurveyMonkey "/ Tenforce (Smart)List @ Usercube =3 Vena n Vessel Insight W Windsor = Wolters Kluwer CCH Tagetik Vs Wrike =
Cther ¥ Other Other Other Other * Other Other » Other 6

PowerBl.com, 18.9.2024



(=0 Available Connections for Copy Activity in Fabric'*

neer:v
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Documentation outdated and inconsistent - always check in Fabric

o 5

Snowflake [:]
Database =
Azure Tables V

Azure ‘
Fie o
<

MongoDB for Pipeline
Database

Dynamics 365

Cther k

PowerBl.com, 18.9.2024

ve B H:s%D

SaL Server database
Database

Google BigQuery

Database

Azure Data Explorer (Kusto)

Azure

Oracle Cloud Storage
File

Azure Cosmos DB for Mo...
Azure

Dynamics AX

Cther

Oracle database
Database

Amazon Redshift
Database

Azure Data Lake Storage ...

Azure

SFTP
File

Azure Cosmos DB v2 BETA
Azure

Dynamics CRM

Other

O
[ o}
s
[

=
e

IBM Db2 database

Database

Dataverse
Power Platform

SharePoint Online list

Online services

Amazon RDS for SQL Serw...

Database

Azure Database for MySQL
Azure

Google Cloud Storage

Other

—
LU V)

® @ a ¢ a

MySQL database
Database

Azure SQL database

Azure

Salesforce objects

Cnline se

Azure Database for Postgr...

Database

Azure Files
Azure

Hitp

Cther

N
@
55
=

PostgreSQL database
Database

Azure Synapse Analytics (...

Azure

OData

Cther

Azure SQL Managed Insta...

Database

Amazon 53
Other

Microsoft365

Cther

SAP HANA database
Database

Azure Blobs

Azure

Odbc

Cther

MongoDB Atlas for Pipeli...
Database

Amazon 53 Compatible
Other

REST

Cther

17



[=0 Data Ingestion: comparing screngers ¥

x> Data Flows vs. Copy Activity

« Cando muchin one single step: « Best for large datasets
* extract, transform & store data e Better for metadata-driven approaches
« combine different data sources and e Good for ETL/ELT Automation

reference data

« Connections to 300+ source systems,

much more than Copy activity * Bestintegration in control flow
 like looping, parametrization..

* triggering external actions like
Databricks NBs, Azure ML or Stored
Procedures for transformation

* Deployment pipelines and git
integration supported

* 1:1copy to staging pattern

18
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¥ ,Data Flows" in ADF vs. Power Bl vs. Fabric

ADF Mapping Data Flows Power Bl Data Flows (Gen 1) Fabric Data Flows Gen2

* Persistdatain * Persist data only * Persist datain
different sinks Power Bl Model different sinks
 Spark based scale * No scale out, scaleup « No scale out, scale
out gggi%oeln—memory up due to In-memory
» Non-reusable scala engine
code generated at ) Eeesuusl'fble M-Codeas . Reusable M-Code as
runtime coed ori ) result
* Pay by runtime, could ”(';Xeensgr'ce’ bay by * Fixed price, pay by

be expensive license

19
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Artefacts naming - not too much changes

Pipeline vs. Data Pipeline

>

Linked Service vs. Connection

Dataset vs. N.A.

Publish vs. Run, Save

Self-hosted Integration Runtime (SHIR) vs. On-premises Data Gateway

20
https://learn.microsoft.com/en-us/fabric/data-factory/compare-fabric-data-factory-and-azure-data-factory



https://learn.microsoft.com/en-us/fabric/data-factory/compare-fabric-data-factory-and-azure-data-factory
https://learn.microsoft.com/en-us/fabric/data-factory/compare-fabric-data-factory-and-azure-data-factory

SCle ﬂ.%%&;v
Connectivity to your on-premises source data

Self-hosted Integration Runtime (SHIR) On-premises Data Gateway

» Client Agent which establishes  * Client Agent which establishes

encrypted connectivity gngrypted CO””eCtngy
) etween on-prem an
between on-prem and Azure Microsoft cloud services
SEIVICES * Used by Power Bl, Power Apps,
* Used by ADF & Synapse Logic Apps, Azure Analysis
Analytics Services, Power Automate &

Fabric

21



Impact using SHIR vs Data Gateway, scieneers W

just plug & play?

» Data Factory used for Ingestion / Copying source data in Fabric

* Any connectivity provider for Fabric DF had to be adapted to use
On-premises Data Gateway

* Not all connectivity options supported in ADF are also available

for Fabric Copy Activity at this pointin time (e.g. SAP), but most
for Data Flows Gen?2

 Even more confusion: Fabric Pipelines and Data Flows GenZ each
support different sources

 Make sure that your data source is really supported
 Workaround: additional ADF / Synapse Links etc

22



How to automate execution - SC"*!!.EN%EETV

triggers ADF vs. Fabric DF

Different types of triggers available -

scheduled and events Scheduled and events in preview
@ Schedule :— Trigger (preview)
Type *
l Schedule w | & data
======== Select a data source
l ‘Filter... l hue
Schedule
ame  Description
Tumbling window
Azure Blob Storage s pro Az
Storage events
Q) Fabric workspace it ts pro y W p m

Custom events

23



Check state of your processes screncers o

using the central Monitoring Hub in Fabric

Monitor

View and track the status of the activities across all the workspaces for which you have permissions within Microsoft Fabric.

(C Refresh

—:0 Clear all '::C?J Data Factory in Fabric X

Activity name Status Item type Start time
Dataflow 1 © Succeeded |¥* | Dataflow Gen2 1:39 PM, 9/23/24
Lakehouse Data_Factory_in_Fabric_TableLoad_45... © Succeeded | Lakehouse 5:35 PM, 9/9/24
data pipeline 1 OO © Succeeded || Data pipeline 5:17 PM, 9/9/24
(7 Open
8 Retry

(D View detail

D) Historical runs

Activity runs -
L ExporttoCsv | v = Filter Z# Column Options -
Q, Filter by keyword Showing 1- 1 items
Activity name Ty Activity status T Activitytype T4 Runstart Ty Runend Ty Duration Ty Input Output
Copy data from sample data ... Q Succeeded Copy data 9/9/2024, 3:17:29 Pl 9/9/2024, 5:32:13 Pl 14m 465 ¥ =

24
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What about other runtimes supported in ADF?

* No concept ,integration runtimes” in Fabric

* ADF SSIS integration runtimes?
 Not supported yet and not on the roadmap for Fabric

 ADF Runtime for airflow?
e Supportin Fabricin preview as, Apache Airflow Job”

25



Application
ifecylce
Management




Teamwork in Fabric Development

* w/0 arepo save commits to
the live version (for anyone)

* Make sure nothing gets lost

by using a git repository

* No auto-commit when saving,

go to workspace, source
control and commit or get
updates

e For parallel working with

notebooks the lowest Fabric

capacities are way too
limited

Sensiti

pipeline-content.json

ity

smeneers';'
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S trol C X i
¥
Current branch: Fabric-work
s @  Updates
tested cha \‘ges|
0 item
C] o

27



smeneers'g'

DRIVEN BY DATA

Deployments

o GU|_b ased_Deponment pipe”nes in . S . s
Fabric available — .

* Sworkspaces dev, test, prod to be )
assigned e

* Selection of single items possible : " |

Still not all items supported
bnctl)uding Dataflows GenZ und Spark
obs

Difficult to customize e.qg. creating
folders / copy of config files

Only deploy from Sta%e 2 Stage not
froma git repo branc

\J U St O n e fo r a | |? The following items are unsupported:

*| test spark

Still buggy... @ st

@) TestEnvironment

© 060 00 0 0 §
e 2 9 9 g2 g 9 %

& Workspace includes unsupported items X

This workspace can be assigned, but some 1items won't be deployed to the next

m Cancel 28




Now as this should be one product - screneers ¥

IS there also Data Lineage?

Yes! Maybe more detailed in future

data pipeline 1
(2]

Data pipeline

=
Report 1
. . Lakehouse_Data_Factory_in_Fabric Lakehouse_Data_Factory_in_Fabric 1) O
Lakehouse_Data_Factory_in_Fabric &) . . el A Report

=] SQL analytics endpoint Semantic model (default)

—  Lakehouse PRERRY, = 0V

Refreshed: 23.9.24, 10:51:38 Refreshed: 9.9.24, 17:06:33 = 0 Viewers 2 0 Views
[ el
i I’_,j o r—'j o N
o

; Dataflow 1
g Lakehouse Dataflow Gen2

Refreshed: 23.9.24, 09:53:06

29
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How to adjust performance for Copy Activity

[ ) O ptio n tO adjust inSid e eaCh General  Source  Destination  Mapping  Settings
a CtiVity Intelligent throughput optimization 0 | Auto .
Filter...

* No Data Integration Unit steps
ike in ADF (due to capacity

Degree of copy parallelism © Auto

Data consistency verification © standara

l m ltS ) Fault tolerance @ Balanced
* other options are equal e egging © =
including Staging option fralesaging U

30
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How to adjust performance for Data Flows

Gen?

e Fast copy allowed available
» Use Staging option
 ,Buffer” data and reference

Options
Global Fast Copy
Allow use of fast copy connectors
zeneral
Datal
Diagnos tics
Dataflow
Data load

Regional settings

Pri
I Scale
Setting for scale in Data Flow Gen2

31



How to adjust performance for Spark

workloads (Notebooks)

* Available Nodes depend on
capacity and chosen Node
Size:

« 6 max for F4(any node size)
e 24 max for F1b small nodes

* Use option ,high concurrency
for Notebooks”

* Only Memory optimized Node
Family available (Sep 24)

DRIVEN BY DATA

Create new pool

Spark pool name *

Node family

Memory optimized

Node size

Small

Autoscale
If enabled, your Apache Spark pool will automatically scale up and down based on the amount of activity.
Enable autoscale

¥
: :

Dynamically allocate executors

Enable dynamic allocation

L o=

Spark Pool options in Workspace Settings for F16 capacity
32

smeneers't'



How to adjust performance for Spark

workloads (Notebooks)

* More detailed compute
options for the pool when
creating a new environment

Spark compute configuration

smeneers'g'

DRIVEN BY DATA

This configuration applies to all notebooks and and Spark job definitions in this environment, Wher

Environment pool

Default pool

Pool details

Node family
Auto (Memory cptimized)
Compute

Spark driver core

4

Number of nodes
1-3

Spark driver memory

28GB

Spark executor core

4

Spark executor memory

28GB

Dynamically allocate executors

Enable dynamic allocation

Spark executor instances

O

Compute and other options in a an environment

33



How to adjust performance for Apache screncers o

Airflow Runtime

 Available Nodes depend on create new pec!
ca p a C|ty an d C h osen N 0 d e (D Adding additional nodes or enabling autoscale will increase cluster provisioning time to ~15 minutes
Size: o |
« 20 max for F4 and F16 for any
node size?

Apache Airflow Pool options for F16 capacity

34
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Task flows

Structure from the beginning

Select a task flow
Required workloads

General

A high-level data processing task flow that guides you through . -

typical tasks and the items assigned to them. [’v Data Englne enng ’ Data Factu::-r],r
Basic data analytics x Data Scignce ﬁ Data Warehouse

A basic, step-by-step task flow for batch data analytics.

. ) . . ' Feal-Time
Data analytics using a SQL analytics endpaint e a I D n Power Bl

Select unstructured, semi-structured, or structured data from Intelllgence
lakehouse files, and then create reports,
9 Tasks

Medallion . .
Organize and improve data progressively as it moves through each - C'rganize datz in 2 lakehouse or warehouse ‘ ReqUIrEd Item T}FPES
layers.
while progressively improving its structure and )| Data pipeline S5 Eventstream

Event analytics litv th h hi f B t e o
Process and analyze real-time data as it is generated to extract qualiy through ach layer, rom bronze 1o :' e
insights quickly. Silver to Gold, resulting in high-quality data (&7} Dataflow GenZ il Notebook
tambda - that is easy to analyze. k| Spark Job Definition | Lakehouse
Process batch and real-time data in one data process flow. - —t
Sensitive data insights #  Warehouse | Iy Report
Pracess and analyze your sensitive data.

. ] . @| Dashboard ®| ML model
Basic machine learning models — —
Train machine learning models and generate insights to drive
decisions. J!-.‘ Experiment (#/¥ Environment

35
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Task flows
L eads to this

<& Data Factory in Fabric ¥

the good, the bad and the ugly

B Createapp !¢

+ Newitem Bg New folder (praview) = Import ~ Filter by key

Add (preview) ~ @,

High-volume data ...
Get data

Data visualize
Visualize data <|§|>

Mo items No items

Bronze data

Store data

Golden data

Store data

Further transform

Prepare data

Silver data
Store data

+ Newitem 2 Initial process

Prepare data

+ Newitem £ |

No items No items No items No items No items

+ Newitem @& + Newitem + MNewitem 2

Low-volume data i...
Get data

ML serving
Analyze and train data

No items No items

4+ Newitem &

-+ Newitem

Create an item X

Assign to task  Bronze data v~

Item type Display: Recommended items ~~
Lakehouse lgj Warehouse EJ
Store big data for cleaning, querying, Provide strategic insights from multiple
reporting, and sharing. sources into your entire business.

36
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Task flows

e Optional, not a must

* Nice overview of your items per layer and their last run state
* Not a replacement for control flow in pipelines
* No ,run”button

» Adjustable to your needs and pattern
* Good kickstart for newcomers to learn about architecture patterns

| e | data pipeline 1 Data pipeline |[[:|] High-volume data ingest | Stefan Kirner = =
°_| Dataflow 1 Dataflow Gen2 | [ Low-volume data ingest | Stefan Kirner — MN/A

| Lakehouse_Data_Factory_in_Fabric Lakehouse | £ Bronze data | Stefan Kirner — —
L |3 Lakehouse_Data_Factory_in_Fabric Semantic model (default) | Ej Bronze data | Data Factory in Fabric 9.9.24, 17:06:33 MN/A
,!, Lakehouse_Data_Factory_in_Fabric SQAL analytics endpoint | Ej Bronze data | Data Factory in Fabric 9.9.24, 17:35:04 MN/A

(B} test spark Spark Job Definition Stefan Kirner — —

37
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Integration and Migration scenarios

* No overall ,Migration Assistant” available
* Data Pipelines - most activities supported
 ADF Onelake/Lakehouse Connector to push data to Fabric

 Mapping Data Flows
« Convert to Notebook / Spark Job using tooling*

 MS Learn description
 CAT offers help

* Invoke Remote Pipeline

* Mount existing Azure Data Factory into Fabric for managing and
monitoring of all pipelines in Fabric GUI

* Reuse Data Flows Genl1Queries in Gen2 by Export/Import in PQT Files
or copy/paste

38
https://github.com/sethiaarun/mapping-data-flow-to-spark



https://github.com/sethiaarun/mapping-data-flow-to-spark

Costs
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From activity based to fixed price by capacity

ADF costs driven by consumption and # of Fabric Data Factory costs depend on the

activities run chosen capacity

e Could be cheaper for projects * fixed price for Fabric capacity

with less activies and runtimes + Include Fabric based processing
* But very complicated to predict + You could pay more for DF
and reproduce function due to higher Fabric

* Additional costs for processing capacity driven by other needs
engines could occur « E.g.less data integration but tons
- Databricks Cluster... of users on the reports

e Optimization by pausing/ scaling
/ reservations

40
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Sample #1 Monthly statistics

Azure Data Facto.ry Pipeline with 50 activities Fabric Data Factory
running 1x per month

» Costs <100€* * Costs 285€*
» Calculation details: e F2 capacity is minimum
200h DTU, 100h Pipeline, 50h requirement, but really slow and
external Pipeline, Data Flow no parallel processing
8Cores b0h e all time up
* No external processing engine * Reduced:
used » Pausing, saving 2 time ~142€

 Reservation: 171€

41
*West Europe pricing
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Sample #2 hourly production overview

Azure Data Facto!'y Pipeline with 10 activities Fabric Data Factory
running 24x per day

* Costs 1028€* * Costs 570€*
» Calculation details: * F4 capacity could work
Y2 hour runtime 24x per day=12h  all time up
360h per month * Reduced:
1440h DTU, 720h Pipeline, 360h * Pausing, saving /2 time 285€
external Pipeline, Data Flow * Reservation: 343€
8Cores 360h * Next capacity level would be F8
 No external processing engine with 1138€ / 686€ reserved
used

42
*West Europe pricing



Demo




Summary




smeneers';'

DRIVEN BY DATA

The good, the bad and the ugly

’ Da{ca ZaCdtOI‘){h ) o Hightpfrice en’hry + Missing
extended with know oint for small, :
options and features ocussed data Deployments and git

. SaaS model movement projects support for Data
simplifies entry * Lowest capacities Flows Gen2

- Fixed Price Model N%’g[gggglkesfor Spark - GUI bugs

for certainty
* DataLineage c it
* Jynamic cost saving OPy actvity

- supporting less data
g)étr;(a)gge / scaling sources in Fabric

* Missing stableness

45
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