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The problem

99 models

?

One GPU

Which models, in which city, at what time?
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Treat AI inference like a global compute cache
Every request is scored on three things: is the model loaded, how close, how busy

1 Cold start

Nothing is loaded, so the closest 

region wins. The first call pays the 

load.

Loaded Close Busy

Paris

Los Angeles

2 Affinity

A loaded model beats a closer 

region, even across an ocean.

Loaded Close Busy

Paris

Los Angeles

3 Rebalancing

Demand grows in Europe. Paris 

loads the model and traffic comes 

back.

Loaded Close Busy

Paris

Los Angeles

Models end up where the demand is.
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Architecture
Your agent only specifies the model. The platform decides where it runs.

Inference request

Control-plane signaling

G P U  N O D E S

Your agent
POST /api/v1/transcribe

X-AI-Model: @openai/whisper

Inference requestE D G E

AI Router (Akamai Function)

1. Read the model ID

2. Ask the control plane where to send it

3. Forward the request to that GPU node

E D G E  +  C O R E

Control Plane

Scores every region on warmth, 
distance, and load, then returns a region 

and node.

Routing queries

load or evict
status and usage

Los Angeles

L R U  M O DE L  C A C H E

@openai/whisper

@meta/llama-4-vision

@google/gemma-3-4b-it

Reports its cache and usage

Washington, DC

L R U  M O DE L  C A C H E

@vision/detect

@qwen/qwen3

@openai/whisper

Reports its cache and usage

Paris

L R U  M O DE L  C A C H E

@google/translategemma-4

@vision/detect

Reports its cache and usage
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Life of a request
How a model ends up close to the demand

1

A GPU frees up

A GPU node comes 

online in Paris with 

empty VRAM and 

registers.

2

Demand spikes 

nearby

Object detection 

traffic jumps in 

London. The control 

plane picks Paris.

3

The model loads

Paris loads the 

model into VRAM. 

Only the first request 

waits for it.

4

Repeat requests 

go to Paris

The model is already 

loaded there, so 

later requests go 

straight to it.

5

The model is 

evicted

When London goes 

quiet, the model 

goes back to disk 

and frees the 

VRAM.



Demo
Recording from the live dashboard (2:28). Watch the route column and time to first token.

Insert AIOrchestrator.mp4 here
Insert > Video > This Device, then size it to cover this frame
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What this means for your own agents

1 Put the model name in the request and nothing else.

No region, no endpoint, no GPU. If your agent hardcodes where the model lives, nothing can move it.

2 Loading a model is the slow part, not the network.

A model that's already loaded 5,000 miles away answers faster than one that has to load next door.

3 If an agent can change your routing, decide what it's allowed to touch.

Some changes it can make on its own. Some need a person. Write that down before you ship it.



G E T  S T A R T E D

Build on Akamai Cloud
Scan to create an account and get the code samples.

Create an Akamai Cloud account

Includes $300 in credit

login.linode.com/signup

Get the code samples

Akamai Developers on GitHub

github.com/akamai-developers

R E S O U R C E S

$300 cloud credit
Free for new accounts

Akamai Developer
akamai.com/developer

Docs and guides
techdocs.akamai.com

Code samples
github.com/akamai-developers

Come find us at the Akamai booth
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