CLOUD NATIVE Al +

INFERENCE DAY

NORTH AMERICA

35




Agents Are Not Microservices

Operating Autonomous Al on Kubernetes

Lanay Marques, Henrique Santana,
Platform Engineer Principal Cloud Engineer
OllyGarden AWS



The microservice contract
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Silent assumptions Kubernetes makes. Agents break all five.

# Assumption

1

2

If /health passes, the pod can take more work
Load means CPU

Pods are cattle

Retries are cheap

No errors means it worked

Breaks at
Probes

Scaling
Disruption
Communication

Observability



Probes m

Probes @

Assumption: If /health passes, the pod can take more work.

Async agents may stay Ready while busy.
If /health cannot answer, liveness may restart the pod.

Neither probe checks task capacity.



What actually breaks

SERVICE
agent

sends each new task
to a pod that is Ready
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Probes @
One looks free when it is not. The other looks dead when it is busy.

r N
agent-asyncC keeps answering while it works READY 1/1 RESTARTS ©
built for 1 task, running 4 task 1working task 3 working task 5 working task 6 working

liveness /health 200 readiness /health 200

agent- b'l.ocking answers nothing while it works

built for 1 task task 7 working

liveness /health 260 readiness /health

N Full, and still gets new tasks

READY 1/1

RESTARTS 1

200



The pattern: one probe per question .

Probes @
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[ready fixes agent-async. agent-blocking must answer while it works, and no probe setting changes that.

SERVICE
agent

sends each new task
to a pod that is Ready

agent-asyncC keeps answering while it works

built for 1 task task 3 working

liveness /health 200

agent- blocking answers nothing while it works

put for 1 task sk 2lost |

liveness /health 200

READY 0/1

readiness /ready failureThreshold: 1

RESTARTS ©

5683

Out of the Service, not restarted

READY 1/1

readiness /ready failureThreshold: 1

RESTARTS 1

200



Scaling

Assumption: load means CPU.

The agent’'s CPU stays low while it waits.
The dependency’s queue grows.

More agents do not drain that queue.

Scaling



What actually breaks &
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Scalina o

The autoscaler watched the agent. The queue that grew is on the dependency.

4 ™
1load 2 tasks a second agent REPLICAS 3 40 calls a second dependency REPLICAS 1
sends 2 tasks d 88— turns 1task PO ==P" | serves 20 calls a second
a second into 20 calls

. J

4 \

dependency_queue_depth

2,076

T/ ">
N >,

Growing, and nothing watches it




The pattern: scale each tier on its own signal EEEB
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Scalina o

It reacts late, then catches up. The tier that saturated scaled on its own signal.

KEDA on the queue checks every 15s
dependency_queuve_depth target 10
last check 8 holds 3
load 2tasksasecond  agent REPLICAS 1 40 calls a second dependency REPLICAS 3
sends 2 tasks . . turns 1task S —————— serves 60 calls a second
a second into 20 calls

dependency_queue_depth

7

At or under 10 on every replica



Disruption (& e

Disruption o

Assumption: pods are cattle.

A PDB can block an eviction. It cannot cover every pod loss.
A long grace period may delay a drain without saving the task.

The task still needs a way to resume.



What actually breaks o)
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Disruption o

The replacement starts again at step 0. The PDB never protected the work.

eviction API PDB agent-0 Running, replacement
kubectl drain, maxUnavailable: O ) )
Karpenter consolidation chain, held in memory step 0 of 90

429 Too Many Requests, refused

start chain at step 0 of 90
SIGTERM received at step 7, finishing the chain (83 steps
left)

# SIGKILL after 120 s, n re output
agent-0

other paths never asks the PDB ep 0 of 90

UALEW L EIEEY OOM Kill,
node failure




The pattern: state outlives the pod S5 Y mrraceon

NORTH AMERICA

Disruption o

Each path resumes from the last checkpoint. Only the periodic one covers SIGKILL.

kubectl delete agent-0 Running  RESTARTS 1
preStop hook, then SIGTERM . .
chain, checkpointed after every step step 13 of 90
L)
checkpoint step=8 reason=periodic
volume (PVC) # 00MKilled, exit code 137, | re output
checkpoint step=13 # container restarted in the s pod
P P every resume chain at step 8 of 90 from checkpoint
step

checkpoint step=9 reason=periodic
checkpoint step=10 reason=periodic

checkpoint step=11 reason=periodic

: checkpoint step=12 reason=periodic

00M kill checkpoint step=13 reason=periodic

SIGKILL from the kernel.
No hook, no SIGTERM.

Resumed from the checkpoint



Communication
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Comms o

Assumption: retries are cheap.

MCP tool calls over HTTP use POST. The model picks the tool, not
your code.

A retried tool call can run the action twice.



What actually breaks o)
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Comms ®

Any retry can repeat the action. A Task in one pod's memory is invisible to the other.

-
mcp side_effects 2
SERVICE tool charge, ignores the key
mcp
(a) 2 replicas, no affinity

tools/call charge key Ofeeaf8dc8b3
client Running charged $42 by replica A

the agent: sends a charge, tools/call charge key 0feeaf8dc8ba

creates and reads a Task

Charged twice. The key was ignored

charge($42)
a2a, replica A tasks 1
: store
(b) Tasks in memory
SERVICE shared key-value,
a2a unused
2 replicas, no affinity a2a ’ r‘eplica B

Tasks in memory
Task not found on this replica




The pattern: every action has a key .

CLOUD NATIVE Al +

Comms ®

The model picks the call, so the agent's code keeps the key. Keys and Tasks live in the store.

client new pod

the agent. Its code makes
the key, one per step

checkpoint key 07affdcb

N

(a)

(b)

SERVICE
mcp

2 replicas, no affinity

SERVICE
a2a

2 replicas, no affinity

mcp side_effects 1

tool charge, checks the key before it acts

side_effects: 1
tools/call charge key 07affdcb6580
charged 342 by repllca A

dupllcate true

New pod, same key, charged once

a2a, replica A tasks 1

Tasks in the shared store

store

shared key-value

a2a r‘eplica B idem-0cc44d2f
14

Tasks in the shared store task-387c9dfc
Served by the other replica



Observability
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Observability o

Assumption: No errors means it worked.

A trace with no recorded errors can still have a wrong answer.

OpenTelemetry: agents are non-deterministic, so telemetry is also a
feedback loop for evaluation.

Source: OpenTelemetry blog, “Al Agent Observability - Evolving Standards and Best Practices” (2025).



What actually breaks ) e
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Observability o

A trace with no recorded errors can still have a wrong answer.

mcp 200
a ~N tools/call get_pods
agent HTTP 200 errors O "2 of 3 podsiin
: CrashLoopBackOff"
invoke_agent, trace c32e5e61
get_pods 200 answer answer E—
task the task result.
"Is the checkout tools/call get_pods CLIENT UNSET 200 Forced in the lab, no model.
deployment healthy?" "checkout: 2 of 3 pods in CrashLoopBackOff." "All checkout pods are healthy."

$ trace report

traces: 1 http: 200 errors: 0

evaluator not run

q runs after the task
Wrong answer. No error anywhere




The pattern: put a score on the trace )
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Observability o

The trace shows the path. The evaluation shows the answer, after the task, not before.

mcp 200
- N tools/call get_pods
agent HTTP 200 errors 0 "2 of 3 pods in
) CrashLoopBackOff"
invoke_agent, trace c32e5e61
get_pods 200 answer returned

task

"Is the checkout s/call get_pods CLIENT UNSET 200
deployment healthy?" ALL checkout pods are healthy.' "All checkout pods are healthy."

the task result.
Forced in the lab, no model.

$ evaluate: answer vs tool result
event gen_ai.evaluation.result span 0xd78e0829

correctness fail 0.0

evaluator fail 0.0

L . OpenTelemetry SDK, separate step
Scored on the trace: fail

correctness fail 0.0




The Takeaway

# Assumption

1 Readiness means the process is up
2 Load means CPU

3 Pods are cattle

4 Retries are cheap

5 No errors means it worked
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Pattern

liveness stays dumb, readiness returns 503 at capacity

scale the dependency on its queue, not the agent on
CPU

checkpoint every step, cap the NodePool grace period

Same action key on every retry. Share Task state.

Propagate trace context over A2A. Evaluate the
answer.
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Five runnable labs.

See what breaks, apply the fix, and read the
sources behind each pattern.

github.com/henriquesantanati/agents-are-not-microservices
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