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What is NVFP4 Pretraining?

factor 16 FP4 elements
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raises peak dense FP4 throughput another 2.33x gy o= I N EEREmEEN
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A FP32 scale per tensor is applied (not pictured above)

NVIDIA Blackwell, NVIDIA Rubin Pretraining Large Language Models with NVFP4, NVIDIA
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https://arxiv.org/pdf/2509.25149
https://resources.nvidia.com/en-us-blackwell-architecture/blackwell-ultra-datasheet?ncid=no-ncid
https://dam-cdn.nvd.orangelogic.com/AssetLink/56p68o47y6f1yucpubl0ump1c0aif422.pdf

NVFP4 Pretraining Recipe

Stable low-precision training at scale

2D Weight Random Hadamard Stochastic Rounding High precision
Quantization 16x16 Transforms on on Gradient Tensors fallbacks
tiles WGRAD GEMM
Consistent weight Bounding block-level Reduce bias in the Stability at scale
representations outliers backward pass

between forward and
backward passes

Released in TransformerEngine Sept. 2025
Pretraining Large Language Models with NVFP4, NVIDIA
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https://docs.nvidia.com/deeplearning/transformer-engine-releases/release-2.14/user-guide/features/low_precision_training/nvfp4/nvfp4.html
https://arxiv.org/pdf/2509.25149

High Precision Fallbacks at End of the Network
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Pretraining Large Language Models with NVFP4, NVIDIA

O PyTorch

Al
:

CONFERENCE

MNEETH AMERIGA 2026


https://arxiv.org/pdf/2509.25149

2D Weight Quantization in 16x16 Tiles
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Demonstrated on 1.2B denseciraining Large Lanc
transformer model Models with NVFP4, NVIDIA
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https://arxiv.org/pdf/2509.25149
https://arxiv.org/pdf/2509.25149

Random Hadamard Transforms

—— Gaussian fit

1 Clean Gaussian 2 Add symmetric outliers 3 Apply H16 rotation
82 values at do-50 Rotated tensor - x.reshape(-1, 16) @ H16

® E2M1 format has limited dynamic
range, compared to FP8 formats
® Mapping the block amax to the E2M1
max can cause small values to
underflow

Demonstrated on
1.2B dense
N\ transformer model

Pretraining Large Language
Models with NVFP4, NVIDIA

0 01 0.2 03 04 05 06 07 08 09 1
Tokens (in trillions)

® Random Hadamard Transforms
redistribute outlier energy to make
distributions more Gaussian-like on

. -25 — Last4inBF16
aggregate, bounding block-level | E

— Last4inBF16 + 2D W + Hadamard + SR

Relative difference from bf16 model (%)

outliers

O PyTorch

CONFERENC

MORTH AMERIC (16—



https://arxiv.org/pdf/2509.25149
https://arxiv.org/pdf/2509.25149

Stochastic Rounding

One rounding decision

Always down

FP4 - scale =1 - x = 1.2 (stored as 1.203 in BF16)

After many trials, stochastic rounding recovers
high precision value in expectation

1.5 1

SR: 400 torchao draws

Shading: =V 0.0603/N

Exact: 1.203125

g

Bias —0.203

RNE: always 1.0
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RNE l ¢ l @
I - Q
1 1.203 1.5 §
o
round down with round up with =
59% probability 41% probability S
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SR l ¢ —
I 1
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Independent roundings averaged, N

SR: bias = 0 (0.003 after 400 draws) - RNE: bias —0.203

torchao NVFP4 quantizer - 400 SR draws - BF16 input




Pretraining at Large Model and Token Scale with NVFP4

Layer Type | Format | Rationale Relative Train Loss Difference (%) Between
All Linear Layers Unless Otherwise Noted | NVFP4 | NVFP4 and BF16 Trained Segments: Lower is Better
Final 15% of Network | BF16 | Promote training stability at scale 5T Checkpoint 10T Checkpoint 16T Checkpoint
Latent Projections BF16 Strategically kept in BF16 as step-time 06
impact is negligible
0.5 1
MTP Layers BF16 Preserves multi-token prediction capa- @
bilities <
o 0.4
QKV & Attention Projections | BF16 ‘ Maintain fidelity of few attention layers LCJ
Mamba Output Projection MXFP8 | Mitigates high incidence of underflows % 0.3 1
observed when quantizing this layer to b
NVFP4 at smaller scales 5 0.2
Embedding Layers | BFIG | g
E 0.1 1
(]
o
0.0 L| w
Nemotron 3 Super (120B-12B) and o L S | B
0 10 20 30 40 50 60 70 0 10 20 30 40 50 60 70 0 10 20 30 40 50 60 70
Ultra (550 B_ASSB) trained Wlth NVFP4 Tokens Trained in BF16 (B)  Tokens Trained in BF16 (B)  Tokens Trained in BF16 (B)

recipe, 20-25T tokens

Nemotron 3 Ultra, NVIDIA
Nemotron 3 Super, NVIDIA
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https://arxiv.org/pdf/2606.15007
https://arxiv.org/pdf/2604.12374

Where NVFP4 lives in PyTorch today

TorchTitan — model + distributed integration

® NVFP4 converter for Linear and MoE FFN layers

TorchAO — numerical recipe + operators
® NVFP4 recipe with CuTeDSL kernels
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https://github.com/pytorch/torchtitan/blob/main/torchtitan/quantization/nvfp4/README.md
https://github.com/pytorch/torchtitan/blob/main/torchtitan/quantization/nvfp4/README.md
https://github.com/pytorch/torchtitan/blob/main/torchtitan/quantization/nvfp4/README.md
https://github.com/pytorch/ao/tree/main/torchao/prototype/moe_training/nvfp4_training
https://github.com/pytorch/ao/tree/main/torchao/prototype/moe_training/nvfp4_training
https://github.com/pytorch/ao/tree/main/torchao/prototype/moe_training/nvfp4_training

Designing Throughput Analysis for NVFP4 vs MXFP8

® Model: DeepSeek-V3 671B

e Hardware: GB300 with NVL interconnect
O 64 nodes x4 GPU/node = 256 GPUs

EP64, TP1, PP1, Sequence length 4,096

Vary microbatch size, larger number of tokens per GEMM

1 step warm up for torch.compile

Throughput is measured every 10 steps as total work / total time
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Quantization Recipes Used for Throughput Analysis

Operation MXFP8 Recipe NVFP4 Mixed Precision Recipe
FC1 GEMMs MXFP8 NVFP4

FC2 GEMMs MXFP8 NVFP4

FC3 GEMMs MXFP8 NVFP4

Query Projection GEMMs MXFP8 MXFP8

Key/Value Projection GEMMs BF16 BF16

Attention Output Projection MXFP8 MXFP8

GEMMs

Attention BMMs BF16 BF16

FC1/FC2/FC3 cover dense FFNs, shared experts, and routed experts

Wi
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Measured Performance with PyTorch Implementation

® NVFP4 delivers increasing

th roughput gains at |arger NVFP4 throughput relative to MXFP8 - DSV3
GEMM sizes il W Foster W sover
. +12.2% +13.8%

® MBS=16 maximizes g +6.7% +9.6%

improvement in throughput P

over tested sizes %
® Limited in increasing MBS -18.9%

due to peak activation 1 2 a s 16

memory Microbatch size (more tokens per expert GEMM -)
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A network with NVFP4 FFN layers improves over a MXFP8
network in 3 ways:

( M ' A ' A
Training throughput Peak memory Relative GPU power
Measured TFLOP/s/GPU GiB/GPU MXFP8 = 100%
% 6.6% 11.1%
+13.8% —-6.6% -11.1%
More throughput 10.79 GiB less memory Less GPU package power
MXFP8 889.47 MXFP8 164.54 MXFP8 100.0%
NVFP4 1,012.34 NVFP4 153.75 NVFP4 88.9%
256 GPUs - EP 64 256 GPUs - EP 64 64 GPUs - EP 32
(. J (. J (. J

DeepSeek-V3 671B - GB300 - 256 GPUs: local batch 16 - M 131,072 | 64 GPUs: local batch 8 - M 32,768

Results are specific to the tested configuration and MoE backend.

O PyTorch

CONFERENCE

MORTH AMER] AT




Pretraining in NVFP4 needs a System of Optimizations

4

Numerics

Carefully designed
training recipe

{=}

Workload Optimization

NVFP4 GEMM speedups observed
at large GEMM sizes

o

Distributed Training
Dynamics

Memory constraints and communication
bottlenecks impact how much of the GEMM
speedup reaches end-to-end training
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Motivation to Improve Loss Gaps Between NVFP4 and BF16

o NVF P4 p rOd u CtiO nre Cipe Relative difference between training loss of BF16 and NVFP4 Relative difference between validation loss of BF16 and NVFP4
(higher is better) (higher is better)
demonstrated successful g 10 g 0
large-scale training g o g o ’
E 0.0 E 0.0 ’[\ ..... e A ..........
® However, a persistent lossgap § g M‘
. . . 5 10 5 0 S N—
remains relative to higher g g
precision © £ .
oo 02 0.4 06 08 1.0 o0 02 04 08 08 10
Tokens (T) Tokens (T)

Larger MoE model (A8B), NVFP4 recipe
Nemotron 3 Nano (A3B), NVFP4 recipe
Nemotron 3 Nano (A3B), Ablations with sensitive layers quantized to NVFP4

® Smaller models may exhibit
larger quantization-induced
loss gaps

NVIDIA Nemotron 3
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https://arxiv.org/pdf/2512.20856

Reducing the Loss Gap to Higher Precision Training: NVFP4
Pretraining Research Community

e (Quartet-ll Backward Pass with MIS-EDEN: Strategy to address rounding bias;

results in lower MSE than stochastic rounding
O (1) Random rotations on both backward GEMMs, (2) one-dimensional weight quantization with
backward re-quantization
®  Training LLMs with MXFP4
= Quartet

®  Tetrajet, Tetrajet v2

O (3) Magnitude correction factor

e Four Over Six

o Adaptive block-scale selection; improves MSE in select tensors
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https://arxiv.org/pdf/2601.22813
https://arxiv.org/pdf/2601.22813
https://arxiv.org/pdf/2601.22813
https://arxiv.org/pdf/2601.22813
https://arxiv.org/pdf/2601.22813
https://arxiv.org/pdf/2601.22813
https://arxiv.org/pdf/2502.20586
https://arxiv.org/pdf/2502.20586
https://arxiv.org/pdf/2502.20586
https://arxiv.org/abs/2601.22813
https://arxiv.org/abs/2601.22813
https://arxiv.org/abs/2502.20853
https://arxiv.org/abs/2502.20853
https://arxiv.org/abs/2510.27527
https://arxiv.org/abs/2512.02010
https://arxiv.org/abs/2512.02010

Reducing the Loss Gap to Higher Precision Training

30B-A3B Relative Train Loss Difference to BF16 (lower is better)

1] L] 0.9
12/ = NVIDIA '25 NVFP4
—— Mosaic NVFP4
g gos
< <
@ @
08 207
g g
8 o
Q Q
£ £o6
& ® 1
& gos —— NVIDIA 25 NVFP4 —— Recipe Update 3
' ——— Recipe Update 1 - Mosaic NVFP4
i Annealing i HBiCipel Update 2 & =
005 200 400 600 800 000 %0 50 100 150 200 250 300 350 400
Tokens (B) Tokens (B)
Recipe Weight Weight Tiled Random Hadamard Random  Technique to Four Over
Quant Re- Transforms Sign Address Bias  Six Tensors
Quant Vectors in Gradients
NVIDIA 2D No Dim-16 WGRAD Static SR None
’25 NVFP4
Update 1 1D Yes Dim-16 WGRAD Static SR None
Update 2 1D Yes Dim-128 WGRAD, DGRAD  Resampled SR None
Update 3 1D Yes Dim-128 WGRAD, DGRAD  Resampled MS-EDEN W.T, X.T
Mosaic 1D Yes Dim-128 WGRAD, DGRAD  Resampled MS-EDEN W, X, W.T,
NVFP4 XT
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® All recipes have last 15% of
the network in high
precision

® Weights activations and

gradients quantized to
NVFP4 for all other linear
layers in the transformer
blocks

What Matters for NVFP4 Training?



https://openreview.net/pdf?id=jlkIyaG32w

Exciting roadmap for NVFP4
Pretraining ahead

Please visit us at the NVIDIA
booth!

O PyTorch
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