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The problem The move
Long context means a huge KV cache, so you have to throw some of it
away. There are competing rules for choosing what to drop.

But every method ships its rule welded to its own kernel. When one
beats another, you cannot tell whether the rule was smarter or the
code was just faster.

Split the method in two: the SIGNAL that decides which blocks matter,
and the KERNEL that drops the rest. Published methods weld them
together. We fix the kernel and the budget, and swap only the signal.

A signal is just a rule for scoring blocks -- keep the most recent, the
most attended-to, the best query match. Same code, same allowance,
so any accuracy gap IS the rule.

Key results

How much cache can you drop? Do the rival rules differ?

Find-the-fact task, 8K context. Accuracy is flat down to a 50% budget,
then falls off a cliff. At 50% the scored working set answers 15 of 16
where a fixed recent-plus-first-tokens baseline answers 0 of 16.

Five rules, one budget, one kernel. The error bars OVERLAP: at equal
budget the rules are interchangeable. This is NOT a claim that any one of
them wins.

Where it fails, shown not buried What it buys, in this one setting

Mid-context breaks it: 1 of 16 at 30% depth, against 16 of 16 for dense. A
position-aware fix restored the edges, not the middle.

Takeaways What this does NOT claim Reproducibility
• Which blocks to drop becomes a controlled
variable.
• At equal budget the published rules are hard to tell
apart.
• Half the cache is enough -- until the answer is
mid-context.
• Stock PyTorch: swap in your own rule.

• Pilot scale: 16 trials per cell, one seed. Variance
unmeasured.
• In the budget sweep two rules accidentally shared
a code path, so those arms are not independent.
Fixed in code, not yet re-run.
• No claim beyond one GPU, two model sizes and
these tasks.

• Core PyTorch only: flex_attention + torch.compile.
No custom kernels, no retraining.
• One AMD Instinct MI300X, ROCm 7.2.1, torch 2.10.
• At full budget the mask matches dense attention to
within 0.016 on all three head-dim legs, against an
independent torch SDPA reference (tolerance 0.05).
• Every number traces to a result file.

71–74%
lower resident per-query KV working
set, Qwen2.5-7B geometry, 8K–32K

3.21–3.78×
decode throughput vs dense at 8K /
16K / 32K

0.26–0.29×
time to first token vs dense,
block-sparse prefill

~2.1×
faster block-sparse attention at a
25% budget (wall clock 0.4764)

15/16 vs 0/16
at a 50% KV budget: importance-scored working set vs a fixed
sink+window baseline (Qwen2.5-1.5B, NIAH; dense is 16/16)

Read the 71-74% carefully. It is how much of the cache ONE query
touches, not a smaller cache. The allocation is unchanged.

A compiled KV working set
What each query keeps
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Reading row 6 (boxed)
Sees 7 blocks. 25% allows 2.
Keeps 4: first, newest, +2.

How to read the grid

S first block -- always kept
L most recent block -- always kept
B kept because it scored highest

dropped to stay inside the budget
in the future -- cannot be used

The score is the only swappable part
most recent    most attended
best match    both combined
position-corrected

Budget and kernel stay FIXED.
Only the score swaps, so it is
a controlled variable.

KV cache
split into blocks
of 128 tokens

the score
ranks the blocks

score_mod

SWAPS
the budget

keeps the top few
plus anchors

FIXED
the kernel

one compiled pass
flex_attention
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Knee: 50% budget
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Block-size sweep
Half the KV cache, full retrieval accuracy

Main: Qwen2.5-1.5B-Instruct and Qwen2.5-0.5B-Instruct | NIAH, ctx 8192 tok, needle depth 0.5, block size 128, n = 16/cell, seed 42
Right: qwen2.5-0.5b, seq_len 2048, budget 25%, n = 16, seed 42 | AMD Instinct MI300X, torch 2.10.0+rocm7.2.1.gitb6dec82d
Error bars: Wilson 95% CI recomputed from raw (k, N). PILOT-scale data -- single seed, n = 16 per cell; not converged.

Working set, 1.5B
Sink+window, 1.5B

Working set, 0.5B
Sink+window, 0.5B

Dense (no eviction)
0 20 40 60 80 100

Task accuracy (%), pooled over 3 tasks

keep the most recent
(sliding window)

keep first + recent
(StreamingLLM)

keep the best query match
(SnapKV-style)

both combined
(recent x attended)

keep the most attended-to
(H2O-style)

0.77  (37/48)
0.85  (41/48)

0.77  (37/48)
0.79  (38/48)

0.83  (40/48)
0.71  (34/48)

0.71  (34/48)
0.69  (33/48)

0.50  (24/48)
0.79  (38/48)

dense ceiling 0.85 (41/48)

Interchangeable importance signals at equal budget,
same compiled kernel

Qwen2.5-0.5B-Instruct, 2048-token context, block size 128, tasks {niah, multihop, summ_extract}, n = 16 per signal x task x budget
cell (pooled n = 48 per bar), seed = 42; PILOT scale, torch 2.10.0+rocm7.2.1.gitb6dec82d on AMD Instinct MI300X. Error bars are

95% Wilson score intervals recomputed from the raw pooled (k, n). Dashed line = dense ceiling (41/48 = 0.85); gray band = its 95%
Wilson CI. Pooled over both budgets the ordering is recency 0.81 (78/96) down to attn_mass 0.65 (62/96). PILOT scale: the CIs

overlap, so this is an indicative ordering, not a significant separation -- the claim is that the signal is a swappable input to one fixed
kernel. Qwen2.5-1.5B cells are EXCLUDED: that harness collapsed to 0/48 even at the dense ceiling, a prompt/padding harness bug

rather than a mechanism failure; raw counts are kept in the provenance JSON.

budget = 25% of dense KV budget = 50% of dense KV
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mid-context dip

pos. corrective
1/16

uncorrected
11/16

dense

qwen2.5-0.5b
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mid-context dip
qwen2.5-1.5b

Mid-context recall (lost-in-the-middle)

Qwen2.5-0.5B-Instruct and Qwen2.5-1.5B-Instruct, needle-in-a-haystack at 2048-token context; fixed KV budget = 50% of
dense; n = 16 per depth x condition cell; seed = 42; PILOT scale on AMD Instinct MI300X. Error bars are 95% Wilson

score intervals recomputed from raw (k, n). Shaded band = the 30-50% mid-context region. At 30% depth the uncorrected
working set falls to 1/16 (0.5B); position_corrective lifts the 10% edge bucket to 16/16 but drops the 50% bucket to
1/16, below the uncorrected 11/16. The source JSON records H4_recovery = false, H4_safety_pass = false, verdict

REFINE.

Dense baseline (no eviction) Working set (uncorrected) Working set + position_corrective
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resident per-query; lower is better
dense:      0.47 / 0.94 / 1.88 GB
FlexBudget: 0.14 / 0.25 / 0.49 GB

A  KV working set
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block-sparse prefill; lower is better
dense:      1.28 / 4.32 / 13.74 ms
FlexBudget: 0.37 / 1.26 / 3.54 ms
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block-sparse KV gather; higher is better
dense:      808 / 249 / 73 tok/s
FlexBudget: 2594 / 902 / 275 tok/s

C  Decode throughput

dense 1.0x

3.21x
3.62x 3.78x

Measured on one AMD Instinct MI300X
Qwen2.5-7B, budget 0.25, block size 128

NOTE ON PANEL A: this is the RESIDENT PER-QUERY KV working set -- the bytes a paging / eviction backend would keep hot -- NOT a
shrink of the statically allocated KV tensor. For this single FlexAttention forward the same JSON honestly records peak_alloc_ratio
= 1.00 and union_frac = 1.00 (every block is touched by some query): peak allocator memory did NOT drop. The union bound is the
labelled diagnostic upper bound; the per-query mean is the paging-backend target.
Real Qwen/Qwen2.5-7B-Instruct forward at 8K on the same GPU: peak 18.38 GB, prefill TTFT 376.19 ms.
Source: exp/results/full/e3_systems.json (mode PILOT, seed 42, torch 2.10.0+rocm7.2.1.gitb6dec82d, HIP 7.2.53211,
cuda_available=true, elapsed 21.66 s, mock_flag=false). Every bar is provenance-tracked in f4_systems_provenance.json.


