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Torch-FL is a PyTorch plugin based on the FlagOS multi-chip
technology stack. Accelerator adaptation happens in the
PyTorch runtime and operator dispatch.

0  model-code changes
1  unified device: flagos

Model portability at the operator boundary
Unmodified upstream model code

HuggingFace Transformers HuggingFace Diffusers

from_pretrained()     .to(device)     generate() / pipe()

torch-fl: flagos (PrivateUse1)
Unified runtime + per-operator routing

FlagGems Compatibility boxing Native vendor 
kernels CPU fallback

FlagTree / Triton External libtorch ACLNN topsaten mudnn Uncovered ops

Accelerator runtimes

Host CPUNVIDIA CUDA MetaX Ascend Hygon DCU

Enflame GCU PPU Moore Threads
MUSA

Where PyTorch semantics permit

Stable: NVIDIA CUDA, MetaX. Beta: Ascend, DCU, GCU. Experimental: PPU, MUSA.

BPU / TsingMicro: runtime or graph-path integration only. Model and feature coverage varies by platform. [3]

FlagOS: Open-sourced System SW

for Multi-Vendor AI chipsets

20+
Vendors

30+
Chips

URL: flagos.io    GitHub: github.com/flagos-ai

Open-weight AI models
Language models, Multimodal models, World models, Embodied AI

Unified device plugins for training / inference Domain solutions FlagOS Skills

Megatron-FL Transformer
Engine-FL

vLLM-plugin-
FL

VeRL-plugin-
FL

SGLang-
plugin-FL Torch-FL FlagOS-Robo

FlagQuantums
Deploy, code-gen

Migration, benchmark

FlagOS core libraries FlagOS tools

FlagGEMs
Operator library

FlagGEMs-vLLM
Fused kernels

FlagGEMs, FlagBLAS
FlagSparse, FlagFFT

FlagTensor, FlagAudio

FlagTree: Unified AI compiler
FlagTree: AI chips / FlagTree-CPU: ARM

FlagScale parallel framework
FlagCX unified comm. library

KernelGen
Operator auto-generation

FlagRelease
Model auto-migration

FlagPerf
AI chip evaluation

Diverse compute

AI compute hardware
NVIDIA, AMD, Ascend, ARM

Servers, edge, AI books
ARM devices, RISC-V AI chips

Quantum Compute
Quantum Cloud

Day-0: Qwen-Image-2.1
September 20, 2026    8 chip-platform release bundles

Qwen names Torch-FL and FlagGems as its Diffusers portability path and reports inference accuracy 
aligned with the official implementation. [1]

Full pipeline: Qwen3-VL text encoder, 32-layer DiT with prefix KV cache, and causal 3D VAE. [1, 3]

Measured example: MetaX C550

Torch-FL

MACA PyTorch

31.62

66.96

Seconds per image (lower is better)
1024 × 1024, BF16, 40 steps, batch 1, seed 42. Warmup 1, 40 s timing window. 
September 19 measurement. [2]

Paired latents: 46.47 dB PSNR against 
vendor output. Backend agreement, not 
image quality. [2]

[1] QwenLM/Qwen-Image-2.1   [2] Operator support report (MetaX, 2026-09-19)   [3] Architecture & compatibility   github.com/flagos-ai/PyTorch-Plugin-FL
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